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Abstract

Medical imaging techniques like Computed Tomography (CT) are crucial for disease de-
tection and treatment, with semantic segmentation being essential for accurate analysis.
Despite the potential of deep learning models, particularly Convolutional Neural Networks
(CNNs), for automated segmentation, the limited availability of labeled data in medical
imaging remains an obstacle. To address this problem, foundation models have been intro-
duced, which require fine-tuning to adapt to specific tasks. However, state-of-the-art meth-
ods like full fine-tuning are storage-intensive and prone to forgetting and overfitting. As a
more efficient alternative, Parameter-Efficient Fine-Tuning (PEFT) techniques have been
developed. Nevertheless, most PEFT research has been concentrated on transformer-based
models applied to natural images, leaving a gap in the application of these techniques to

CNN-based models for 3D medical imaging.

This study addresses this gap by exploring various PEFT techniques for CNN-based 3D

CT organ segmentation models using supervised foundation models to enhance perfor-
mance while minimizing parameter tuning. Here we show that integrating ConvAdapter
within SegResNet achieves a strong balance between performance and parameter efficiency,
yielding a Mean Dice score of 0.84 on the test set while only tuning 0.7M parameters, which
is less than 15% of the total model parameters. ConvAdapter maintains performance trends
similar to full fine-tuning and shows promising generalization across diverse datasets, even

outperforming full fine-tuning on MR data.

These findings highlight the potential of PEFT techniques in improving the efficiency of
fine-tuning CNN models for medical imaging, particularly for complex tasks like 3D or-
gan segmentation. By refining these techniques and exploring their integration with self-
supervised foundation models, they hold promise for developing even more adaptable and

efficient models.



Dutch Abstract

Medische beeldvormingstechnieken, zoals Computed Tomography (CT), zijn essentieel voor
het detecteren en behandelen van ziekten, waarbij semantische segmentatie een cruciale rol
speelt in de nauwkeurige analyse. Hoewel deep learning-modellen, met name Convolutional
Neural Networks (CNN’s), veel potentie tonen voor geautomatiseerde segmentatie, vormt
de beperkte beschikbaarheid van gelabelde data in de medische beeldvorming een uitdag-
ing. Als oplossing zijn foundation models geintroduceerd die fine-tuning vereisen om aan
specifieke taken te voldoen. Traditionele methoden zoals full fine-tuning vergen echter veel
opslagruimte en zijn gevoelig voor problemen zoals 'forgetting’ en overfitting. Parameter-
Efficiénte Fine-Tuning (PEFT) technieken zijn ontwikkeld als een efficiénter alternatief.
Tot nu toe is het meeste onderzoek naar PEFT gericht op transformer-based modellen,
toegepast op natural images, en is er gebrek in de toepassing van deze technieken op CNN-

gebaseerde modellen voor 3D medische beeldvorming.

Deze studie draagt bij aan de literatuur door verschillende PEFT-technieken te onder-
zoeken voor CNN-based 3D CT orgaan-segmentatiemodellen, gebruikmakend van super-
vised foundation models, met als doel de performance te verbeteren met het tunen van zo
min mogelijk parameters. We tonen aan dat de integratie van ConvAdapter in SegResNet
een balans biedt tussen performance en parameter efficiency, met een Mean Dice van (.84
en het tunen van slechts 0.7 miljoen parameters, wat minder dan 15% van de totale param-
eters van SegResNet is. ConvAdapter laat een performance trend zien vergelijkbaar met
full fine-tuning, en toont veelbelovende resultaten over diverse datasets, waarbij het op MR

data zelfs better presteert dan full fine-tuning.

De resultaten van deze studie benadrukken de potentie van PEFT-technieken om de ef-
ficiéntie van fine-tuning van CNN-based modellen voor medische beeldvorming te verbeteren,
vooral voor complexe taken zoals 3D orgaan-segmentatie. Door verder te experimenteren
met deze technieken en hun integratie met self-supervised foundation models te onder-
zoeken, kunnen ze bijdragen aan de ontwikkeling van nog beter aanpasbare en efficiénte

modellen in de medische beeldvorming.
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1. Introduction

Utilization of medical imaging techniques, such as Computed Tomography (CT), Magnetic
Resonance Imaging (MRI) and Positron Emission Tomography (PET), plays a pivotal role in
the detection, diagnosis, and treatment of diseases [1]. However, one of the most challenging
aspects of analyzing 3D medical images involves identifying the pixels representing tissues
or anomalies within them, a task commonly referred to as segmentation [2]. To address this
challenge, researchers have introduced numerous automated segmentation methods leveraging
Deep Learning (DL), a subset of Machine Learning (ML), to achieve both accuracy and

e ciency in segmentation tasks [3].

Yet, the scarcity of labeled data within the medical imaging domain remains an obstacle in
training these automated segmentation models [4]. To overcome the obstacle of limited avail-
able data, researchers have been developing foundation models for tasks in medical imaging
[5]. Foundation models are general models pre-trained on large amounts of data, primarily
through self-supervised learning where the pre-training task is automatically derived from un-
labeled data [6]. This allows training on downstream tasks with only a small amount of data,
leveraging the knowledge learned during pre-training. So far, foundation models have shown
great potential in learning feature representations across various medical imaging modalities,

bene cial for downstream tasks like classi cation and segmentation [7][8].

1.1 Problem Statement

As foundation models are pre-trained on a surrogate task, meaning they are trained on a task
that serves as a proxy for the ultimate downstream task, they require to be adapted to the
downstream task through ne-tuning [6]. Widely used ne-tuning techniques are commonly

referred to as full ne-tuning and linear probing.

Full ne-tuning involves transferring the pre-trained weights to the downstream task and
adjusting all the parameters to tthe target domain. During this process, the model is trained
using a small, labeled dataset relevant to the downstream task [9]. However, adjusting all
parameters is computationally ine cient as it creates entirely new models for each specic
task. These new parameters require a huge amount of storage space [10]. Also, full ne-tuning
tends to distort pre-trained features as adjustments are made to both the model's head and

12



1.2 Research Objectives

feature extractor to t the downstream data. These adjustments can lead to a distortion
or transformation of the original features learned during pre-training, making them more
speci c to the characteristics of the downstream data, thereby carrying the risk of over tting
[11].

On the other hand, linear probing involves freezing the lower layers of the pre-trained
model, and only updating the linear classi er to align with the target domain. This avoids
the issues associated with full ne-tuning but may result in inferior performance in the
downstream task as the model's capacity to adapt to the speci c features of the downstream
task is restricted [12].

To overcome the challenges of full ne-tuning and linear probing, researchers have been
exploring e cient and accurate ne-tuning techniques [9], [13]. Parameter-E cient Fine-
Tuning (PEFT) techniques focus on training and optimizing only a small set of parameters,
which could either be a subset of the existing model parameters or a set of newly added

parameters [12].

Most PEFT techniques focus on ne-tuning Transformer-based pre-trained foundation
models [9], [13]{[15], yet in the domain of medical imaging, especially 3D, Convolutional
Neural Network (CNN)-based architectures remain popular as well [16][17][18][19]. While
the development of CNN-based foundation models is slowly emerging, most are still pre-

trained on 2D natural images.

1.2 Research Objectives

This study will center around the adaptation of established PEFT ne-tuning techniques to
align with pre-trained 3D CNN-based foundation models, with a speci c focus on semantic
segmentation. Leveraging the latest advancements in PEFT techniques, the goal is to enhance
the transfer of knowledge from pre-trained models to the specialized domain of medical image

analysis.

To achieve this, the study will include several recently developed PEFT techniques, cus-
tomizing them to accommodate the unique characteristics of two di erent CNN-based founda-
tion models. State-of-the-art segmentation models, namely, SegResNet [20] and UNet from
nnUNet [21] were considered. Through a systematic application of the PEFT techniques
across the CNN models, encompassing di erences such as network depth, width, and further

architectural designs, the study seeks to uncover optimal con gurations for ne-tuning.

13



Introduction

The primary objective of this ne-tuning process will be to enhance the performance of
pre-trained CNNs on the task of organ segmentation, speci cally focusing on CT images.
Segmentation of organs plays a pivotal role in computer-assisted diagnostic systems and
biomarker measurements, and is signi cant in daily practices of radiation therapy [22][23].
However, organ segmentation tasks in medical imaging demand very precise delineation of
various structures. Yet, by ne-tuning pre-trained foundation models, there is potential to
improve their ability to accurately delineate and segment organs of interest within CT scans

while tuning only a small set of parameters.

By exploring the synergy between CNN architectures and PEFT techniques, this study
holds promise for signi cant advancements in the eld of medical image analysis. In partic-
ular, focusing on organ segmentation within this framework has the potential to advance the
development of more e cient algorithms, primed to address critical clinical needs, such as

disease detection.

1.3 Al Relevance

The relevance of this study extends beyond the domain of medical image analysis and into the
broader landscape of Arti cial Intelligence (Al). By adapting established PEFT techniques
to align with 3D CNN-based models, this research not only aims to enhance the perfor-
mance of organ segmentation tasks in medical imaging but also contributes to advancing the
methodology and understanding of transfer learning in Al. Transfer learning, particularly in
the context of ne-tuning pre-trained models, is a fundamental technique in Al and will be
elaborated on in the background chapter. The exploration and customization of PEFT tech-
niques in transfer learning across di erent CNN architectures o ers insights into the interplay

between model architectures, dataset characteristics, and training strategies.

Furthermore, ne-tuning pre-trained CNN-based foundation models, sheds light on the
capacity of deep learning to extract patterns and features from medical images such as CT
scans. By adapting PEFT techniques, this study not only improves the performance of the
deep learning models but also provides valuable insights into the complexities of transfer
learning and domain adaptation within deep learning approaches.

14



1.4 Outline

1.4 Outline

This thesis report will rst cover relevant background information on the subjects that are
related to the study in Chapter 2. Related work and papers will be presented and discussed in
Chapter 3. In Chapter 4, the proposed methods for conducting this study will be described.
Chapter 5 will contain the results of the study, which will be extensively evaluated. Finally,
Chapter 6 o ers a comprehensive discussion. The Appendix follows Chapter 6, containing

additional information.
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2. Background

In this chapter, the core elements driving the study into PEFT techniques for foundation
models in medical image segmentation will be covered. It starts with the critical importance

of medical imaging, followed by a detailed elaboration on CT scanning.

Expanding upon this, the realm of organ segmentation on CT images is explored, revealing

the operations of the key architectures to this study; SegResNet and UNet.

Next, an examination of foundational models follows, focusing on how Self-Supervised

Learning (SSL) forms the cornerstone of their training process.

Following this, the chapter addresses ne-tuning methods, speci cally emphasizing PEFT.
Here, the focus lies on various categories of PEFT that form the basis for the techniques to
be used and adapted in this study.

Finally, the chapter concludes by detailing the selected performance measures and inter-
pretability methods employed in this study.

2.1 Medical Imaging

The diagnosis of particular diseases can be quite challenging due to a lack of visible signs and
symptoms. For example, appendicitis, characterized by in ammation of the appendix, may
not always present obvious symptoms. While some individuals experience classic signs such
as abdominal pain, others may have atypical or very mild symptoms. In such cases, medical

imaging techniques can play a crucial role in con rming the diagnosis [24].

Moreover, medical imaging plays a vital role in diagnosing various cancers. Symptoms
associated with tumors often prompt individuals to seek medical attention, facilitating the de-
tection of both symptomatic malignant tumors in the early stages and asymptomatic tumors

during screening processes [25].

Besides diagnostics, medical imaging techniques are also used for the management, treat-
ment and prevention of diseases. With these applications, medical imaging signi cantly
enhances our understanding of diseases at a deeper level. This depth of insight enables clin-
icians to intervene much earlier, ultimately leading to improved patient care and outcomes
[26].

16



2.1 Medical Imaging

2.1.1 Computed Tomography (CT)

Medical imaging techniques were developed after the discovery of X-rays. Radiologists
began using X-rays to diagnose bone fractures and chest anomalies. Over time, uoroscopy
evolved from X-rays, eventually leading to the development of CT scanning. Today, CT scans

are widely used for diagnosing various diseases [27].

CT scanning involves acquiring projection data and reconstructing cross-sectional anatom-
ical images of internal structures based on attenuation coe cients, which approximate tissue
density in terms of Houns eld Units (HU). HU is calculated using equation 2.1.

= S oo (2.1)

water

Here, " is the linear attenuation coe cient of the tissue and yater iS the linear attenuation

coe cient of water. This calculation allows for quantitative assessment of attenuation coef-
cients, or tissue density, across various regions of the body. By calculating the attenuation
coe cient of a tissue, the reduction in intensity of an X-ray beam as it passes through the
body can be determined. This reduction in X-ray intensity is referred to as X-ray attenuation.

The acquisition of CT images entails the rotation of an X-ray source around an object
within the gantry of a CT scanner. This rotation enables the detection of X-rays passing
through the object and the collection of projection data from diverse angles. This requires
continuous rotation and object stability. Initially, the projection data is organized into a
sinogram, representing the X-ray attenuation at the di erent angles and positions [28]. The

data acquiring process is depicted in Figure 2.1.

In the reconstruction of tomographic images, the acquired sinogram undergoes ltering
to enhance image quality and reduce artifacts. Filtering helps in removing noise and im-
proving the sharpness of structures in the nal image. Following Itering, the sinogram data
undergoes backprojection, a mathematical process that assigns X-ray attenuation values to
each pixel in the image. This is determined by the intensity of X-ray measurements along
di erent paths through the object. This process is repeated for each angle of projection. In
Figure 2.2, the process is demonstrated. By combining backprojected images from multiple
angles, a detailed cross-sectional image is then generated. This nal reconstructed image
represents the internal structures of the object, with varying shades of gray corresponding to

the di erent tissue densities [30].
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Background

Figure 2.1: CT data acquisition. Figure from [29]. Top: A CT scanner produces one-
dimensional X-ray projections representing the integrated X-ray attenuation of the object at
various angular positions. Bottom: Projection sampling is conducted, generating a sinogram
which serves as a repository for the forward projection data.

Figure 2.2: CT reconstruction of a tomographic image. Figure from [29] Top: Image
reconstruction advances by back-projecting the data, resulting in the creation of an image-space
tomographic representation of the object. Bottom: As backprojection leads to blurred images
due to the convolution of the projections, lItered backprojection is used to correct the blurring.

The nal resulting image is a matrix of pixels, each of which represents a volume pixel
(voxel) of the internal structure of an individual. The dimensions of a voxel are the pixel
area and the slice thickness of the CT image. A typical CT image is a matrix of 512x512
pixels, but this has increased to 1024x1024 and even higher over the last years, resulting in

very high resolution CT images [28].

18



2.2 Medical Image Segmentation

2.2 Medical Image Segmentation

Medical Image Segmentation involves identifying the pixels corresponding to tissues or anoma-
lies within medical images, such as those obtained from CT or MRI scans, and is considered
a critical task in image analysis [2]. Researchers have proposed various automated segmen-
tation techniques, starting with the traditional methods such as thresholding, region-based,
clustering, edge-detection, and model-based [31]. These methods employ principles from
digital image processing and mathematics to perform image segmentation. Despite their
advancements, accurate segmentation still remains a challenge, due to for example low con-
trast to surrounding tissues. This has prompted the emergence of neural network-based
methods, which have demonstrated signi cant capabilities in image processing tasks. Their

segmentation accuracy has outperformed traditional segmentation methods [32], [33].

In recent years, CNNs have emerged as powerful neural network-based tools for medical
image segmentation due to their remarkable feature extraction and expression capabilities.

Consequently, CNNs have been increasingly applied in medical image segmentation [32].

2.2.1 Convolutional Neural Networks (CNNSs)

CNNs are neural networks containing layers that perform a speci ¢ operation. The rst
layer is the input layer, which is connected with its neurons to each pixel in the input image.
The next layers are convolutional layers, they perform convolutions with their input using
Iters, commonly known as kernels, to extract features. The output of the convolution layers
are known to be feature maps, these are fed into the activation layers that apply non-linearity
to the maps. The following layer often is a pooling layer that reduces the dimensionality
of the convolution's output. The last layers are fully connected layers, these extract high
level abstractions. A typical architecture of a CNN is depicted below in Figure 2.3. By
backpropagation, the weights of the neural connections and the kernels are optimized during
the training phase of the network [2].

The CNN demonstrated in Figure 2.3 solves the task of image classi cation. The output
layers outputs a probability distribution over the classes, using a softmax activation function.
The class with the highest probability is considered the predicted class by the CNN.

For segmentation tasks, CNNs can be adapted accordingly. Instead of predicting a single

class label for the entire input image, the network predicts a label for each pixel in the image
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Background

Figure 2.3: Architecture of a typical Convolutional Neural Network (CNN).

Adapted from [34]. Input data is processed through convolutional layers to extract features,
followed by activation functions for non-linearity. Pooling layers reduce dimensionality, and
fully connected layers learn complex relationships between the features. The output layer pro-
duces predictions based on the learned features.

or region of interest. To achieve this, the output layer of the CNN for segmentation tasks
is modi ed to have the same spatial dimensions as the input image. Within the output
channels, every pixel indicates the probability of belonging to its respective class, resulting

in a segmentation map where each pixel is classi ed into one of the prede ned classes.

The CNN-based segmentation architectures used in this study are a 3D SegResNet [20]
and a 3D UNet [35], and a detailed description of each one follows below.

2.2.1.1 3D SegResNet

SegResNet is short for Segmentation Residual Network. It is an architecture tailored for
semantic segmentation tasks by combining strengths of a residual network, by incorporating
residual blocks, and an encoder-decoder framework. It has a large encoder part, responsible
for feature extraction, and a decoder part to output the segmentation masks. Originally, the
architecture also includes a Variational Autoencoder (VAE) branch, however this will not be

implemented in the architecture used in this study.

In Figure 2.4 the architecture of the 3D SegResNet without VAE branch is depicted.
Each yellow block is a residual network-derived block with a 3x3x3 convolution, GroupNorm
normalization, which applies normalization over a mini-batch of the input, and a RelLU
activation function. This is followed by additive identity skip connections, which directly
forward the input from one layer to the output of a subsequent layer. In the encoder, the
input image dimensions are downsized by 2, while simultaneously the feature size is increased

by 2. The encoder endpoint is 8 times spatially smaller than the input image.
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2.2 Medical Image Segmentation

Figure 2.4. 3D SegResNet architecture. Adapted from [20] Yellow blocks contain 3x3x3
convolutions, GroupNorm normalization, and ReLU activation. The encoder downsizes input
image dimensions by 2 while increasing feature size by 2. In the decoder, features are reduced
and spatial dimensions doubled using convolutions and 3D bilinear upsampling. The output
produces segmentation maps with three channels, followed by a 1x1x1 convolution and sigmoid
activation.

The decoder parts begin with upsizing where the number of features is reduced by a fac-
tor of 2, using 1x1x1 convolutions, and the spatial dimension is doubled, using 3D bilinear
upsizing. The end of the decoder produces segmentation maps with three channels, each
maintaining the same spatial dimensions as the input image. Subsequently, a 1x1x1 convo-
lution and a sigmoid activation function is applied to generate the nal segmentation maps
[20].

2.2.1.2 nnUNet

The segmentation method nnUNet is a method that is able to perform an automated con-
guration for an entire segmentation pipeline. It can generate three di erent UNet con gu-
rations: a 2D UNet, a 3D UNet, and a 3D UNet Cascade [19]. In this study, the 3D UNet

con guration is applied.

A 3D UNet consists of an encoder and a decoder. Each layer in the encoder contains
two 3x3x3 convolutions, followed by batch normalization and a ReLU activation function.
After this, a 2x2x2 max pooling operation takes place. The decoder employs 2x2x2 transpose
convolutions, with subsequently two 3x3x3 convolutions followed by batch normalization and
a ReLU activation function in each layer. Skip connections from layers of equal resolution in
the encoder provide high resolution features to the decoder part. The output layer contains
a 1x1x1 convolution followed by a sigmoid function [35]. The architecture of the 3D UNet is

shown in Figure 2.5.
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Figure 2.5: 3D UNet architecture. Adapted from [35]. The encoder uses 3x3x3 convo-
lutions, batch normalization, ReLU activation, and 2x2x2 max pooling. The decoder features
2x2x2 transpose convolutions, 3x3x3 convolutions, batch normalization, and ReLU activation.
Skip connections enhance feature transfer between corresponding encoder and decoder layers.
The nal output is generated by a 1x1x1 convolution and sigmoid activation.

2.3 Foundation Models

Foundation models are general models pre-trained on large amounts of data. They are en-
abled by transfer learning; utilizing knowledge gained from one task to enhance performance
on another task. In deep learning, pre-training serves as the primary method for transfer
learning. This involves training a model on a surrogate task initially, which is then ne-tuned

to adapt to the speci ¢ downstream task.

The emergence of foundation models represents a paradigm shift in Al, especially in
the eld of Natural Language Processing (NLP) and Computer Vision (CV) [36]. In the
eld of NLP, the Transformer has become the mainstream architecture of these large pre-
trained foundation models due to the multiple layers of multi-head self-attention enabling
more expressive representations useful for NLP related tasks [37]. An example of a foundation
model application in the eld of NLP is ChatGPT, which uses the pre-trained Transformer

GPT-3.5, trained on large volumes of text data [38].

Inspired by the achievements of Transformers in the eld of NLP, researchers have been
extending the use of the Transformer architecture as a foundation model backbone to the eld

of CV as well. In CV applications, the Vision Transformer (ViT) shows notable performance
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when trained on extremely large datasets [39]. However, given the extended training times
and the need for substantial computer resources and extremely large datasets when training
a ViT, CNNs remain widely used in the eld of CV as well [40]. CNN architectures such as
AlexNet, ResNet and VGG have been used as backbones in CNN-based foundation models,

requiring less training data [41].

The training data for the foundation models can either be labeled or unlabeled. When
utilizing a labeled dataset, the pre-training approach is referred to as supervised learning.
Conversely, when working with an unlabeled dataset, this pre-training approach is known
as self-supervised learning. Both of these methods are elaborated upon in the following
subsections.

2.3.1 Supervised Learning

Supervised learning is a machine learning approach with the aim to understand the re-
lationship between inputs and outputs within a network. The implementation of supervised
learning requires having labeled training data. It relies on a dataset consisting of pairs of
input-output data, where the output acts as a label for the corresponding input. The goal
of supervised learning is to develop a network capable of predicting outputs for new input
instances based on the learned input-output mapping. This mapping is typically represented
using model parameters acquired during the training phase [42].

Supervised pre-training is common. For example, the labeled ImageNet dataset has been
widely used in the eld of CV for image classi cation [43]. However, creating such a la-
beled dataset is very time-consuming, imposing a practical limitation on the utilization of

supervised pre-training [6]. Self-supervised learning overcomes this limitation.

2.3.2 Self-Supervised Learning

The idea behind self-supervised learning is to train a model on a large amount of unlabeled
data to capture useful information about the data, which is called the pretext task. The
model employs its self-de ned signals as supervision and utilizes the learned representation
for downstream tasks [44]. Three major approaches of self-supervised learning are predictive,

generative, and contrastive self-supervised learning.

With predictive self-supervised learning, each unlabeled image is assigned a pseudo label,
which are labels generated from the data itself. The value of these labels depend on the
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pretext task. Consequently, the goal of the pretext task is to predict this pseudo label
correctly. An example of this approach is Rotation Prediction, where the aim is to train
CNNs to recognize the degree of rotation applied to input images. The model is trained
on a pretext task where it learns to classify rotations of Q0 90°, 18, or 270 applied to
images. By mastering this task, the model gains an understanding of object orientations and
semantic features within the images, which can then be used for downstream tasks such as

object detection or image classi cation [45].

With generative self-supervised learning, the aim is to learn underlying features in the
input data by treating pretext tasks as generative problems. The model should learn useful
representations from the unlabeled data by learning to regenerate the same input data. An
example is a Masked Auto Encoder (MAE) approach, where MAEs pre-train models by
dividing the images into patches, masking some of the patches, and training the model to
reconstruct the original images, without the masked patches [46]. The representations learned
during the reconstruction of the input images, are bene cial for any downstream task where

understanding feature representations are advantageous.

With contrastive self-supervised learning, the model learns representations of the input
data by learning to di erentiate between the similar (positive) pairs and the dissimilar (nega-
tive) pairs. Positive pairs are two transformed versions of the same image, and negative pairs
are two distinct images. During contrastive learning, a model is trained to maximize the
similarity between the positive pairs and minimize it with the negative pairs. An example of
contrastive self-supervised learning is SImCLR, which is an approach where the model learns
to classify positive and negative pairs within one batch. Here the positive pairs undergo
heavy augmentations, and are included in a large batch together with a set of negative pairs
[46].

2.4 Transfer Learning

Models, like CNNs, are trained with a backpropagation algorithm where the loss function is
minimized. This process involves iteratively adjusting the model's weights. Initially, these
weights are set randomly. For instance, prior to training, the convolutional layers within a
CNN initialize their weights by sampling values from a normal distribution centered around
zero with a small standard deviation. During training, these weights are updated to minimize
the loss [47].
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The iterative adjustments of the weights, together with the requirement of large labeled
datasets, make training a model from scratch a computationally very expensive task. The
use of pre-trained weights might help overcome this challenge and is leveraged through ne-
tuning. Fine-tuning transfers the weights of a pre-trained network to the network that will

be used for training the desired task [9].

When all layers of the network are trained on the new task after the weight transfer, it
is called full ne-tuning. However, since the early layers of CNNs typically learn low-level
features of input images and the later layers learn higher-level features, a common practice
is to freeze the early layers of the new network after the weight transfer. In this approach,
the network can be ne-tuned in a layer-wise manner, where initially only the last layer is
trained on the desired task, extending to additional later layers. Alternatively, some opt to
train only the linear classi er of the network while keeping the rest of the model's weights

frozen. This focused training on the linear classi er is referred to as linear probing [12].

2.4.1 Parameter E cient Fine-Tuning

PEFT techniques only ne tune a small part of the original parameters. The techniques
can be classied into three categories, namely additive, selective and reparameterization-

based. Additive techniques can be subdivided into adapters and prompts.

2.4.1.1 Additive PEFT

Additive PEFT techniques involve adding extra parameters to a pre-trained model and only
training these newly added parameters. Within additive PEFT techniques, there are adapters

and prompts.

Adapters are new modules added between the layers of a pre-trained network. fete a
network with parametersF: gr 1&. With adapter-tuning, a new function is de ned, namely:
kr.et@ whereF are the parameters transferred from pre-training andeE newly added task
speci ¢ parameters. These are initially set to 0 so that the new network is similar to the

original network. During training, only parametersE are ne-tuned [48].

Prompting involves appending the input in language models with a trainable tensor, called
soft prompt. The idea is to freeze the entire pre-trained model and only allow an additional

series of tunable tokens per downstream task to be prepended to the input text.
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Let ?1~j- © be the probability of an output class given some input, with- being the class
label and- a series of tokens. This now becomé&s?!. |- © where. is a sequence of tokens
representing the class label, and the weights of the transformers that make the encoder
and decoder of the classifying model. Prompting prepends a series of toke¥sto input
- ? 1. ]%- ° .This maximizes the probability of a correctly predicted while keeping the

parameters  xed.

This concept got extended to the domain of CV as well, by appending trainable parameters

in all hidden layers of vision transformers [49].

2.4.1.2 Selective PEFT

Selective PEFT techniques ne-tune a selected subset of parameters of the pre-trained model,
keeping the remaining parameters frozen. The question revolves around identifying the subset
of parameters that should be optimized to enhance task performance and generalization.
One approach to decide this, is by heuristically nding which parameters to ne-tune. For
example, one could only tune the bias terms or only the LayerNorm modules, which are both
crucial for downstream tasks [50].

2.4.1.3 Reparameterization-based PEFT

Reparameterization-based techniques introduce new learnable parameters during training,
which are integrated into the model through reparameterization. A crucial concept is intrin-
sic dimensionality, which refers to the smallest number of parameters needed to solve the

optimization problem which is the objective of standard neural network training.

Consider a pre-trained model, where its parameter vector in the full parameter space is
denoted by\ ' °. The initial parameter vector is\a °, and the goal is to nd the optimal
parameter vector\ e through optimization. To ne-tune the model without adjusting all
original parameters directly, a lower-dimensional parameter space is introduced. This is
achieved by generating a random projection matri%oof size 3 where3 is much smaller
than , and by introducing a new parameter vectok "*° in this smaller space. Initially, this
vector can start as all zeros. Now the original parameters are updated as in equation 2.2.
This equation shows how changes in the lower-dimensional space are projected back to the

full parameter space to update the model.

o 1 O

R PR 7A e (2.2)

26



2.5 Performance Measures

The model is ne-tuned by optimizing over\ "> instead of\ * °. Since%and\g * are xed,
the optimization only needs to nd the best\ *¥°, which has fewer degrees of freedom than the
original parameter space. By starting with a low3 and gradually increasing it, the process
identi es the smallest3 that still allows for achieving a solution close to the full optimization.

This 3 is an estimate of the intrinsic dimensionality3g=cof the optimization problem.

2.5 Performance Measures

The selection of appropriate evaluation metrics and loss functions plays a pivotal role in
training models and assessing their e cacy. Segmentation evaluation involves comparing two
segmentations by quantifying the distance or similarity between them. One segmentation is
the target for evaluation, while the other serves as the reference ground truth segmentation
[51]. Training phase of networks involve optimizing a loss function to improve their perfor-

mance on such evaluation metrics. Loss functions quantify the alignment between the current
output and the reference segmentation [52]. By minimizing the loss function during training,

the model learns to produce segmentations that closely match the ground truth.

2.5.1 Evaluation metric

A typical metric for evaluating the performance of a segmentation model, is Mean Dice
[53]. Mean Dice computes the average Dice score for a set of pairs of prediction-groundtruth
segmentations. The Dice score is a coe cient that quanti es the similarity between two sets
of data, for instance, binary images. If the images are identical, the coe cient is 1, and if
they are partially similar, it ranges between 0 and 1, depending on their overlap. In equation
2.3, the calculation of the Dice coe cient is shown. Taking the average of this score across
several binary label images provides an overall measure of how well the model performs across

multiple labels over the entire dataset.

25\,
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2.5.2 Loss function

In medical image segmentation tasks, Dice loss and Cross Entropy loss are commonly

used to measure the loss [52]. Dice loss is derived from the Dice coe cient. However, while
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the objective is to maximize the Dice coe cient, the Dice loss should be minimized [54].
Therefore, the formula for Dice loss is the Dice coe cient subtracted from 1, which is shown

in equation 2.4.

goaBE1 2. ' L (2.4)
J1.) )
Cross Entropy loss, on the other hand, assesses the performance of a classi cation model by
measuring the disparity between predicted probabilities and actual labels. It increases as
the predicted probability diverges from the true label [55]. For both binary classi cation and
pixel-level segmentation tasks, the formula for Binary Cross-Entropy loss is shown in equation

2.5. Here, again- represents the true label, an@® denotes the predicted probability.
A>BB =CA>2+20 = 1 ~|ogl?0 1] ~O|ogll %00 (2.5)

DiceCELoss, is a loss function that computes both Dice loss and Cross Entropy loss and

returns the weighted sum of these two [56]. The DiceCELoss is depicted in equation 2.6.

i ~
2 5.7 G

824 >BB=Foi— 45— F1  ~2>67% (2.6)
=172, 2217272 =1

Here, N denotes the number of classes; denotes the true label of class 7, denotes the
predicted probability of class ¢, and~q and F 1 are weights that balance the contribution of

Dice loss and Cross Entropy loss.

2.6 Interpretability

A challenge in classifying or segmenting images with DL models lies in their "black box'
nature, which conceals the understanding of how they make predictions [57]. This lack of
transparency is especially concerning in elds such as medical imaging, where the accuracy
of predictions can directly impact patient care. Therefore, unraveling the process behind the

decision-making of these models is crucial for ensuring reliability in their outputs.

Fortunately, there are methods to make the predictions of DL models more interpretable.

The specic eld exploring these methods is called Explainable Al (XAl) [58]. To prevent
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any potential confusion, the terms interpretability and explainability will be de ned as:

Interpretability: An interpretation is the mapping of an abstract concept (e.g., a predicted
class) into a domain that the human can make sense[99].

Explainability: ~ An explanation is the collection of features of the interpretable domain,
that have contributed for a given example to produce a decision (e.g., classi cation or regres-
sion)[59].

In XAl, there are two types of methods: 1) transparent design and 2) post-hoc expla-
nation. Transparent design aims to reveal how a model functions by understanding the
structure of the model, by understanding the individual components, or by understanding
the training algorithms. Post-hoc explanation the reasoning behind a inference by providing
analytic statements, by creating visualizations, or by o ering explanations such as K-nearest-

neighbors [58]. Both methods are roughly illustrated in Figure 2.6.

Figure 2.6: XAl: Transparent design and post-hoc explanation. Adapted from [58].
Transparent design XAl reveals how models work by understanding the structure, individual
components, and its training algorithm. Post-hoc XAl explains the reasoning of a model by
creating visualizations or o ering examples.

2.6.1 Grad-CAM

Grad-CAM is a post-hoc XAl method used for generating visual explanations of decisions
made by CNN-based models, particularly e ective in class-discriminative localization. Grad-
CAM uutilizes gradient information from the last convolutional layer of a CNN to assign
importance values to neurons regarding a speci ¢ decision. The method allows explanations
for activations in any layer of a neural network, although it is most commonly applied to the

nal layer [60].

Initially, certain feature maps from the nal convolutional layer of the CNN are chosen.

These maps capture di erent characteristics of the input image. Gradients of the class scores
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(output probabilities) are computed concerning each selected feature map. These gradients
indicate the contribution of each feature map to the prediction for a particular class. The

gradients are averaged across all pixels in the feature maps to obtain a single importance
weight for each map. These weights signify the importance of each feature map in predicting
the chosen class. Each feature map is then multiplied by its corresponding importance
weight and summed together. Subsequently, a ReLU function is applied to suppress negative
contributions. This yields in a heat map highlighting the relevant regions of the input image

for predicting the chosen class. In segmentation tasks, where each pixel in the image is
classi ed, Grad-CAM can be adapted to provide insights by averaging the class scores for

groups of pixels in the segmentation output [61].

This method has been applied in 2D image segmentation tasks involving pre-trained CNNs
with xed learned weights. However, it has been extended to be applicable to 3D images as
well [62]. The process of the 3D Grad-CAM is shown in Figure 2.7.

Figure 2.7: 3D Grad-CAM. Figure from [61]. The process begins by selecting speci ¢ fea-
ture maps from the CNN's last convolutional layer, which capture diverse aspects of the input
image. Gradients of class scores are then computed for each of these chosen feature maps, in-
dicating their signi cance in predicting a speci ¢ class. These gradients are subsequently aver-
aged across all pixels, yielding importance weights for each feature map. The resulting weights
are used to scale the feature maps, followed by their summation to generate a heat map. This
heat map highlights areas in the input image crucial for predicting the designated class.
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2.6.2 ProtoSeg

ProtoSeg is an interpretability method that is used to provide new insights into the
segmentation process of a neural network. It rst calculates prototypes for object and back-
ground regions based on the average values in intermediate features of a network, using
segmentation outputs from the neural network as guidance. These prototypes are then used
to segment all the pixels or voxels on the feature map, creating a binary Segmentation Ability
Map (SAM). It then evaluates the segmentation performance by measuring the Segmenta-
tion Ability (SA), which is the Dice between the binary feature segmentation map and the
ground-truth. This SA score assesses how e ectively features across di erent layers and units

contribute to segmentation [63]. The process of ProtoSeg is depicted in Figure 2.8.

Figure 2.8: ProtoSeg. Figure from [63]. For each layer in the network, prototypes for the
object and background in the image are generated based on the feature values, with the eventual
segmentation output serving as guidance. These prototypes are then used to construct a binary
Segmentation Ability Map (SAM). By comparing this SAM with the ground truth segmentation
using the Dice coe cient, the Segmentation Ability (SA) score is computed, which evaluates

the contribution of each layer to the segmentation process.
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3. Related Work

In this chapter, a discussion of literature related to the current study will be presented. It
will start with the limited works thus far evaluating PEFT techniques in the medical imaging
domain. Here, the techniques applied to CNN-based models will be discussed. Then the focus
will shift to PEFT techniques that chronologically have been suggested within the general CV
domain. These techniques were either already evaluated on CNN-based models or evaluated
on transformer-based models but stated to be applicable to CNN-based. The chapter will be

concluded with the research gap that will be lled with the current study.

3.1 CNN-based PEFT techniques in Medical Imaging

Dutt et al. [64] conducted an evaluation of PEFT methods within the medical imaging
domain. Their evaluation included techniques applied to both Transformer- and CNN-based
models. Speci cally, for CNN-based models, they examined the selective PEFT methods
called BatchNorm Tuning and Bias Tuning, as well as the additive PEFT technique called
Task-Speci ¢ Adapters (TSA) and the reparameterization-based PEFT technique Scale-Shift
Features (SSF).

They utilized a ResNet-50 pre-trained on ImageNet as feature extractor and ve medical
downstream datasets to perform the downstream task on. These downstream datasets were
BreastUS [65], Fitzpatrick17K [66], HAM10000 [67], Standardized MultiChannel Dataset for
Glaucoma (SMDG) [68], and RSNA Pneumonia Detection Dataset [69]. All of these datasets
contain 2D medical images of various modalities, excluding CT scans. The downstream
task was image classi cation and the CNN PEFT technique that performed best was SSF,
surpassing the performance of full ne-tuning while only tuning 60K parameters (25% of all
parameters). The greatest performance gain for SSF, as well as for the other techniques, was
observed in the smallest dataset (BreastUS). The results are shown in Table 3.1. Notably, as
the dataset size increased, the performance gap between the PEFT techniques and full ne-
tuning minimized. This is bene cial in the medical imaging domain where low to medium-

scale datasets are particularly common.

As SSF showed the most promising results, this PEFT technique will be elaborated on in

the following section.
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Dataset Full ne-tuning (23.5M) | Linear Probing (3.8-7.2K) | TSA (10.6M) | BN Tuning (59.1K) | Bias Tuning (32.7K) | SSF (60.6K)
BreastUS (584) 0.72t1.1 0.61+1.3 0.90£ 0.8 0.92:0.9 0.8%1.2 0.94+ 0.7
FitzPatrick (5809) 0.71+ 0.4 0.66+ 0.8 0.69t 1.4 0.6+ 1.1 0.64+ 1.3 0.71+ 0.7
HAM10000 (7511) 0.8%#1.2 0.82:0.6 0.86:1.0 0.84+0.6 0.7G:1.0| 0.89+0.9
SMDG (9852) 0.75:0.9 0.69:1.0 0.85+ 0.7 0.831.4 0.7G: 1.0 0.84:0.9
Pneumonia (20412) 0.86t 1.4 0.80: 0.4 0.86t1.1 0.84t1.5 0.7G:61.0| 0.87+1.2

Table 3.1: Comparison of F1 performances of PEFT methods on ImageNet pre-

trained ResNet50 for image classi cation tasks. Table from [64]. Bold indicates results
higher than the rst runner up. While the scores obtained using SSF were mostly higher com-
pared to the other methods, the di erences were not found to be statistically signi cant (pj
0.05). Despite the lack of statistical signi cance, these ndings suggest that SSF does o er ad-
vantages in terms of F1 performance.

The previous study only focused on foundation models pre-trained on ImageNet. There-
fore, Lian et al. [15] introduced a novel approach by utilizing two self-supervised radiography
foundation models, pre-trained on the MIMIC-CXR dataset [70]. Both foundation models
used in their study were Transformer-based. However, it's worth noting that their approach
is still relevant as the utilized PEFT technique LoRA (discussed in the following section)

could also be applicable to CNN-based models.

One of these Transformer-based models was pre-trained using MAE, discussed in the
background chapter, and the other with Masked Record Modeling (MRM), which utilizes
a multi-task framework to reconstruct masked image patches and masked report tokens,
thereby enhancing semantic representations. This pre-training approach results in models

that demonstrate e ective transferability across diverse radiography tasks [71].

In their study, Lian et al. employed the models on three 2D chest radiograph datasets for
a classi cation downstream task. These datasets were NIH ChestX-ray (NIH) [72], CheXpert
[73], and RSNA pneumonia [74]. They compared the e ectiveness of LORA against full ne-
tuning, resulting in LORA demonstrating superior classi cation performance. Table 3.2 shows
this result. The performance of LORA on 1% and 10% labeled downstream data indicated

the high e ciency, bene cial for medical imaging applications limited by data scarcity.

3.2 CNN-based PEFT techniques outside the Medical

Imaging domain

3.21 LoRA

LoRA is a ne-tuning method proposed by Hu et al. [75]. It is a reparameterization-

based PEFT technique that is built on the concept of intrinsic dimensionality, that has been
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NIH dataset CheXpert dataset | RSNA dataset
Pre-trained models| Fine-tuning method | 1%  10% 100% 1%  10% 100% 1% 10% 100%
MAE Full ne-tuning 742 822 856|873 903 918 |89.6 905 931
LoRA 771 829 857 884 91.1 91.1 |89.9 919 933
MRM Full ne-tuning 80.1 84.1 859 |[90.5 915 916 |91.3 928 93.3
LoRA 80.6 84.0 858 |90.7 92.0 915 |91.2 912 935

Table 3.2: Comparison AUROC (in %) performance of full ne-tuning and LORA

on MIMIC-CXR pre-trained MAE and MRM for image classi cation task. Table
from [15]. The percentages of 1%, 10%, and 100% correspond to the proportion of labeled data
used for ne-tuning. Bold numbers indicate results higher than the competitor. Despite the

fact that the di erences between full ne-tuning and LoRA were not found to be statistically
signicant (p | 0.05), a higher AUROC performance of LORA can be observed in 13 out of 18
tasks, manifesting the universality of LORA on di erent radiography foundation models and
datasets.

described in the background chapter. Hu et al. hypothesize that weight updates within

optimization problems also have a low \intrinsic rank™" during adaptation.

In traditional neural networks, dense layers contain weight matrices with a high number
of parameters, known as full rank matrices. These matrices are typically updated during
training, contributing to the model's adaptability. However, Hu et al. argue that not all

parameters in these matrices need to be updated with equal importance.

LoRA introduces a novel approach to address this issue. Instead of directly updating the
full-rank weight matrix , o, they decompose it into two separate matrices: o, , =, o,
Here, and are matrices of reduced dimensions compared,t@, with  having dimensions

A 3 and having dimensions3 A This is also depicted in Figure 3.1.

Figure 3.1. LoRA Reparameterization. Adapted from [75]. The full-rank weights of a
pre-trained model are decomposed into two lower-rank matrices A and B. A and B are updated
during training, while the original weights are kept frozen.

The key innovation lies in the fact that while, ¢ remains frozen throughout the training
process, matrices and are optimized. By doing so, LORA enables the ne-tuning of

speci c layers within the network without altering the entire weight matrix.
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3.2.2 ConvAdapter

Chen et al. proposed an additive PEFT technique speci cally for CNNs called ConvA-
dapter [76]. Dierent than previous techniques, they re ect transferability and parameter
e ciency in the design of their adaption module architecture and scheme. Also, their tech-

nique does not require tuning any backbone parameters.

Adaption modules learn task-speci ¢ adjustments to representations within a pre-trained
backbone. Usually when using adapters to transfer CNNs to new tasks, the feature's spatial
size gets downsampled with the intention to gain more memory and parameter e ciency.
However, this spatial size is important for tasks such as segmentation. With this in mind,
Chen et al. designed their ConvAdapter as a bottleneck structure, with two convolutional
layers and a non-linearity function in-between. The rst convolutional layer reduces the
number of channels, with a similar kernel size as the adapted blocks in the backbone, but
the second one restores the original number of channels. As a result, the receptive eld of
the modulated feature maps created by the Conv-Adapter resembles that of the backbone's
adapted blocks. To reduce the number of parameters, they utilize depth-wise convolutions

within the rst convolutional layer. The architecture of ConvAdapter is shown in Figure 3.2.

Figure 3.2: ConvAdapter bottleneck architecture. Adapted from [76]. The initial con-
volutional layer downsamples channel dimensions using a kernel size similar to that of the
adapted blocks, while the subsequent layer restores the original channel dimension. The two
convolutional layers are seperated by a non-linearity function.U and Ware hyper-parameters to
tune.
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As shown in Figure 3.2, the input feature map to the adapted block of the CNN has a
size of g- , and the output feature maps have a size ofspc , , Where g-are
the input channels, spcthe output channels, and H and W are the height and width of the
feature maps, respectively. The learnable weights-g= for the depth-wise convolution is set
to have a size ofy;, W and the learnable weight p» for the point-wise convolution
is set to have a size ofspc 4 1 1. Wdenotes a compression factor for down-sampling
the channel dimension. ConvAdapter learns the representation update used to update an
intermediate hidden representation generated by a layer in the pre-trained network. This
update is computed in equation 3.1.

=1, pr 5% 3pDI® (3.1)

Here, | is the input feature map to the blocks of the ConvAdapter, denotes point-wise
convolution, and b depth-wise convolution. For more exibility, they add a scaling vectoiJ
initiated with ones. Applying this update to the intermediate hidden representation results
in equation 3.2.

U (3.2)

Besides the architecture, Chen et al. also focus on the scheme to adapt a CNN, meaning the
location of adaptation in pre-trained CNNs (which intermediate representation to adapt),
and the form of insertion of ConvAdapter (how to set the input to ConvAdapter to compute

). Location-wise, ConvAdapter was either attached to each KxK convolutional layer or
each residual block. Insertion-wise, it was either inserted in parallel or sequential to the modi-
ed components, with the input to ConvAdapter beingG(input to the modi ed components)
or itself.

The resulting four schemes they explored were Convolution-Parallel, Convolution-Sequential,
Residual-Parallel, and Residual-Sequential. All achieved quite similar performance compared
to full ne-tuning, with Convolution-Parallel resulting in the highest performance, surpassing
full ne-tuning. This scheme is depicted in Figure 3.3.
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Figure 3.3: ConvAdapter Convolution-Parallel scheme. Adapted from [76]. ConvA-
dapter is plugged in parallel to each KxK convolutional layer of the model.

3.2.3 Scale Shift Features (SSF)

Lian et al. tackle the issues that arise with adapter-based and prompt-based tuning. They
identify the two following issues: 1) adapter-based methods add extra inference parameters,
modules or inputs such as image tokens (vision prompt tuning), resulting in alterations in the
structure and an increase in computational cost, and 2) the process of vision prompt tuning
adjusts the number of prompts tailored to di erent tasks, resulting in a task-dependent
learnable parameter space. Lian et al. introduce a reparameterization-based PEFT method,
task independent and without additional inference parameters, called SSF [10].

SSF utilizes a scale and shift factor to modulate features extracted by the pre-trained
model. It performs linear transformations and is inserted after each operation to modulate
features. In Figure 3.4 the ne-tuning process of a pre-trained model is depicted, with the
pre-trained weights in its operations being kept frozen, allowing only the SSF module and

head to be updated.
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Figure 3.4: SSF ne-tuning process. Adapted from [10]. SSF is integrated after each op-
eration, where it scales and shifts the features extracted by the operation. Reparameterization
integrates these adjustments into the model parameters.

Since SSF holds solely linear transformations, it is possible to reparameterize the SSF
module by integrating the scale and shift terms into the previous linear layer. This can be

formulated as in equation 3.3.

~=WG, V
=W C 1° V (3.3)
=WF° CW1, 6V

Here,~ denotes the output, G the input, Wthe scaling factor, andV the shifting factor. As
indicated in the equation,Grepresents the data resulting from the linear operatiokR C, 1,
where represents for instance the convolution operation in a convolutional layé¥, signi es
the weights of the previous linear layerCrepresents the input to this layer, andl denotes
the bias term. The reparameterization involves integrating the scal&Y and shift (V) terms
directly into this previous linear layer. Given thatF and 1 are frozen, andWand V are
updated during ne-tuning, these terms can be incorporated into the previous layer, allowing

the network to undertake downstream tasks.

Lian et al. utilized ViT-B/16 models pre-trained on ImageNet21K to evualate their
SSF ne-tune technique on classi cation tasks. Their technique outperformed other PEFT

techniges like vision prompt tuning, and also surpassed full ne-tuning on most downstream
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datasets. They also utilized a CNN-based pre-trained model called ConvNeXt-B [77], which

did not surpass full ne-tuning's performance, but performed quite similar.

For segmentation tasks, they utilized UperNet and Swin-T pre-trained on ImageNet-1k.
Here the SSF technique showed much lower performance compared to full ne-tuning, which
Lian et al. suggest may be due to the fundamental di erences between classi cation and
segmentation. They indicate that introducing PEFT for segmentation tasks will be a focus

of future research.

3.2.4 Research Gap

Current PEFT techniques mainly revolve around Transformer-based foundation models,
particularly applied within the domain of natural images. While there has been a growing
trend towards extending these techniques to CNN-based foundation models, the e orts re-
main within the domain of natural images, and are largely unexplored in the medical image
domain. Although some studies have been exploring the application of PEFT for CNN-based
models in medical image analysis, their scope has been limited to 2D images rather than 3D,
and typically did not include CT images. Additionally, the previous studies have been exclu-
sively focused on classi cation downstream tasks. Consequently, a signi cant research gap
exists concerning the application of PEFT techniques for CNN-based models in the intricate
task of segmentation, particularly within the domain of 3D medical images obtained from
CT scans.

The current study aims to address this critical gap by focusing on the task of organ
segmentation, a pivotal task within medical image analysis with implications for disease di-
agnosis, biomarker measurements, and radiation therapy[22]. The study will apply PEFT
techniques to CNN-based foundation models pre-trained on 3D CT scan images and will
evaluate their performance specically on 3D CT organ segmentations. By exploring the
applicability of PEFT techniques in this specialized area, this study sheds light on an un-
explored niche. Ultimately, the goal is to contribute to improved diagnostic accuracy and

patient care through a more e ective segmentation approach.
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In this chapter, the research questions considered in this study will rst be presented. Then,
the approach to answering these questions will be discussed, detailing the utilized foundation
models, the downstream dataset, the baselines against which the PEFT techniques will be

compared, the evaluation of the PEFT techniques, and an assessment of their interpretability.

4.1 Research Questions

As highlighted in the previous chapter, the primary objective of this study is bridge the
existing gap in literature. It intends to achieve this by exploring how integrating proven
PEFT techniques into CNN-based models can reshape the ne-tuning process of segmentation
models in medical imaging, speci cally for 3D CT organ segmentation.

To achieve this goal, the study is guided by the following research questions (RQ) and
subquestions (SQ):

RQ.1 Which combination of PEFT technique and CNN-based model exhibits the best trade-o
between performance in terms of Mean Dice on an organ segmentation downstream task

using 3D CT images and parameter e ciency in terms of number of parameters?

SQ.i Does the performance of the combination identied in RQ.1 vary with di erent

sizes of training datasets on 3D CT organ segmentation?

SQ.ii Does the combination identied in RQ.1 with the optimal training dataset size
identi ed in SQ.1.i outperform the state-of-the-art baseline; full ne-tuning?

SQ.iii Does the combination demonstrate lower computational cost in terms of training

time, inference time and GPU memory compared to the baseline?
SQ.iv  How does the combination perform on OOD datasets?
RQ.2 What is the level of interpretability of the combination identi ed in RQ.1 for 3D CT

organ segmentation explored with ProtoSeg and GradCam?
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4.2 Approach

Initially, this study will employ the weights from the selected foundation models to fully
ne-tune the SegResNet and UNet speci cally for the organ segmentation task on the down-
stream data. The resulting performance metrics will serve as the baselines for the study.
Subsequently, the PEFT techniques LoRA, ConvAdapter, and SSF will be implemented in
the models, tuned on the same task. To answer the speci ed research questions, the perfor-
mances and number of parameters will be collected and compared against the baseline and
each other. After determining the trade-o s between performance and parameter e ciency,
the most promising combination of CNN-model and PEFT technique will be evaluated fur-
ther. This combination will be trained and evaluated on di erent percentages of downstream
data, namely 10% and 50%. After being trained on the di erent dataset sizes, the per-
formance during validation and on the test set will be evaluated and compared with the
baseline. Besides performance, also training time, inference time, and GPU memory will be
compared with the baseline. Then, the CNN-PEFT combination will be evaluated on OOD
data, namely on the vertebrae class of the TotalSegmentator CT dataset, and the organ class
of the TotalSegmentator MR dataset [78]. To further evaluate the combination, its inter-
pretability will be explored by utilizing 3D Grad-CAM and ProtoSeg. Grad-CAM will be
employed to identify and highlight the critical regions within the input image that in uence

the model's class predictions for the segmented areas. ProtoSeg will be used to understand
how each layer contributes to the segmentation process, speci cally within the most e ective
model con guration. Finally, the advantages of integrating the proven PEFT technique into

CNN-based 3D CT segmentation models will be discussed.

4.2.1 Foundation Models

This study will include two CNN-based foundation models for integrating the various
PEFT techniques. These foundation models are trained using the SuPreM [79] framework on
a dataset of 2100 labeled 3D CT images from the AbdomenAtlas 1.0 multi-organ dataset[80]
containing segmentations of the spleen, liver, kidneys, stomach, gallbladder, pancreas, aorta,
and inferior vena cava. A SegResNet, with 4.7 million parameter and a UNet with 19.08
million parameters are considered in this study. Both SuPreM's SegResNet and UNet have
learned image features through supervised learning due to the labeled dataset. In Table 4.1,

a concise overview of the deployed foundation models is displayed.
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SegResNet | UNet
Pre-trained data 2100 CT 2100 CT
Parameters 4.7M 19.08M

Table 4.1: Description of CNN-based foundation models. The ne-tuning process uti-
lizes pre-trained weights from SuPreM's SegResNet and UNet, which were trained on 2100
labeled 3D CT images from the AbdomenAtlas 1.0 dataset [80]. These models, with 4.7 mil-
lion and 19.08 million parameters respectively, have learned image features through supervised
learning [79].

4.2.2 Downstream Data

For the segmentation downstream task, the open source TotalSegmentator v2 dataset [81]
will be utilized. This dataset contains 1228 3D CT images segmented with 117 anatomical
structures. The anatomical structures are divided into 5 classes: cardiac, muscles, organs,
ribs, and vertebrae. The initial focus will be on segmenting the organs class, which contains
17 subclasses. These classes are listed in Table 4.2. The ground truth organ segmentations,
as well as the predicted segmentations, are represented in tensor format. The input tensor is
- 2R , Where, and are the width and height of each slice, and is the depth. The
output tensor is. 2 fO-1g , with  being the number of classes (K = 17 for organ
class segmentation). Each element in the output tensor indicates the presence of a class at

each spatial location in the 3D volume.

4.2.2.1 Downstream Data Pre-processing

The dataset of 1228 images will be randomly split into training, validation and testing subsets,
with a selected distribution of 70%, 20%, and 10% respectively. This will result in 859 images

for training, 245 images for validation, and 124 images for testing.

To be fed into the employed models for the organ segmentation task, the images and
corresponding segmentations with their class labels will be converted to dictionaries. Prior
to model input, a series of data transformations will be applied, sourced from the MONAI
library [82]. For the training set these transformations include: AddChanneld, Orienta-
tiond, CropForegroundd, Spacingd, ScalelntensityRanged, ResizeWithPadOrCropd, Ran-
dRotate90d, RandShiftintensityd, and ToTensord. For the validation and test set these
transformations include: AddChanneld, Orientationd, CropForegroundd, Spacingd, Scaleln-
tensityRanged, ResizeWithPadOrCropd, and ToTensord. A description of all transformation

functions can be found in Table 4.3.
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Index | Organ

1 Spleen

2 Kidney_right

3 Kidney _left

4 Gallbladder

5 Liver

6 Stomach

7 Aorta

8 Inferior_vena.canva

9 Portal vein_and splenicvein

10 Pancreas

11 Adrenal_gland right

12 Adrenal_gland.left

13 Lung_upper_lobe left

14 Lung_upper_lobe right

15 Lung_lower_lobe left

16 Lung_lower lobe right

17 Lung_middle_lobe_right
Table 4.2: Downstream-data TotalSegmentator Organ Class. Organs subclasses list

obtained from [81]. The index serves as an identi er for each organ, directly correlating to the
unique label assigned during the segmentation process. This ensures accurate organ identi -
cation and mapping when loading the TotalSegmentator dataset for training, validation, and

testing.

MONAI Transforms

Description

AddChanneld

Adds a channel dimension to both the input 3D CT image
and its corresponding label map.

Orientationd

Ensures that the orientation of both the 3D CT image
and its label map is aligned with the speci ed axes convention.

CropForegroundd

Crops both the 3D CT image and its label map, focusing only
on the foreground region containing anatomical structures of interest.

Spacingd

Resamples both the 3D CT image and its label map to adjust
the voxel spacing according to the speci ed pixel dimensions

Scalelntensityd

Scales the intensity values of the 3D CT image to the speci ed range,
ensuring consistency and comparability between scans.

ResizeWithPadOrCropd

Resizes both the 3D CT image and its label map to the speci ed spatial size,
either by padding or cropping the images to maintain their aspect ratio.

RandRotate90d

Randomly rotates both the 3D CT image and its label map by 90 degrees in any
direction with a speci ed probability, providing variability for data augmentation.

RandShiftintensityd

Randomly shifts the intensity values of the 3D CT image by up to a speci ed
percentage with a speci ed probability, introducing noise to enhance model robustness.

ToTensord

Converts both the 3D CT image and its label map into PyTorch tensors,
preparing them for input into PyTorch-based models.

Table 4.3: MONAI Transforms. Descriptions obtained and adapted from MONAI [82].

For the training dataset the transformations include: AddChanneld, Orientationd, CropFore-
groundd, Spacingd, ScalelntensityRanged, ResizeWithPadOrCropd, RandRotate90d, RandShift-
Intensityd, and ToTensord. For the validation and test datasets the transformations include:
AddChanneld, Orientationd, CropForegroundd, Spacingd, ScalelntensityRanged, ResizeWith-
PadOrCropd, and ToTensord.
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4.2.3 Hyperparameters

Due to GPU memory constraints, the batch size for each experiment is set to 2. As an
optimizer, AdamW is selected due to handling weight decay decoupled from the learning
rate, which helps in better regularization and preventing over tting [83]. The learning rate
for AdamW is set to 1e-4 and the weight decay to le-5 based on extensive hyperparameter
ablations proposed by the MONAI framework [82]. Additionally, the learning rate is dynam-
ically adjusted using the CosineAnnealingLR scheduler to avoid local minima and getting

better convergence [84].

4.2.4 Baselines

In this study, two models from SuPreM, as described in Sectich.2.1are fully ne-tuned
as baselines, where all model parameters are adjusted during training to speci cally address
the requirements of the organ segmentation task in this study. The baselines will serve as a

reference to compare the performance of the PEFT techniques.

4.2.5 PEFT evaluation

After the implementation of the PEFT techniques LORA, ConvAdapter, and SSF into the
CNN-based models, the combinations will be compared based on the trade-o between per-
formance and parameter e ciency. The combination with the most promising trade-o will
be further evaluated in terms of computational costs, performance on di erent downstream

dataset sizes, OOD data, and interpretability.

4.2.5.1 Performance - Parameter E ciency Trade-o

Performance will be assessed using the Mean Dice score on the test set, while parameter
e ciency will be measured by the number of parameters. The trade-o between performance
and e ciency will be analyzed using a Pareto frontier. A Pareto frontier is a set of solu-
tions to a multiobjective optimization problem [85]. A solution that is not surpassed by any
other solution within the feasible solution space is recognized as being on the Pareto frontier.
Therefore, each Pareto point on the frontier represents the best trade-o between all the ob-
jective functions, which in this study are the Mean Dice score and the number of parameters.
To determine which combinations are on the Pareto frontier, rst the Mean Dice score and

number of parameters are being normalized to a range between 0 and 1. Each combination
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is then evaluated using equation 4.1, where D is the normalized Mean Dice score, P the nor-
malized number of parameters, ané 3 and F, are the weights for balancing between Mean

Dice score and parameter e ciency. In this case they both are set to 0.5.

B2>A4F; F, 11 %" (4.1)

Then, the combinations are sorted by increasing parameter count and are evaluated se-
guentially. If a combination's evaluation score surpasses the current best, it quali es for
inclusion in the Pareto frontier. This method identi es the optimal solutions where further
improvement in one metric (Mean Dice score) cannot be achieved without sacri cing the
other (parameter count). The combination with the highest evaluation score is considered

the best solution. This is done for both the UNet and SegResNet separately.

4.2.5.2 Downstream Dataset Sizes

Once the most promising combination is identi ed, its e ectiveness on di erent dataset sizes
of the TotalSegmentator CT data will be assessed. Here, the initial dataset of 1228 images,
with 859 images for training, 245 for validation, and 124 for testing will be used as the 100%
dataset size. Next, ne-tuning will be performed using 50% of the training and validation
images from the initial dataset, maintaining a split of 80% for training and 20% for validation.
Finally, ne-tuning will be conducted using only 10% of the initial training and validation
images, again with an 80/20 split. The test set will be the same for all experiments. The
performance of the PEFT techniques on these various dataset sizes will be compared against

full ne-tuning on the same dataset sizes, as well as against each other.

4.2.5.3 Out Of Distribution(OOD) Data

To determine the robustness of the PEFT technique, its performance on OOD data will be
determined. As the foundation models are pre-trained on the AbdomenAtlas 1.0 dataset,
which contains CT images and segmentations of various organs, the rst OOD data will
contain the vertebrae class of the TotalSegmentator CT dataset. Second, the technique will
be trained and tested on MR images and organ segmentations from the TotalSegmentator
MR dataset [78].
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Vertebrae Segmentation

The TotalSegmentator v2 dataset, used in this study as the initial downstream dataset,
includes 4 additional classes beyond the organs class: cardiac, muscles, ribs, and vertebrae.
These 4 classes are considered OOD for the SuPreM pre-trained models, as the AbdomenAtlas
1.0 used for pre-training consists only of organs. Consequently, the vertebrae segmentations
will be used as OOD data to evaluate the robustness of the PEFT technique. The segmen-
tations are divided into 25 subclasses. These classes are listed in Table 4.4. 100% of the
TotalSegmentator 3D CT images, together with their vertebrae segmentations, will be used

for this evaluation, resulting in an OOD dataset of 1228 images.

Index | Vertebrae Index | Vertebrae

1 VertebraeS1 | 14 Vertebrae T5
2 Vertebrae L5 | 15 Vertebrae T4
3 Vertebrael4 | 16 Vertebrae T3
4 Vertebrae L3 | 17 Vertebrae T2
5 Vertebrae L2 18 Vertebrae T1
6 VertebraelL1 | 19 Vertebrae C7
7 Vertebrae T12 | 20 Vertebrae C6
8 Vertebrae T11 | 21 Vertebrae C5
9 Vertebrae T10 | 22 Vertebrae C4
10 VertebraeT9 | 23 Vertebrae C3
11 Vertebrae T8 | 24 Vertebrae C2
12 Vertebrae T7 | 25 Vertebrae C1
13 Vertebrae T6

Table 4.4: OOD data TotalSegmentator Vertebrae Class. Vertebrae subclasses list ob-
tained from [81]. The vertebrae numbered with the letter S is part of the Sacrum, the vertebrae
with the letter L are part of the Lumbar Spine, the vertebrae with the letter T are part of the
Thoracic Spine, and the vertebrae with the letter C are part of the Cervical Spine. The index
serves as an identi er for each vertebrae, directly correlating to the unique label assigned dur-
ing the segmentation process. This ensures accurate vertebrae identi cation and mapping when
loading the TotalSegmentator dataset for training, validation, and testing.

MR Organ Segmentation

The TotalSegmentator MR dataset consists of 298 MR scans with segmentations of 5 classes:
organs, bones, muscles, vessels, and tissue types. As the foundation models are pre-trained on
organs, the OOD MR data will contain the organs class. While the organ labels are familiar

to the models, the imaging modality is very di erent [86]. Additionally, the organ class in the

MR dataset is more comprehensive compared to the organ class in TotalSegmentator's CT
dataset, encompassing 29 subclasses. These subclasses are listed in Table 4.5. Excluding the
images without segmentations of these subclasses, the resulting dataset will consist of 235
images with a distribution of 164 images for training, 47 for validation, and 24 for testing.
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Index | Organ Index | Organ
1 Spleen 16 Urinary _bladder
2 Kidney_right 17 Prostate
3 Kidney_left 18 Sacrum
4 Gallbladder 19 Vertebrae
5 Liver 20 Intervertebral discs
6 Stomach 21 Spinal.cord
7 Pancreas 22 Heart
8 Adrenal_gland_right | 23 Aorta
9 Adrenal_gland.left | 24 Inferior_venacanva
10 Lung_left 25 Portal vain_and_splenicvein
11 Lung_right 26 lliac_artery_left
12 Esophagus 27 lliac_artery _right
13 Small bowel 28 lliac_venalleft
14 Duodenum 29 lliac _venaright
15 Colon
Table 4.5: OOD data MR TotalSegmentator Organ Class. Organs subclasses list ob-

tained from [78]. The index serves as an identi er for each organ, directly correlating to the
unique label assigned during the segmentation process. This ensures accurate organ identi ca-
tion and mapping when loading the MR TotalSegmentator dataset for training, validation, and
testing.

4.2.5.4 PEFT interpretability

To investigate the interpretability of the top-performing combination for 3D CT organ seg-
mentation, Grad-CAM and ProtoSeg will be utilized. These techniques, explained in detalil

in the background section, help to understand which features the model considers most im-
portant and how it makes decisions based on the contribution of the individual layers. The
focus of this exploration is to assess how Grad-CAM and ProtoSeg can clarify the model's
decision-making process in segmenting organs from 3D CT images. Additionally, ProtoSeg
will be employed to assess the contribution of layers in the pre-trained model when handling
OOD data. This analysis aims to identify which layers may benet from additional train-
able parameters through PEFT techniques. Ultimately, these experiments seek to make the
model's decision-making process transparent and comprehensible to medical professionals,

providing valuable insights into the model's operations.
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5. Results

In this chapter, the results of integrating the PEFT techniques LoRA, ConvAdapter and SSF
into the UNet and SegResNet will rst be presented and compared. This will be followed by
an evaluation of the most promising CNN-PEFT combination, considering its performance
after training on di erent downstream dataset sizes, its computational costs, its performance

on OOD data, and its level of interpretability.

5.1 PEFT Techniqgues Comparison

First, the results of the combinations are displayed after 20 hours of training. Here, the Mean
Dice scores in the tables and plots, are based on the validation performance. Subsequently,
the combinations are being compared based on their performance on the test set and the

performance - parameter e ciency trade-o .

5.1.1 LoRA

In Table 5.1, the results of integrating LORA into the UNet are shown. The LoRA mod-
ules were integrated into di erent parts of the UNet for experimentation: both encoder and
decoder, solely encoder, and solely decoder. When LORA modules were in both encoder and
decoder, pre-trained weights in both parts were frozen while LORA modules were trained.
Rank values of 8, 16, and 64 were tested. Additionally, due to the downsampling and up-
sampling within the UNet architecture, also a dynamic rank of outhannels/2 was tested.
Furthermore, LORA matrix-A was initialized with Kaiming Uniform [87], and LoRA matrix-

B with zeros. Notably, for rank 16, LORA matrix-A was initialized with Kaiming Uniform
and PCA components from pre-trained weights. When LoRA modules were solely in the
encoder, pre-trained weights in the encoder remained frozen while the LoRA modules, along
with the full decoder of the UNet, were trained. Similarly, with LORA modules solely in the
decoder, pre-trained weights in the decoder were frozen while the LORA modules, along with

the full encoder, were trained.

As shown in Table 5.1, integrating LORA in solely the encoder and solely the decoder both
yielded in the best result. Both results are displayed in Figure 5.1.a to show the di erence

in their Mean Dice scores over time. Freezing the pre-trained weights in the encoder and
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LoRA Fine Tuning
Full Decoder Encoder + Decoder Encoder Decoder
Fine Tuning | Fine Tuning (+ full decoder) | (+ full encoder)
r=8 r=16 r=64 r=dynamic =16 r=16
KU KU PCA KU KU KU KU
# Param (M) 19 (100%)| 12 (63.2%)| 0.6 (3.1%)| 1.2 (6.3%)| 1.2 (6.3%)| 4.9 (25.3%)| 8.4 (44.2%) 12.8 (67%) 7.7 (40.5%)
Val Mean Dice 0.87 0.75 0.54 0.62 0.63 0.81 0.75 0.85 0.85

Table 5.1: Comparison of Full Fine-Tuning and Fine-Tuning with LORA inte-

grated in the UNet. LoRA modules were integrated into di erent parts of the UNet archi-
tecture: in both the encoder and decoder with frozen pre-trained weights, solely in the encoder
with frozen encoder weights and a fully trained decoder, and solely in the decoder with frozen
decoder weights and a fully trained encoder. Various rank values (8, 16, 64, and a dynamic
rank based on outchannels/2) were tested. LORA matrix-A was initialized with Kaiming Uni-
form and LoRA matrix-B with zeros, while for rank 16, LORA matrix-A was also initialized

with PCA components from the pre-trained weights. Best performing methods are indicated in
bold, and second best in underlined numbers.

training LORA in the encoder together with the full decoder showed higher scores than
freezing the pre-trained weights in the decoder and training LoRA in the decoder together
with the full encoder. Therefore, training the LORA modules in the encoder and the full
decoder were compared with training just the decoder on the downstream data without any
LoRA modules added. This comparison is displayed in Figure 5.1.b and shows the value of
adding LoRA.

() (b)

Figure 5.1: (a) Comparison of Full Fine-Tuning, Fine Tuning LoRA integrated

into the UNet encoder, and Fine-Tuning LORA integrated into the UNet de-

coder. (b) Comparison of Full Fine-Tuning, Decoder Fine-Tuning, and Fine Tun-

ing LORA integrated into the UNet encoder. In plot (a), the Mean Dice score of tun-

ing the LORA modules in the encoder together with tuning the full decoder on the downstream
data is being compared with the Mean Dice score of tuning the LoORA modules in the decoder
together with tuning the full encoder on the downstream data. Both scores are also being com-
pared with the baseline of tuning the full UNet on the downstream data. As tuning LORA in
the encoder with the full decoder shows the most similar performance with full ne-tuning, this
result is being compared with tuning just the decoder on the downstream data in plot (b).
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In Table 5.2, the results of integrating LORA into the SegResNet are shown. Because
of the results with the UNet, the LoRA modules were integrated solely in the encoder of
the SegResNet. During training, the pre-trained weights of the encoder were kept frozen
and the LoRA modules together with the full decoder were being trained. Rank values of
16 and 32 were tested for experimentation. Again, also a dynamic rank was tested due to
the downsampling and upsampling within the SegResNet architecture. A rank value of 16
yielded the best result; on par performance with full ne-tuning. This result is also displayed

in Figure 5.2, showing the Mean Dice score over time.

LoRA Fine Tuning
Full Decoder Encoder (+ full decoder)
Fine Tuning | Fine Tuning r=16 r=32 r=dynamic
KU KU KU
# Param (M) | 4.7 (100%)| 0.3 (6.4%)| 1.1 (23.4%)| 1.6 (34.0%)| 2.4 (51.1%)
Val Mean Dice 0.85 0.64 0.85 0.79 0.82

Table 5.2: Comparison of Full Fine-Tuning and Fine-Tuning with LORA inte-

grated in the SegResNet.  LoRA modules were integrated into the encoder of the SegResNet
architecture. During training, the pretrained weights and the encoder were kept frozen, while
the LoRA modules together with the full decoder were being trained. A rank of 16, 32 and a
dynamic rank have been tested for the LORA modules. LoRA A was initialized with Uniform
Kaiming. The numbers in bold highlight the best performing methods.

Figure 5.2: Comparison of Full Fine-Tuning and Fine-Tuning with LORA inte-

grated in the encoder of the UNet. Training the LORA modules in the encoder together
with the full decoder on the downstream data shows on par performance with full ne-tuning,
and is being compared with training just the full decoder on the downstream data.
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5.1.2 ConvAdapter

In Table 5.3, the results of integrating ConvAdapter into the SegResNet are shown. Con-
vAdapter was integrated in both the encoder and decoder or solely the encoder due to
previous LORA results. With ConvAdapter in both the encoder and decoder, the pre-trained
weights were frozen during training while the adapters were updated. Various setups were
tested: adapters were added in parallel with the rst convolution (Convinit) and the en-
tire ResBlocks, only with the entire ResBlocks, and in parallel with the second convolution
within the ResBlocks. As parallel with entire ResBlocks showed the best performance, this
setup was also used for ConvAdapter solely in the encoder. Here, the pre-trained weights in
the encoder were kept frozen, while the adapters together with the full decoder were being

updated. Additionally, the adapters in the encoder were also updated without updating the

full decoder.
ConvAdapter Fine Tuning
Full
Fine Tuning Encoder + Decoder Encoder Encoder

(+ full decoder) | (no full decoder)

Convlinit + ResBlock Parallel | ResBlock Parallel Resll':;g)r(;mgonvz ResBlock Parallel| ResBlock Parallel

# Param (M) | 4.7 (100%) 0.75 (15.9%) 0.7 (14.9%) 0.7 (14.9%) 0.9 (19.2%) 0.65 (13.8%)
Val Mean Dice 0.85 0.77 0.82 0.72 0.70 0.50

Table 5.3: Comparison of Full Fine-Tuning and Fine-Tuning with ConvAdapter

integrated in the SegResNet. ConvAdapter was integrated in either both the encoder

and decoder, or solely the encoder of the SegResNet. Integrated in the encoder and decoder,
the adapters were placed in parallel with the rst convolution (Convinit) and with the entire
ResBlocks, with only the entire ResBlocks, or with the second convolutional layers within the
ResBlocks. In all setups, the pre-trained weights were kept frozen during training, while the
adapters were being updated. Integrated in solely the encoder of the SegResNet, the adapters
were placed in parallel with the entire ResBlocks. Here, the pre-trained weights in the encoder
were kept frozen during training, and the adapters together with the full decoder were being
tuned. The adapters in the encoder were also tuned without the full decoder. The best perform-
ing approach is highlighted in bold, and second best is underlined.

As Table 5.3 shows, adding ConvAdapter parallel to the ResBlocks in the encoder and
decoder of the SegResNet and training these adapters while freezing all pre-trained weights,
yields in the best performance. In Figure 5.3, the performance of this con guration is plotted

in comparison to the full ne-tune baseline, showing their Mean Dice scores over time.
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Figure 5.3: Comparison of Full Fine-Tuning and Fine-Tuning with ConvAdapter

integrated into the encoder and the decoder of the SegResNet. Adding ConvAdapter
to the encoder and decoder of the SegResNet, and tuning the adapters while keeping all pre-
trained weights frozen yields in on par performance with full ne-tuning.

In Table 5.4 the results of the implementation of ConvAdapter in the UNet are shown.
Again, ConvAdapter was both added in both the encoder and decoder, and solely the encoder.
With the ConvAdapter in both the encoder and decoder, the adapters were placed in parallel
with the two convolutions in all downlayers and uplayers. During training, the pre-trained
weights were kept frozen and the adapters were being tuned. With ConvAdapter in just
the encoder, the adapters were placed in parallel with both convolutions in the downlayers.
During training, the pre-trained weights in the encoder were kept frozen, while the adapters
and the full decoder of the UNet were being tuned.

ConvAdapter Fine Tuning

Full Encoder

Fine Tuning | Encoder + Decoder

(+ full decoder)
LUConvs Parallel | LUConvs Parallel
# Param (M) 19 (100%0) 1.6 (8.4%) 12.5 (65.8%)

Val Mean Dice 0.86 0.65 0.80

Table 5.4: Comparison of Full Fine-Tuning and Fine-Tuning with ConvAdapter

integrated in the UNet. ConvAdapter was integrated into either both the encoder and de-
coder of the UNet or just the encoder. In the encoder and decoder, the adapters were placed
in parallel with the two convolutions in all downlayers and uplayers. During training, all pre-
trained weights were kept frozen, while the adapters were being updated. With ConvAdapter
solely in the encoder, the adapters were placed in parallel with both convolutions in all down-
layers. The pre-trained weights in the encoder were kept frozen, and the adapters in the en-
coder together with the full decoder of the UNet were being updated during training. The best
performing approach is indicated in bold, and second best is underlined.
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Placing ConvAdapter in parallel with the convolutions in both the encoder and the de-
coder of the UNet yielded the best results. This result is also displayed in Figure 5.4 where

the Mean Dice score is shown over time and being compared with the full ne-tune baseline.

Figure 5.4: Comparison of Full Fine-Tuning and Fine-Tuning with ConvAdapter

integrated into the encoder of the UNet. The Mean Dice score of training ConvAdapter
within the encoder together with training the full decoder of the UNet is shown over time, and
being compared with full ne-funing.

5.1.3 SSF

SSF was integrated in di erent parts of the UNet and SegResNet architectures: in se-
guence with the convolutional operations in both the encoder and decoder, and in sequence
with the convolutional operations solely in the encoder. Within the encoder and decoder,
pre-trained weights were kept frozen and the SSF parameters were being trained. Within
solely the encoder, the pre-trained weights in the encoder were kept frozen, and SSF was
trained together with the full decoder. However, tuning SSF within the pre-trained UNet
and SegResNet did not result in promising outcomes as it did not showed on par performance
or improvement compared to full ne-tuning. Consequently, these results are not included in
the main body of this study. However, for completeness and transparency, the detailed SSF

results can be found in Appendix A.
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5.1.4 Test Set Inference

To evaluate the combinations that demonstrated the best performance during validation,
their performance is tested during inference on the test set. These combinations include UNet
with frozen pre-trained weights in the encoder and trainable LORA modules in the encoder
together with a trainable full decoder; SegResNet with frozen pre-trained weights in the
encoder and trainable LoRA weights in the encoder together with a trainable decoder; UNet
with frozen pre-trained weights in the encoder and trainable adapters from ConvAdapter
in the encoder together with a trainable decoder; and SegResNet with frozen pre-trained
weights in both the encoder and decoder, and trainable adapters from ConvAdapter in the

encoder and decoder. In Table 5.5, the performance of each combination on the test set is

shown.
UNet SegResNet
FFT | LoRA | ConvAda | FFT | LoRA | ConvAda
# Params (M) 19| 128 125| 4.7 1.1 0.7
Mean Dice 0.90 0.68 0.83| 0.89 0.60 0.84
Table 5.5: Performance of Inference on Test Set. The Mean Dice scores on the test set

of LoRA and ConvAdapter integrated in both UNet and SegResNet are shown, together with

the scores after full ne-tuning. For UNet, FFT denotes the UNet that is fully ne-tuned on

the downstream data, LORA denotes the UNet with tuned LORA modules in its encoder and a
tuned decoder on the downstream data, and ConvAda denotes the UNet with tuned adapters
from ConvAdapter in the encoder and a tuned decoder on the downstream data. For SegRes-
net, FFT represents the SegResNet that is fully ne-tuned on the downstream data, LoRa
represents the SegResNet with tuned LoRA modules in its encoder and a tuned decoder on

the downstream data, and ConvAda the Segresnet with tuned adapters from ConvAdapter in
both encoder and decoder. The best performance is indicated in bold, the best performance by a
PEFT technique is underlined.

5.1.5 Performance - Parameter E ciency Trade-o

To identify the optimal PEFT technique combined with a CNN-based model in terms
of the performance-parameter e ciency trade-o , the performance change is plotted against
the change in the number of parameters, as depicted in Figure 5.5. This gure illustrates
the di erence in Mean Dice score on the test set and the reduction in parameters for each

combination compared to their respective baselines.
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Figure 5.5. Performance - Parameter E ciency Trade-O . The di erence in Mean
Dice score on the test set and the reduction in the number of parameters of each PEFT-CNN
combination is shown in comparison to the corresponding baseline.

The trade-o s plotted in Figure 5.5 provide the basis for using the Pareto frontier to
identify the most promising CNN-PEFT combination. To identify the Pareto frontier, the
Mean Dice score and the number of parameters are normalized to a range between 0 and 1.
Using Equation 4.1 in Section4.2.5.1 the CNN-PEFT combinations are assigned a score

based on the normalized Mean Dice and number of parameters.

The combinations that qualify for the Pareto frontier based on their scores are ConvA-
dapter in SegResNet and ConvAdapter in UNet. ConvAdapter integrated into the UNet
achieves a score of 0.84, while ConvAdapter integrated in the SegResNet achieves a higher
score of 0.91, making it the best in terms of the Performance - Parameter E ciency trade-o .

A table of all evaluation scores can be found in Appendix B.

5.2 PEFT Evaluation

As the integration of ConvAdapter in the SegResNet is considered best in terms of the Perfor-
mance - Parameter E ciency trade-o , this CNN-PEFT combination will be evaluated based
on its e ectiveness on di erent downstream dataset sizes, computational costs, performance
on OOD data and interpretability.

5.2.1 Downstream Dataset Sizes

The performance on 100%, 50%, and 10% of downstream data is shown in Figure 5.6 and

Table 5.6. Figure 5.6 illustrates the Mean Dice scores on validation performance over time
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on the various downstream dataset sizes and compares tuning ConvAdapter in SegResNet
with full ne-tuning the SegResNet. Table 5.6 shows the performance of ConvAdapter on
the test set after being trained on the varying dataset sizes and is again compared with the

performance of the full ne-tuned SegResNet.

(a) 100% Downstream Data (b) 50% Downstream Data (c) 10% Downstream Data

Figure 5.6: Performance of ConvAdapter in SegResNet on Various Downstream

Dataset Sizes. The performance of the adapters in the encoder and decoder of the SegResNet
is shown for various downstream dataset sizes: 100%, 50%, and 10%. (a) A plot showing the
performance on 100% of the TotalSegmentator CT dataset, including 859 segmented 3D CT
images for training and 245 for validation. (b) A plot showing the performance on 50% of the
dataset, containing 425 segmented 3D CT images for training and 107 for validation. (c) A

plot showing the performance on 10% of the dataset, including 88 images for training and 22
for validation. The performance on each dataset size is being compared with full ne-tuning

the SegResNet on that size. The Mean Dice scores are based on validation performance.

100% Downstream Data 50% Downstream Data 10% Downstream Data
SegResNet-FFT| SegResNet-ConvAda SegResNet-FFT| SegResNet-ConvAda SegResNet-FFT| SegResNet-ConvAda
Mean Dice 0.89 0.84 0.87 0.84 0.79 0.73

Table 5.6: Performance of ConvAdapter in SegResNet on Test Set with Various

Dataset Sizes. The performance of the adapters in the encoder and decoder of the SegRes-
Net is shown for inference on the test set after being trained on various sizes of the training
and validation datasets. These dataset sizes are 100%, 50%, and 10%. The 100% dataset size
contains the full TotalSegmentator CT dataset, with 859 segmented 3D CT images for train-
ing and 245 for validation. The 50% dataset consists of 441 segmented images for training
and 111 for validation. The 10% dataset contains 88 images for training and 22 for valida-
tion. All experiments with variable dataset sizes use the same held-out test set of 124 images
for testing. The inference performance of ConvAdapter in SegResNet is being compared with
the inference performance of the full ne-tuned SegResNet trained on the same varying dataset
sizes. ConvAdapter's highest performance is indicated in bold.
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5.2.2 Computational Costs

To compare ConvAdapter with full ne-tuning of the SegResNet in terms of computational
costs, the training time, inference time, and GPU memory are determined for both. The
results reveal that ConvAdapter o ers nearly identical training and inference times, with a

modest increase in GPU memory utilization. Table 5.7 shows these ndings.

Computational Costs

SegResNet-FFT| SegResNet-ConvAda
Training Time (s/volume) 2.10 211
Inference Time (s/volume) 0.12 0.14
GPU memory (GB) 11.01 11.75
Table 5.7: Computational Costs of ConvAdapter in SegResNet. The computational

costs in terms of training time, inference time and utilization of GPU memory of tuning Con-
vAdapter in the SegResNet on the downstream data are compared with full ne-tuning the Seg-
ResNet. Here the full TotalSegmentator CT dataset is used as downstream data, meaning 859
3D CT images for training and 124 for testing.

5.2.3 0OOD Data

To determine the robustness of ConvAdapter in SegResNet, the performance on OOD
data is evaluated. The performance on the vertebrae class of the TotalSegmentator CT

dataset and on the organs class of the TotalSegmentator MR dataset are shown below.

5.2.3.1 Vertebrae segmentation

In Figure 5.7, the performance of tuning ConvAdapter in SegResNet on the vertebrae class
of the TotalSegmentator CT dataset is displayed. Here, the Mean Dice score is based on the
validation performance and is compared with the baseline; full ne-tuning on the vertebrae
class. Initially, ConvAdapter achieves a higher Mean Dice score more quickly, but full ne-
tuning ultimately surpasses it, leading to a slightly better nal performance. This trend

is consistent with the performance on the test set, as shown in Table 5.8. Here, the fully

ne-tuned SegResNet outperforms ConvAdapter during inference.

Vertebrae Downstream Data
SegResNet-FFT| SegResNet-ConvAda
Mean Dice 0.79 0.73

Table 5.8: Performance of ConvAdapter in SegResNet on Test Set of TotalSeg-

mentator CT Vertebrae Class. After being tuned on the Vertebrae class of the TotalSeg-
mentator CT dataset, inference on the test set is performed by both ConvAdapter in the en-
coder and decoder of the SegResNet and the fully tuned SegResNet.
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Figure 5.7. Performance of ConvAdapter in SegResNet on the TotalSegmentator

CT Vertebrae Class. = ConvAdapter is incorporated into the encoder and decoder of the Seg-
ResNet. During training, the adapters in the encoder and decoder of the SegResNet are tuned
on the TotalSegmentator CT vertebrae class, while the pre-trained weights in the encoder and
decoder, which were trained on the TotalSegmentator CT organs class, are kept frozen. The
performance is being compared with the performance of full ne-tuning on the TotalSegmenta-
tor CT vertebrae class. The Mean Dice scores are based on validation performance.

5.2.3.2 MR organ segmentation

In Figure 5.8, the plot shows the performance of tuning ConvAdapter in SegResNet on the
TotalSegmentator MR dataset. The Mean Dice score, based on validation performance, is
compared to the baseline, which involves full ne-tuning on the TotalSegmentator MR data.
As depicted in the plot, full ne-tuning demonstrates a higher score than ConvAdapter.
However, on the test set, ConvAdapter surpasses the fully tuned SegResNet. This is shown

in Table 5.9, which presents the performance during inference on the test set.

MR Downstream Data
SegResNet-FFT| SegResNet-ConvAda
Mean Dice 0.54 0.59

Table 5.9: Performance of ConvAdapter in SegResNet on Test Set of TotalSeg-

mentator MR Organ Class. After being tuned on the Organ class of the TotalSegmentator
MR dataset, inference on the test set is performed by both ConvAdapter in the encoder and de-
coder of the SegResNet and the fully tuned SegResNet.
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Figure 5.8. Performance of ConvAdapter in SegResNet on the TotalSegmentator

MR Organ Class. ConvAdapter is incorporated into the encoder and decoder of the SegRes-
Net. During training, the adapters in the encoder and decoder of the SegResNet are tuned on
the TotalSegmentator MR organ class, while the pre-trained weights in the encoder and de-
coder, which were trained on the TotalSegmentator CT organs class, are kept frozen. The per-
formance is being compared with the performance of full ne-tuning on the TotalSegmentator
MR organ class. The Mean Dice scores are based on validation performance.

5.2.4 Interpretability

The interpretability of using ConvAdapter in the SegResNet for tuning a pre-trained
model on new downstream data, is assessed by the use of Grad-CAM and ProtoSeg. Detailed
explanations of both methods can be found in Sectiord.6.1and 2.6.2 of the Background
Chapter. The results of applying these methods, are shown below.

5.24.1 Grad-CAM

To generate visual explanations of the decisions made by SegResNet with ConvAdapter,
Grad-CAM is used, highlighting the relevant regions of the input image for segmenting the
speci ¢ organ classes. Grad-CAM is applied not only to the nal convolutional layer but
also to the second convolution of the last upsampling layer and the convolution within the
ConvAdapter that runs parallel to it. These convolutions are summed and serve as the
input to the nal convolutional layer. Applying Grad-CAM to these convolutions reveals the
impact of the ConvAdapter on the last layer. Table 5.10 shows the Mean Dice between the
attention maps and the ground truth segmentation for these particular layers on the entire

test set. Figure 5.9 depicts the resulting heatmaps for a single test image.
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Final convolutional layer Las? convolutional layer Last' convolutional layer

in last ResBlock in ConvAdapter
Lung lower lobe right 0.86 0.01 0.43
Lung middle lobe right 0.83 0.16 0.32
Lung lower lobe left 0.84 0.45 0.05
Lung upper lobe left 0.86 0.30 0.20
Aorta 0.83 0.01 0.04

Table 5.10: Mean Dice Scores for Grad-CAM Attention Maps Across Di erent

Convolutional Layers in SegResNet with ConvAdapter Mean Dice scores between
Grad-CAM attention maps and ground truth segmentation for the last convolutional layer, the
last convolutional layer within the last ResBlock, and the last convolutional layer within Con-
vAdapter parallel to the last ResBlock in SegResNet, evaluated on the entire test set. Scores
are computed for ve organ classes: lung lower lobe right, lung middle lobe right, lung lower
lobe left, lung upper lobe left, and aorta. Attention maps are thresholded using Otsu's method
to distinguish between relevant and irrelevant regions [88].

Figure 5.9: Grad-CAM on the Final Convolutional Layer and the Last Up Layer

of SegResNet - ConvAdapter. (A) Grad-CAM on nal convolutional layer: Highlights the
regions most in uential for the nal segmentation decision. (B) Grad-CAM on last convolu-
tional layer in ConvAdapter parallel to last ResBlock: Shows the areas emphasized by Con-
vAdapter, indicating its contribution to the segmentation process (C) Grad-CAM on last con-
volutional layer in last ResBlock: Shows the regions captured by the standard ResBlockirst
column depicts the ground truth segmentations.

5.2.4.2 ProtoSeg

To investigate the contribution to the segmentation process of SegResNet's convolutional
layers, including those within ConvAdapter, ProtoSeg is used. The SA scores of all convo-
lutional layers are depicted in the graph in Figure 5.10. To provide a clearer understanding
of these contributions, Figure 5.11 o ers a detailed mapping, correlating the SA scores with

the speci ¢ convolutional layers within the SegResNet architecture.
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As shown in Figure 5.10 and 5.11, there is a notable di erence in SA scores between the
rst convolution in the ResBlock and the rst convolution in the ConvAdapter which runs
parallel to the ResBlock in the last up layer of the SegResNet. The weights of the Res-
Block convolutions are pre-trained and kept frozen, whereas the ConvAdapter convolutions
are trained on the downstream data, which could explain the di erence in SA scores. Addi-
tionally, a drop in SA score is observed just before the nal convolution, speci cally in the
second convolutions of both the ResBlock and the corresponding ConvAdapter. For better
interpretability, the binary maps of the rst and second convolutions in both the ResBlock

and ConvAdapter in the last up layer are visualized in Figure 5.12.

Figure 5.10: ProtoSeg on the Convolutional Layers in SegResNet - ConvAdapter.

An input image of the downstream dataset is being fed into the SegResNet with ConvAdapter.
The prototypes created by ProtoSeg are used to create a binary Segmentation Ability Map
(SAM), this is more in depth explained in Background Section2.6.2 The Segmentation Abil-
ity (SA) score of all convolutional layers in the SegResNet with ConvAdapter are plotted in the
graph. As ConvAdapter is placed in parallel with the ResBlocks in the SegResNet, the scores
of the convolutional layers within the ResBlocks and the scores of ConvAdapter's convolutional
layers are also displayed in parallel in the graph. The convolutions within the ResBlocks con-
tain frozen pre-trained weights, while the convolutions within ConvAdapter are trained on the
downstream data. Notably, the images shown in this gure are slices of the original 3D images
for the sake of visualization.
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Figure 5.11. SA scores of the Convolutional Layers in SegResNet - ConvAdapter.

The individual SA score is shown for all convolutional layers in the SegResNet, including those
within the inserted adapters. The SA score is the Dice score between the binary Segmentation
Ability Map (SAM) of the layer of interest and the ground truth map. The SAM is constructed
with ProtoSeg.

Figure 5.12: Comparison of Binary Maps from Last Up Layer of SegResNet -
ConvAdapter. (A) Input image: 3D CT image from downstream dataset (B) Binary maps
from the rst convolution in the last up layer: Top binary map is from the frozen pre-trained
SegResNet convolution (SA score of 0.68). Lower binary map is from ConvAdapter's convo-
lution, trained on the downstream data. pre-trained weights that are kept frozen(SA score of
0.81). (C) Binary maps from the second convolution in the last up layer: Top binary map is
from the frozen pre-trained SegResNet convolution (SA score of 0.64). Lower binary map is
from ConvAdapter's convolution, trained on the downstream data (SA score of 0.70)(D) Bi-
nary map from the nal convolutional layer of SegResNet with ConvAdapter: Trained on the
downstream data (SA score of 0.80).(E) Prediction map of SegResNet with ConvAdapter.
(F) Ground truth map.
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