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1. Introduction

The research in this thesis concerns the analysis of videos of dyadic interactions of parents

and children (speci�cally infants and toddlers), in a free play/guided play lab setting. The

ultimate aim was to improve the automated coding and analysis of these scenarios in a way

that would help developmental psychologists interpret what is happening in the interaction.

In this particular project, our objective was to discover patterns within the semantically

low-level features that can be extracted from individual frames, or sequences of frames.

We focused on features derived from pose skeleton data, and employed an unsupervised

learning approach of clustering frames based on these features. We performed a qualitative

and quantitative analysis to evaluate different pose feature representations, and investigated

how the patterns in the processed data correlated to the parenting styles displayed in the

interaction.

1.1 Motivation
Parent-child interactions (PCI) and relationships play a vital role towards a child's devel-

opment and have long-lasting effects that reverberate throughout a person's entire life,

affecting their well-being and success in various domains. Research has demonstrated that

higher quality parent-child relationships generally lead to more positive outcomes in child

development [1]. This already applies from birth, and early child development (ECD) has

been identi�ed as being particularly crucial to long-term social and emotional development

[2]. Many personal and societal problems such as mental health issues, obesity, heart

disease, criminality, and illiteracy, may stem from issues during the ECD phase [2].

Parenting styles and behaviors naturally have an important and signi�cant in�uence on the

parent-child relationship, with certain types of parenting style generally being recognized

as preferred over others (although this may depend on cultural context [3]). Children's

temperament, behaviors, and individual needs according to age or other conditions in turn

also have an effect on parenting styles and the dyadic interplay [4]. Therefore, having a

better understanding of the intricate dynamics of parent-child interactions, and how certain

parenting approaches or parenting pro�les affect the growth and development of children,

is a research goal of great interest and value.

Most existing research into parenting styles and PCI, assesses parenting behaviors, parent-

ing pro�les and children's temperaments through questionnaires, interviews, or observa-

tions [5]. Questionnaires are the easiest way to collect data but suffer from the limitation
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that self-reported measures are often less reliable. With behavioral observation, researchers

and psychologists may use macro-coding to label the entire interaction according to a

speci�c pro�le, or micro-coding of certain elements that occur during the interaction, at

speci�c time intervals which vary from one study to another, but usually range between

1-15 seconds [6].

Regardless of whether macro-coding or micro-coding is used, manual evaluation of parent-

child interactions is a painstaking and time-consuming process. Interpretation of many of

the observed behaviors is a subjective task and could be affected by coder bias. Furthermore,

there is a lack of standardization in the de�nition of dyadic interaction concepts and

processes, which adds to the challenge of the coding task and comparing between various

studies [7]. This is where automated (or partially automated) coding can be of help. Taking

the YOUth child development studies [8] as an example, there are thousands of hours

of interaction videos to analyze, and researchers simply do not possess the necessary

time and attention to annotate the many small details occurring in the interaction. In

addition, it is likely that humans would often miss subtle cues that may be reliably detected

automatically.

Dyadic interactions and communications between people normally consist of both verbal

and non-verbal elements. While both are present in parent-infant or parent-toddler inter-

actions, the non-verbal component is of particular importance during these ages, partly

because infants are not yet capable of speech, but only of limited vocalizations. This thesis

project was speci�cally focused on the visual modalities.

1.2 Automated analysis of interactions
In recent years there has been a lot of research into human action/activity recognition

(HAR), and machine performance in this task has improved greatly with the advancements

in modern deep learning methods. However, existing HAR methodologies deal with

recognizing well-de�ned classes, and do not consider the social context and intent underly-

ing the actions [9]. Moreover, most of this research has dealt either with individuals, or

interactions between adults. Automatic analysis of parent-child interactions has relatively

been researched much less. This is partly due to the lack of publicly available datasets

(due to privacy and ethical issues) to train models with. Additionally, the character of

parent-child interactions is markedly different from interactions between two (or more)

adults. The difference is both on a physical level (children are physically smaller and have

different body proportions, which means models trained to detect body features for adults

will not necessarily generalize well for children and also leads to more cases of occlusions),

and in terms of the different social roles and context. Machine learning models trained
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on datasets of adult interactions are therefore less effective for understanding parent-child

interactions.

Supervised machine learning approaches to understanding human-human interaction face

many challenges. Such interactions are complex, with many potential actions and behaviors

that can occur at any moment, perhaps even simultaneously. Context also plays a key part

in understanding, and information comes from multiple modalities that complement each

other. Additionally, when considering parent-child interactions, and in particular with

infants and toddlers, wholly different actions and behaviors will occur that are absent from

interactions between adults. Furthermore, in untrimmed videos there is no marking for

the beginning and end of an action or signi�cant sequence. On top of that, owing to the

aforementioned dif�culty in coding dyadic interactions, annotating training data is a very

costly process, which might require training coders to correctly interpret the behavioral

cues and achieve an acceptable inter-rater agreement. These dif�culties led us to pursue

and investigate an unsupervised learning approach in this project, so we could bypass the

problem of manually annotating complex dyadic behaviors.

An additional challenge is that separate instances of semantically similar or identical

actions can be visually very different. The opposite can also happen – for example a

parent closely holding the child can be an affectionate hug, but it could also be a restrictive

hold. These differences are further ampli�ed between one video to the next, due to

people's differing characteristics. Therefore for an effective pattern recognition analysis it

is necessary to �nd representations on a suf�ciently descriptive semantic level to overcome

this issue.

1.3 Project scope

Data overview

The data that we analyzed in this project consists of videos of standardized parent-child

interaction tasks performed in a lab setting. Each video/task is approximately 15 minutes

long and the interaction is divided into �ve phases of approximately three minutes each.

The interactions were �lmed with four cameras placed in the room approximately 90

degrees from each other. Global annotations are available for some videos and include

ratings for the parenting dimensions “supportive presence”, “structure and limit setting”

and “quality of instruction”. A more detailed description of the data will be provided in

Chapter 3.
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Analyzed modalities and general research approach

Given the complex and varied data we are dealing with, the unsupervised methodology

and relatively under-researched topic, we adopted an exploratory strategy for this project.

We concentrated our efforts on identifying which feature representations (or combinations

thereof) and methods of processing them are more helpful in �nding meaningful patterns

in the data that assist in understanding the general nature of the dyadic interaction and

in assessing semantically higher-level concepts such as parenting styles. Our analysis in

the current research is restricted to estimated body pose skeletons, proximity information

between the parent and child, and motion based features derived from the pose data. The

analysis pipeline could be extended to include additional modalities in the future.

Frame-level clustering was used per feature representation we tested. The list of repre-

sentations is given in Section 4.2. We then conducted a manual qualitative analysis on

the clustering results in order to determine whether the clusters are semantically mean-

ingful. Furthermore, we analyzed how the distribution patterns of the clusters vary over

time. Finally, as an added method for gauging the informativeness of the clusters, for the

quantitative part of our analysis we trained simple prediction models, which attempted to

predict the videos' annotated parenting behavior ratings based on the cluster distributions

as feature input.

1.4 Research questions
This thesis project explored the above topics with the help of the research questions listed

below:

1. How much do the measured results differ between types of feature representations?

To answer this question, we will use statistical analysis of the performance metrics

of our models trained to predict the parenting behavior ratings. We will support

this with qualitative analysis by manual observation of the typical poses of the

clustered representations. Since we have multiple feature representations there are

various such comparisons that could be done, and we will focus on the following

sub-questions:

a. Do the results improve when using both parent and child features as input,

compared to using only parent-based features

Intuitively, we expect that due to the dyadic quality of the scenario, adding

child features will signi�cantly improve performance.

b. Does adding motion based features improve our measured results or qualitative

interpretation of the interaction?

Our assumption here is that if the motion based features are informative and
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stable, adding them to our pose based features would lead to increased perfor-

mance.

2. Can we detect a difference between the separate phases of the interaction experi-

ment?(free-play, playing with the shape box, reading the book, and the second free

play phase).

This would provide us with another method of validating our feature representations.

In addition, answering this question could enable us to learn whether the parents and

children behave in a consistent manner throughout the interaction, or whether the

behavior changes as they possibly grow tired or bored after a while. This question

will be answered by dividing our data into time frames that closely approximate the

separate phases, and conducting a statistical analysis on the differences in cluster

distributions of our feature representations between these time frames.

The rest of this report is structured as follows: Chapter 2 presents a literature review of

related work, including: parenting styles, coding systems for parent-child interaction, auto-

mated coding methods, and unsupervised learning analysis methods. Chapter 3 provides

details about the dataset and the annotation scheme. Chapter 4 describes the methodology,

encompassing video and data pre-processing, creation of the feature representations and

discussion of the clustering results. Chapter 5 details the experiments and results with

the prediction models. Chapter 6 contains additional discussion and evaluation of our

methodology. Finally, chapter 7 presents our conclusions, with answers for the research

questions and suggestions for future work.
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2. Related Work

2.1 Parenting Styles
Research into parenting styles and behaviors has decades of history and there are various

theoretical approaches to the topic. Some studies consider parenting practices or observable

behaviors that relate to speci�c situations. Another avenue of research focuses on parenting

dimensions. Examples of widely mentioned dimensions, about which there is a scienti�c

consensus, are “parental support” and “parental control”, the latter of which is further

divided into “psychological control” and “behavioral control” [10]. Parental supportrefers

to parents showing warmth, acceptance, responsivity, and being involved and emotionally

available. Behavioral control, as the name suggests, refers to attempts to control the

child's behavior, setting standards and expectations, whilepsychological controlconsists

of intrusive and negative attempts to manipulate children's thoughts and emotions [10]

. Other researchers have characterized parenting in sets of global, consistent and stable

styles, that consist of speci�c combinations of parenting practices or dimensions exhibited

by a parent, and emphasized how speci�c styles affect child development [3] [10].

2.1.1 Classic theories of parenting styles
One of the most popular typologies of parenting styles, which is the basis of many

studies into parenting, is the one introduced by Baumrind in the 1960s [11]. Baumrind

de�ned three types of parenting styles: “authoritative”, “authoritarian” (sometimes called

“totalitarian”) and “permissive” (or “indulgent”). Later, Maccoby and Martin expanded on

this by adding a fourth style to the typology – “neglecting” [12] and organized the four

styles according to two dimensions which were already explored in Baumrind's research:

demandingness and responsiveness. Demandingness refers to how much parents control

their children's behavior, supervise them and demand maturity. Responsiveness refers to

the degree that parents are attuned to their children's needs and demands and show warmth,

acceptance, and support [13]. These dimensions are similar to the “parental support” and

“parental control” used in other studies.

Theauthoritarianparenting style is high on the demandingness dimension and low on

responsiveness. Authoritarian parents try to control and evaluate their children's behavior

based on an absolute set of standards. They put an emphasis on obedience and respect

for authority. Thepermissivestyle is low on demandingness and high on responsiveness.

Permissive parents are warmer and more tolerant. They grant autonomy to children rather

than control them, avoid using punishment, and make few demands for mature behavior by

the child. Theauthoritativestyle is high on both demandingness and responsiveness. It is
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described as a middle ground between authoritarian and permissive parenting. Authoritative

parents set clear standards and enforce them with commands and sanctions when necessary.

They also encourage the child's independence and an open communication with verbal

give-and-take. Theneglectfulstyle is low on both demandingness and responsiveness.

Neglectful parents are detached from the child, do not provide support, and are generally

uninvolved with their children [10] [13]. Initially, studies mostly used a con�rmatory

approach with pre- de�ned parenting styles and cut-off scores. About 25 years ago

researchers began adopting empirical clustering methods to identify the relevant parenting

style typology according to score pro�les on the measured dimensions and behaviors.

Usually, these studies also identi�ed three or four parenting styles that are similar to the

four styles in Baumrind's typology [10].

Authoritative parenting has often been associated with the most favorable developmental

outcomes, while neglectful parenting is recognized as leading to the poorest child develop-

ment [10]. However, this is based mainly on research performed in Anglo-Saxon contexts

with European-American families [14]. The prevalence of certain parenting styles differs

greatly between cultures, and the question has been raised whether certain parenting styles

are “globally preferred”, or whether that too depends on the environmental context, as well

as the child's speci�c needs [3]. Some studies in other cultural contexts have found that in

certain contexts the authoritarian style is at least as competitive as the authoritative one,

while in others the permissive style has been found to be at least as suitable as authoritative

and preferable to authoritarian [14]. This serves to highlight the importance of context and

background when conducting research into parenting styles.

2.1.2 Dimensional and context-speci�c approaches
Apart from considering cultural contexts, many studies focus on parenting dimensions

rather than a global style, or behaviors in a speci�c scenario. One example of a contextual

and dimensional approach is Erikson's experiment from 1985 [15] that used several seven-

point scales to describe mothers' behavior in the context of a puzzle-solving task (accessing

a toy placed inside a transparent container but accessible only by using tools in a speci�c

way). The scales were : Supportive presence (the warmth and encouragement provided to

the child), Respect for the child's autonomy, structure, �rmness and consistency of limit

setting, hostility toward the child, quality of instruction, and overall sense of con�dence

conveyed by the mother's behavior in the situation. The task and measures were designed

to assess how the child makes autonomous efforts to solve problems, and how the child

uses the mother for support and guidance in this situation, ultimately measuring the quality

of attachment in the parent-child relationship. This was based on Bowlby's in�uential

attachment theory [16] and Erikson's aim was to provide supporting evidence to the claim

that securely attached infants later develop in a more positive manner than anxiously
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attached infants.

Another example of a contextual approach is [17]. This study investigated relative domi-

nance of verbal versus nonverbal communication. More speci�cally, it analyzed parental

responses to children's incongruence during structured joint game sequences. It tested

several possible contextual factors that may affect the relative dominance, including child's

sex, parent's sex, social-economic status, and task dif�culty . Behavioral coding was

split into negative and positive expressions, with verbal coding based on speech acts,

and nonverbal coding based on gestures and postures. Incongruence was when the child

expressed a negative verbal communication and a positive nonverbal communication, or

vice versa. For this example, if the parent expressed a negative response that meant they

favored the verbal communication in this instance, while a positive expression indicated

preference to the nonverbal communication.

2.1.3 Bidirectional in�uence in parent-child relationships
Earlier research was focused mostly on parent style effects on children, but recently there

have been more studies exploring bidirectional effects [3]. It is logical that parents would

be required to modulate their parenting style according to their child's characteristics and

condition. Indeed, child temperament is recognized as being interrelated with parenting

behaviors in a complex manner, and some parenting behaviors are positive for one child but

negative for another [4] [18]. In addition, there is also evidence for child gender affecting

parental behaviors, with behaviors related to the authoritarian style used more often with

boys [19]. Furthermore, a person's parenting style is not static, and may differ and evolve

at different ages of the child, as children learn to perform new tasks, and the parents adapt

accordingly. [20] has found a correlation between mothers' parenting pro�les (built by

aggregating scores on several dimensions) and children's ages, and other studies have also

found child age to moderate associations between personality traits and parenting behaviors

[18]. Figure 2.1 illustrates the complex relations between parenting, child characteristics,

parent characteristics and the environment.

2.1.4 Common limitations of research into parenting styles
A main limitation of most existing research into parenting styles is that it has mostly relied

on questionnaires, which are not always the most reliable source [3]. This is a problem that

improved automated analysis of PCI, assisted by the current research, can help alleviate.

Secondly, the dynamic nature of parenting styles and different challenges required from a

parent at different ages of the child makes it complicated to compare parenting styles at

different stages of development. In addition, studies often rely on correlational data, and

the many environmental factors at play make it dif�cult to establish causal relations. More

longitudinal research can assist with these issues, although they would still be challenging.
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Figure 2.1. Model of parenting in context, from [18]

2.2 Coding systems for parent-child interaction

2.2.1 Overview
Researchers have used many different systems for coding behaviors and processes in

PCI situations, towards identifying parenting styles or scoring parenting dimensions and

practices. Some systems contain measures only for parent behaviors, while others also

consider child behaviors or dyadic processes. A systematic review published in 2015

(but limited to papers published until June 2013) has found over 500 observational tools

that were used for measuring PCI, of which they identi�ed 24 tools that met their criteria

of being published in peer-reviewed journals and having evidence of validity [6]. These

observational tools can be split into micro-coding (also called micro-analytic coding in the

mentioned review) systems, and macro-coding (called global ratings in the survey). Of the

24 tools, most used macro-coding, with only four tools using micro-coding ( [21], [22],

[23], [24]) and one tool using both micro and macro-coding [25].

The question of which tools or systems are most suitable depends on the behaviors and

speci�c research questions that researchers want to assess in a study, as well as the

observational setting and available data. Since this research involves automated analysis on

a frame-based level, the focus in this section will be on micro-coding systems, but examples

of macro-coding systems will also be given, as it helps understand which behaviors

researchers have investigated. Furthermore, measures observed with a micro-coding

approach may be correlated and compared to ratings used in a macro-coding approach

(For example in [1], where the researchers used latent pro�le analysis on the global ratings

to divide parents into subgroups according to interaction quality, and then analyzed this

together with the discrete behaviors to �nd that the higher quality subgroup exhibited more

positive behaviors, while the lower quality exhibited more negative behaviors).
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2.2.2 Macro-coding systems
As seen in Tables 3 and 4 of [6], the “Emotional Availability Scales” (EAS) [26] is by

far the most commonly used measuring system (at least up to 2013). The EAS tool is

�exible and can be used for child ages 0-14 years and in a variety of contexts, including

free play. EAS has scales measuring the parental constructs of “sensitivity”, “structuring”,

“non-intrusiveness” and “non-hostility”, as well as the infant constructs “responsiveness to

adult” and “involvement to adult”. The EA dimensions are dyadic, and the rating of the

parenting behaviors depends on the level of development and feedback demonstrated from

the child. Following is a brief description of the scales, condensed from [26]:

� Sensitivityrefers to a clear perception of and appropriate responsiveness to the child's

emotional expressions. It also measures attunement to rhythm, �exibility variation

and creativity of the play between the parent and child, as well as parental acceptance

of the child.

� Structuringrefers to the extent to which the adult guides and serves as a mentor to

the child's activities, sets limits appropriately and imbues the child with a sense of

autonomy.

� Non-intrusivenessrefers to a lack of the negative qualities over-direction, over-

stimulation, interference and over-protection. The dimension is dependent on the

child's level of development and feedback from the child.

� Non-hostilityrefers to the absence of hostile responses, either of a concealed or open

nature. The signs of concealed hostility must also be observable and not inferred.

� Child responsivenessrefers to the child's emotional and social responsiveness to the

parent. The affective quality of the responsive is particularly relevant here, with the

optimal response de�ned as a happy and emotionally receptive child. This is closely

related to the attachment theory [16] mentioned in the previous section.

� Child involvement to the adultrefers to the child's ability to involve the parent in the

activity and include them in the interaction, either as audience to their play or as a

fellow player.

2.2.3 Micro-coding systems
Micro-coding systems have been used in far fewer studies reviewed in [6]. The two more

popular systems are: “Monadic Phases”, where phases represent affective states in face-

to-face interactions and are coded at very brief time intervals (1s or less) [22]; “Revised

Relational Coding System” (RCS) [24]. The RCS system is tailored for observing dyadic

interactions and is suitable for a variety of contexts in a laboratory setting, including free

play. It segments interactions based on patterns of attention of the dyad, and the units

constitute the sequence of actions rather than actions occurring at �xed time intervals.

A minimum duration of 2 seconds is de�ned for counting a pattern. [27] is one study
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that used the RCS system to look into dyadic co-regulation in a free play lab setting with

12-month-old infants.

R-RCS Patterns R-RCS Patterns description

Symmetrical Interaction is characterised by innovation and mutual elaboration of the partners,
whose actions affect one another so that both share a mutual focus of attention and
contribute to innovate a particular theme or topic. Symmetrical includes resonant-
symmetrical (simultaneity of actions and emotions) and sequential-symmetrical
(interaction characterised by sequentiality).

Asymmetrical A partner produces innovation, whereas the other, although sharing a mutual focus
of attention and having the opportunity to intervene, observes but does not respond.
Asymmetrical includes asymmetrical-demonstrating (one partner demonstrates some-
thing to the other who is observing) and asymmetrical-expecting (one partner tries to
elicit a response from the other).

Unilateral One partner tries to keep a mutual focus of attention, whereas the other is engaged in
innovating a new personal theme or topic and does not pay attention to the partner.
Unilateral includes unilateral-following (one partner observes the other one and is
available to support him/her, but the other is not attending to him/her), unilateral-
initiating (one partner introduces a new topic, but the other does not respond) and
unilateral-demanding (one partner actively tries to engage the other, invading his/her
personal space, but the other does not respond).

Disruptive A partner disturbs the action of the other, which shows annoyance or displeasure.
There is no negotiation and the �rst partner does not regulate his/her own behaviour
in relation to that of the other one.

Unengaged Partners are not involved and do not interact with one another although there is the
likelihood of doing so. Each partner attends to a different focus.

No code Missing information required to code.

Table 2.1. Descriptions of the patterns of the RCS system [24], taken from [27]

An example of a study that used a novel micro-coding system, that is relevant to the

current research due to its focus on nonverbal communication, is [19]. This study used

con�rmatory factory analysis to relate nonverbal behavioral patterns to parenting styles

according to Baumrind's typology, and identi�ed theauthoritarian, authoritativeand

permissivestyles. Table 2.2 shows the nonverbal behavioral patterns associated with each

parenting style. PCI videos were �lmed in families' homes and coded with 1s intervals,

with marking for the beginning and end of each type of coded nonverbal behavior. The

theoretical framework split the behaviors into two categories: "kinesics" and "proxemics".

Kinesicsrefers to bodily communication and includes gestures, facial expressions, and

body poses.Proxemicsrefers to aspects of territory and personal space.
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Parenting style Proxemics/kinesics Behavioral pattern

Authoritative

Kinesics

Opening up

Encouragement and praise

Guidance and instruction

Proxemics
Moving close

Positive contact

Authoritarian

Kinesics Warning and threat

Proxemics

Negative contact

Invasion

Active protest

Permissive
Kinesics

Helplessness

Passive protest

Apathy

Proxemics Moving away

Table 2.2. Parenting styles and related patterns of nonverbal communication. Adapted from [19].

2.2.4 Dyadic constructs and processes
To have a better understanding of the patterns that we aim to uncover with the current

research, it is also relevant to look at related work into de�nitions of dyadic constructs

and processes. Micro-coding is particularly relevant in identifying most of these, as

they refer to bidirectional moment-to-moment processes [7]. De�nitions of these dyadic

processes are not standardized, and there is also a lack of consensus about the measurement

methodologies for them. A recent review has attempted to present the various dyadic

concepts present in PCI, and the relationships between them, in an organized manner [7].

Table 2.3 below lists the identi�ed concepts, with “Mutuality” and “Reciprocity” framed as

global and meta-theoretical concepts while the rest can be framed as processes. This review

also identi�ed cyclical relationships among the dyadic processes, displayed in Figure 2.2.
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Dyadic concepts Theoretical De�nition

Mutuality Mutual contribution of the interactive partners, which might not be equal in terms of
frequency and intensity of the behaviors of the two partners.

Reciprocity Reciprocal in�uence between interactive partners.

Attunement Sharing of actions and intentions which includes maternal identi�cation of infant's
inner feelings/states and infant's comprehension that the mother is referring to his
own original state.

Contingency Reciprocal adjustment of trans-modal affective and behavioral signals within a micro-
temporal window that leads to infants' learning and regulation skills and interactive
patterns.

Coordination Bidirectional rhythmic exchanges characterized by speci�c timing and turn taking
which facilitates the reciprocal prediction of future behavioral states.

Matching Simultaneous exhibition of the same affective and/or behavioral state by the mother
and the infant.

Mirroring Exaggerated/marked re�ection of trans-modal child behaviors by the mother through
imitation of affective quality reproduction in a temporally contingent way.

Reparation Dyadic process in which unmatched dyadic states are transformed in matched dyadic
states producing opportunity to learn interactive strategies and to achieve better stress
and emotion regulation.

Synchrony Degree of congruence between trans-modal behaviors of two partners which is
lagged in time and which promotes infants' learning of emotional regulation skills
and the emergence of expectations on interactive repertoires.

Table 2.3. Theoretical de�nitions of dyadic concepts and processes, adapted from [7]

Figure 2.2. Theoretical model of relationships among dyadic processes. From [7]

The approaches mentioned in this section are top-down approaches that identify pre-de�ned

semantically high or mid-level processes and behaviors within the interaction. With our

computational approach, however, we start by detecting the lower-level elements that these

behaviors are comprised of – motions, gestures, gaze behaviors, etc. In the next section we

will look at the low-level data modalities that can be automatically detected, �t our project

scope and should be most informative towards interpretation of the PCI and parenting

behaviors.
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2.3 Automated coding of videos - relevant modalities and

methods
Moving on to automated analysis of parent-child interactions, in this section we will

give an overview of the modalities used to analyze human-human interactions that are

relevant for the context of PCI. We will brie�y discuss some methods for computing and

processing them, focusing on their outputs and limitations, as these factors would affect

our methodology in using these modalities in the current research.

Although there are informative cues that can be derived from audio input, they are out of

scope for this project and we will not list them here. Similarly, nonverbal input data can

be obtained from a variety of sensors, including MoCAP systems, eye trackers, infrared

sensors, etc. [9]. We will not describe them here, since our data comes from regular RGB

camera video input. Following are sub-sections describing the relevant modalities.

2.3.1 Pose skeletons and body activity
Pose skeletons are a light form of representation that provides the spatial coordinates of

key body joints and points (e.g. head, shoulders, torso, hands, etc. More examples in

Figure 2.4d). Automated Pose estimation can be divided into 2D pose estimation and 3D

pose estimation. 3D pose estimation adds depth information and thus gives more accurate

spatial representations. Naturally, however, 3D poses are more challenging to obtain,

especially when there is only input from a single camera, due to depth ambiguities [28].

Pose skeletons are generally the most informative visual modality for analyzing human

activities and interactions. Many machine learning models used for HAR are based on pose

skeleton input [29]. They are direct indicators for many of the nonverbal communication

patterns observed in [19]. Pose skeletons also serve as a basis for calculating or estimating

other modalities, as well as the detection of movements and gestures when combined with

the temporal dimension.

Because this research deals with dyadic interactions, we are mostly interested in pose

estimation methods that can deal with the presence of multiple people in an image. Multi-

person pose estimation methods can be split into two categories: top-down and bottom-up

methods. Top-down methods �rst detect the people in the image and create bounding

boxes for them, and then use a single-person pose estimator to �nd the keypoints for each

detected person. A popular top-down method is DarkPose [30], which is used as a plug-in

on top of other methods, such as HRNet [31]. This method uses heatmap representations

before the �nal output of keypoint coordinates. Bottom-up methods �rst detect all the joint

keypoint candidates in the image, and then group the keypoints together for each person
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[28]. The different pipelines are shown in Figure 2.3. OpenPose [32] is one of the most

popular bottom-up pose estimators. The number and locations of keypoints used for the

pose output can vary according to the model and the training data. OpenPose, for example,

supports 15, 18 or 25 keypoints for 2D pose estimation. Pose output also differs between

detection-based methods which yield heatmaps along with the keypoint coordinates, and

regression-based models which output the coordinates directly [33]. A visual illustration of

the output representation can be seen in Figure 2.4. The heatmaps re�ect joint con�dence

and can be used to �lter out possible wrongly predicted joints instead of propagating the

mistakes to downstream tasks ( [34] is one study that did this for 3D pose estimation based

on 2D keypoints and found that using incomplete 2D keypoints was preferable to using

wrong keypoints).

Challenges in pose estimation include occlusions and truncations, that cause only some of

the body parts to be visible. With multiple people in the image, pose estimation gets more

dif�cult when they are adjacent to each other or occluding each other, as this often causes

keypoints to be assigned to the wrong person. An example of this in the PCI context can

be when an infant is sitting on the parent's lap, and the parent has an arm around the infant.

When dealing with videos, speci�c methods exist to leverage temporal information and

tracking methods in order to improve robustness to these technical challenges [33]. Top-

down methods rely on the performance of the human detector and are prone to failure when

a person is occluded too much and goes undetected. On the other hand, when multiple

people are properly detected but are in close proximity or partly occluding, top-down has

an advantage over bottom-up since the bounding box help distribute the joints to the right

person. Bottom-up methods also face more dif�culty in handling scale variety in people

[35].

With 3D poses, there are a couple of extra challenges. The primary one is handling scale,

in particular when there are people of different sizes in the scene (e.g. a parent and child).

The optimal solution to this is leveraging existing knowledge of the body dimensions, but

this is not always available. In addition, there is a lack of in-the-wild 3D pose datasets, for

models to be trained on. To bypass this issue, a common approach is to lift 2D poses to

3D poses. This is not a simple task either since a single 2D pose may match multiple 3D

poses [35].

For the task of estimating body poses for children and infants in particular, pose-estimation

models trained on images of adults do not generalize well, mainly because infant pose

distributions differ greatly from adult pose distributions [36]. This is due to difference

in limb size and bone to muscle ratios, as well as different activities being performed

by infants vs adults. A lack of datasets containing infant images to train deep learning
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Figure 2.3. Multi-person 2D pose estimation pipelines: (a) top-down vs (b) bottom-up From [28]

Figure 2.4. Commonly used human body representations: (a) 2D keypoints; (b) 2D heatmap
(upper) and volumetric heatmap (lower); (c) orientation map PAF; (d) hierarchical bone

representation; (e) cylinder model and ellipBody; (f) SMPL model. From [33]

models on makes the problem worse. This is of relevance to analyzing PCI with small

children that necessitates accurate pose estimations for the children. Recently, there have

been studies speci�cally targeted at overcoming this issue. [36] is an example of one

method, that attempted to address the issue with specialized data augmentation techniques.

Synthetic images of infants were generated and used for �ne-tuning a pose estimator model

(DarkPose [30]) along with some real images.

When conducting analysis on pose skeletons, it is usually required to employ normalization

techniques, to account for differences in body size between subjects, between videos with

different recording conditions, or within subjects and between moments in time. More

details on various normalization methods can be found in [37].

2.3.2 Visual focus of attention
Visual Focus of Attention (VFOA) describes the point or area that a person is looking at.

Its representation, depending on the method and task, may be an object/person label, a

single coordinate, or a 3D gaze vector. Detecting the VFOA can allow us to understand

if at a given moment a person is looking at a certain object or another person. This is
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Figure 2.5. Example synthetic infant image. From [36]

recognized as highly informative towards understanding social interactions [38]. VFOA is

vital for locating episodes of joint attention, or mutual gaze. These patterns are closely

connected to the dyadic co-regulation patterns in the RCS system [24], especially those

involving symmetry or asymmetry, as well as interactive contingency in a PCI context

[39].

The VFOA can be most accurately detected with specialized eye tracking sensors, how-

ever, these limit the people's movement, and are only practical for speci�c and limited

experimental conditions. Due to this reason, most studies estimate the VFOA by using

face and head pose detection, which can be performed on normal video or RGB image

input. With the method based on head pose, the eyes are usually not even considered in

the VFOA calculation. Once the head pose angles are identi�ed, a vector normal to the

person's face can be calculated, which is used to estimate the VFOA direction and point

[9]. A popular open-source software package designed for this purpose is OpenFace [40].

OpenFace works by �rst detecting faces, then detecting 68 facial landmarks, and then

estimating both head pose and eye gaze. OpenFace includes a speci�c module for gaze

estimation, that can estimate the 3D gaze vector in situations where the eyes are visible in

the image. An example is shown in Figure 2.6. LAEO-Net [38] is a more recent method,

which is speci�cally aimed at detecting instances of mutual gaze. This is accomplished

by �rst detecting the individual head poses, and then fusing these branches. This network

also leverages temporal information in videos by employing tracking methods to be more

robust to missed detections in individual frames.

The main challenge for VFOA estimation is that head poses must be reliably detected �rst,

which is more dif�cult than face detection as it requires detecting the back of the head

as well [38]. Additionally, if we want to know not just the gaze direction, but its speci�c

target, it has to be visible too, or at least inferable from contextual information. Object
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clutter complicates this further and this is often the case with our data, when multiple

toys are lying next to each other. For an accurate prediction of the VFOA target, 3D

information about the objects in the scene, which is something we do not possess in our

case, is required.

Figure 2.6. Sample head pose and gaze estimations with OpenFace. Green lines represent eye gaze
vectors. From [40].

2.3.3 Facial expressions
Facial expressions are key indicators of affective and emotional states [41], and therefore

also useful in understanding human interactions. Additionally, in the context of PCI it can

also help us detect matching and mirroring phases in affect.

Facial expression analysis is often performed by detecting facial landmarks and facial action

units (FAU). FAU is a well-established coding system to describe facial muscle activations

and small facial movements [42]. OpenFace [40] is one of the open-source packages that

can be used to recognize facial expressions. It can detect facial landmarks and FAU intensity

and presence for 18 different action units. A recent survey of deep learning methods to

classify facial expressions and the challenges involved can be found at [41]. Similarly to

VFOA, occlusion poses a challenge with automatic detection of facial expressions, since

it is important to get a clear view of the facial landmarks to understand the expression.

Using temporal information or multiple views can help with this issue. Image resolution is

also important for reliable detection, since with facial landmarks the �ne-grained details

are particularly relevant. Another challenge lies with the social interpretation of the

expressions. The most popular representation is a classi�cation of expressions into basic

emotion classes (anger, sadness, surprise, happiness, fear, and disgust). However, these

do not capture the full range of expressive behaviors or their intensity. Context is also

important to consider, as visually similar expressions can sometimes have completely

different semantic meanings. An alternative approach is to use continuous scales of

valence and arousal, used for example in [43].

There is an additional challenge involved with studying infant facial expressions. Infants

have different facial proportions, less textures and wrinkles, and distinct facial actions. This

causes models trained on adult faces to not generalize well to infant faces. To solve this

problem, there is a FAU coding system tailored for infants [44], and specialized methods

for detecting infant FAUs have been developed recently [45].
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2.3.4 Proxemics
Computation of the proxemics modality can also be derived from estimated pose skeletons.

Once body keypoint coordinates of the people involved are available, various proximity-

related features can be calculated via geometrical methods. 3D pose estimations would

allow more accurate proximity measurements due to their increased spatial detail. The

proxemics features used vary between studies according to context, and include distance

between individuals, orientation, and trajectory information [9]. In [46], the researchers

employed skeleton-based proxemic features to track distance between a parent and child

during an interaction while they were both seated next to a table, as well as the distance

between them and a table with a game on it. Their goal was to �nd a correlation between

these features and parent and child behavior ratings for several categories (including

parental sensitivity, limit setting and intrusiveness and child engagement, among others).

2.3.5 Contact detection
Physical contact, or touch, is recognized as an important means of contact and commu-

nication between an infant and their parent, and particularly in the �rst few months of

life. Despite this, there have not been many studies examining its in�uence on child

development [47]. In [39] the researchers have included touch behaviors as one of the

relevant modalities for evaluating contingency in mother-infant interactions and noted the

importance of affective maternal touch.

Automatic detection of touch is based on the estimation of pose skeletons of the people in

the image/video, which could also be combined with the raw RGB images in a multimodal

neural network (This method was used in [48]). The main challenge with a video input

modality is dealing with occlusions and accurately understanding depth. When one person

is occluding another, from a 2d perspective this can appear as if they are touching, when in

reality they could be far away from each other [48] (as in Figure 2.7). Outputs of touch

detection models would depend on the speci�c research. They could start with basic binary

contact classi�cation for detecting contact instances, to more detailed (and challenging to

achieve) contact signatures that show exactly which body parts are in contact (as in Figure

2.8).

2.3.6 Object detection
The data analyzed in this research contains a PCI with multiple toys included, and therefore

the contextual information of which object is being manipulated or attended to by the

participants can also augment our understanding what is happening in the interaction. For

example, we would want to know if at a given moment the child/parent is looking at, or

holding, a book, a doll, or perhaps nothing, as this would be useful for determining attention

and joint attention to the play-related tasks. These details are relevant for assessing the
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Figure 2.7. Example image with uncertain contact state. From [38]

Figure 2.8. Annotation of 3d contact segmentation and signature. From [48].

dyadic co-regulation states, similarly to what has been done with manual coding in [27].

Object detection and tracking in videos is a computer vision task that has received a lot of

research attention, and improved methods are constantly proposed. The best performing

methods are all based on deep learning models. [49] is a recent survey detailing various

deep learning techniques. Object detectors can be split into two main categories: One-stage

detectors and multi-stage detectors. Multi-stage detectors use a pipeline where they �rst

�nd candidate bounding box regions where objects may be before attempting to classify.

Popular multi-stage object detectors include Fast R-CNN [50] and Mask R-CNN [51].

One-stage detectors combine the steps in a uni�ed framework, which generally leads to

much faster performance at the cost of accuracy. Among the most popular one-stage object

detectors are YOLO [52] and its newer versions. The output of the object detection models

is usually in the form of bounding boxes around the objects, together with class labels and

con�dence scores (see Figure 2.9).

As with the other modalities, the object detection task also faces the common technical

challenges of dealing with occlusions, and images with low-resolution or blur. In the PCI

context with toys involved, occlusions and motion blur are even more frequent, especially

in the case of small toys that are held, moved, or thrown by a person. Additionally, many

toys have �exible shapes that bend and change while they are played with, and may look

different depending on the angle, which makes accurate classi�cation more dif�cult. This

is indeed the case with some of the toys included in the YOUth videos.
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Figure 2.9. Sample output of an object detector, in this case YOLO [52], with bounding boxes,
classes and con�dence scores.

2.4 Automated analysis of dyadic interactions
Compared to the HAR task which has seen a lot of research, computational analysis of

human-human interactions from videos is a relatively understudied topic. Automated anal-

ysis of human interactions where more than one person is involved is a more complicated

task, especially since analyzing the actions of the participating individuals separately is

often insuf�cient to understand what exactly is occurring in the scene, and context also

plays a big role in interpreting what is going on. [53] and [9] are two recent surveys on

human-human interaction analysis. The latter survey speci�cally considers nonverbal cues

and lists studies that attempt to detect or model social traits, personality traits, social roles

in a group, and interaction dynamics. Most of the studies mentioned in this survey focused

on small groups rather than dyads, while the former survey is focused on dyadic interac-

tions. As mentioned, our current research deals with dyadic PCI, so naturally the basic

social roles are known, but some dynamics covered in [9] are relevant here too, for instance:

engagement/involvement, rapport and empathy, which are similar to some extent to dyadic

synchrony, dyadic co-regulation patterns, and parental support and responsiveness.

2.4.1 Main challenges
The scarcity of research into human-human interaction analysis is partly due to the many

challenges involved in it, which go beyond the issue of context mentioned above. First, we

have the basic technical challenges that are shared with the simpler HAR task, including

occlusions, resolution, motion blur and depth issues. When two (or more) people are

involved, the problem of occlusions is more common and severe, especially when there are

limited camera viewpoints, since when a person moves around and interacts, they would

often occlude body parts of the other person [53]. Additionally, behaviors in interactions

consist of a sequence of movements, and the complexity of analysis greatly increases

when dealing with multiple people, since the temporal synchrony (or asynchrony) of their

movements and action has to be considered. Further adding to the complexity is that one

person may react to the other via a different modality (e.g. speech vs gestures), or use

multi-modal communication in an incongruent manner [17]. Another challenge is that
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there is extensive variation in the visual representation of semantically identical actions

or behaviors from one person to another [53]. This begins with physical characteristics

such as clothing color, size, distance from the camera, etc., but also arises from the fact

that individuals may perform a certain action in different ways and are not even consistent

within themselves. While this complicates things, considering these differences can also

allow for better understanding of the context surrounding the actions. For example, if

somebody's hand is shaking while pouring a cup of coffee, perhaps it is an indication that

they are excited or nervous at that moment, but this is a rarer way for this action to be

performed.

Another challenge is with the scarcity of public datasets. Compared to HAR, there are

far fewer datasets of human-human interactions [53], which makes it harder to effectively

use deep neural networks that require a high volume of training data. For studying PCI

this issue is even worse due to the increased privacy and ethics concerns that limit the

availability of public datasets. Furthermore, annotating data in interactions is a complicated

task and is made even harder by a lack of standardization in interaction classes. On top

of that, interpretation of interactive behaviors, especially more intricate and subtle ones,

is subjective and not a trivial task for humans. Finally, videos depicting real-world

interactions are long and not easily segmented into individual actions. Unsupervised,

semi-supervised and weakly-supervised learning approaches are becoming more popular

to tackle the latter issues, but they are still largely focused on HAR [54].

2.4.2 Examples of research in the �eld
Here we will give a few examples of work that could be related to automated analysis

of PCI, including studies that were not conducted on PCI speci�cally, but use a relevant

methodology or measure things that could also apply for the PCI context.

[55] is a recent study dealing with infant affect recognition (which can also be relevant for

understanding PCI), in the context of interactions with robots. The infants were between 6

to 9 months old and seated in a chair, with a face-view and body-view camera facing them.

The researchers used body poses and facial expressions, together with different types of

temporal feature aggregation, to classify the infant's affective state. The paper showed

that body pose features are a viable modality for predicting infant affect. The temporal

analysis demonstrated how the length of the time window affected the performance, and

its results suggested gradual shifts between states rather than sudden transitions. It is

important to note that the infants' static seating position made the visual analysis much

simpler than in a free-play scenario, and that annotations were made for the affect states to

allow training the neural network (network architecture shown in Figure 2.10). A relatively

similar methodology, including fusion of body poses and facial expressions, was also used
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in a previous study with older children (aged 6-12 years old) interacting with robots [56].

Figure 2.10. The modeling framework used in [55] to assess infant affect.

A third study on affect analysis that's worth mentioning is [43]. Here, the goal was

the development and assessment of an automated system, based on convolutional neural

networks, for tracking children's (aged 4-10 years old) affect in a play therapy setting. The

modalities that were analyzed were facial expressions, body movements, and text. The

bodies and faces of the participants were detected and tracked with OpenPose [32], and

then the faces were processed with two pre-trained affect recognition neural networks.

The output of one network is discrete basic emotion classes (happiness, sadness, surprise,

etc.) with con�dence scores. The second produces valence and arousal scores for the face,

which were the main values the researchers used in their analysis. Body movements were

represented by normalized optical �ow.

The obtained measures were assessed via a correlation analysis with manual annotations of

affect scores for anger, anxiety, pleasure, and sadness, as well as indicators (termed micro-

sphere and macro-sphere) for the child's usage of the play space (whether they play in the

whole room or just a small part of it). Their results suggested that the model-generated

valence and arousal scores are useful for predicting the expert-annotated affect scores.

Additionally, they trained machine learning regression models to predict the affect scores

directly from the text and facial features, and the macro-sphere/micro-sphere scores from

the optical �ow features. Results of this experiment showed that optical �ow was quite

effective for estimating the space-based metrics, and that combination of the video and

text modalities yielded improved performance on the affect predictions.

Another study of interest is [57], which looked at predicting levels of rapport (speci�cally

towards detecting low rapport) in interactions in small groups, based on their non-verbal

behavior. The modalities used were facial expressions, hand motion, gaze, speaker turns

and speech prosody. As part of the pipeline, features were built to calculate the amount

of behavioral synchronization between participants. Feature synchronization was mea-

sured with Dynamic Time Warping. Finally, support vector machines were used for the

prediction of low rapport. Another interesting analysis performed in this study is the
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segmentation of the interaction into three temporal segments, and one of the �ndings

from the temporal analysis was that the amount of useful information from facial features

(without synchronization features) diminished over time. The in�uence of the temporal

aspect is visualized in their result graph shown in Figure 2.11.

Figure 2.11. Performance of the low rapport detection model across temporal segments (indicated
by color) and with different feature sets. From [57]

One more paper dealing with group interactions is [58]. Here, researchers attempted

to estimate personality traits and used visual modalities from each person in the group,

including facial activity, body movement, and hand position. Based on these modalities,

they constructed higher level features representing measures such as motion intensity and

level of attention a person receives. Additionally, a crucial part of their methodology was

examining co-occurrence and frequency of movement and VFOA activities.

2.5 Unsupervised learning approaches for analysis
The data we will analyze in this project consists of interactions of a dynamic and intricate

nature. Because of this, coupled with the lack of annotations for actions and behaviors

in the videos, and the dif�culty in labeling the data, we opt for an unsupervised learning

approach to detect behavioral patterns in the interactions. In this section we will review

clustering methods that we believe would �t our data well. We will also present a few

studies that used unsupervised techniques for temporal action segmentation or action

recognition tasks and have a methodological framework that could partially �t our use case

and inform our methodology choices.

2.5.1 Clustering
There are many different clustering algorithms, and selecting the right one depends on the

analysis task at hand and the particularities of the data. The algorithms can be classi�ed

into families, with the two most popular ones being partitional algorithms (such as the

well-known K-means) and hierarchical algorithms (split into agglomerative and divisive)

[59]. There are many other clustering types, but we will not detail them here since our focus

is not a comparison of clustering methods.Partitional algorithmsgroup the data based

on optimizing an objective function (e.g. Euclidian distance) and iteratively improving

the cluster partitions accordingly. Partitional methods need to be provided with a set of
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initial seed clusters, and most of them require the number of clusters as an input. The main

advantage of K-means and similar algorithms lies in their simplicity and speed, but having

to pick a pre-de�ned number of clusters limits their effectiveness for more exploratory

data analysis, where the optimal number is unknown and potentially dif�cult to estimate.

Hierarchical algorithmsovercome this problem by creating a clustering tree, called a

dendrogram, which can be cut at different levels to obtain a different number of clusters.

This allows the interpretation of data at different levels of granularity [60]. Divisive

clustering is a top-down approach that starts with one cluster that includes all data points,

and recursively splits it, according to a selected criterion and method, to more clusters.

Agglomerative clustering is a bottom-up approach, starting with each individual data point

starting as a cluster, and iteratively merging them according to a similarity metric found

by a linkage scheme. Common linkage schemes are: Single link, which measures the

similarity between clusters by the similarity of the nearest neighbor members; Complete

link, which measures the similarity by the two farthest members; Centroid similarity,

measuring the similarity by the center points; Group average link, which takes the average

of the pair-wise distances between points in the two clusters (making it much slower to

compute); Ward's criterion, which minimizes the variance [59]. A basic illustration of the

agglomerative clustering process is shown in Figure 2.12.

Figure 2.12. Illustration of the agglomerative clustering dendrograms obtained with single link vs
complete link methods, with the example dissimilarity matrix. From [59]

[60] is a recent paper proposing a variation on the standard agglomerative hierarchical

clustering algorithm (that they call FINCH) that does not require any hyper-parameters,

which seems to make it well suited for data exploration projects where relatively little

is known about the structure of the data. Their approach is based on creating linking

chains in the data according to the nearest neighbor of a point. In this way they avoid

the need to maintain a full distance matrix between all data points, thus there is no need

to set a distance threshold hyper-parameter and the clustering process is computationally

lighter (its computational complexity is O(Nlog(N)), vs O(N2log(N)) for linkage-based

agglomerative methods). The links are created with the following equation (taken from

[60]), where Ki1 symbolizes the �rst neighbor of point i:

27



(2.1)

With their full algorithm, after creating the �rst data partition with the above equation, they

recursively merge clusters in an agglomerative manner. Merging is also done with the help

of the same equation, and the �rst neighbor is obtained by computing the mean vector of

each cluster. The number of output clusters can also be re�ned with a second algorithm

that merges clusters one at a time until reaching the required number.

2.5.2 Unsupervised learning for video analysis
In recent years there have been several studies addressing the task of temporal action

segmentation with an unsupervised approach. The goal in this task is to classify each

frame of an untrimmed video with an action (or sub-action) class, and correctly de�ning

the action boundaries is one of the primary challenges involved. Generally, each video

consists of one activity, for example making coffee (see Figure 2.13), that is divided into

sub-parts. [61], [62] and [63] are three recent examples of research into this problem, that

we will brie�y detail here.

Figure 2.13. Example activity depicted in a video from a popular action segmentation dataset
(Breakfast Dataset [64]). From [63].

In [61], the researchers presented a method based on learning a continuous temporal

embedding of frame-based features, clustering these features and then grouping the clusters

into ordered action segments with a Viterbi algorithm. The embedding is generated with an

MLP network of two hidden layers, that optimizes the prediction of the true time stamp of

the input frame features. Clustering was done with K-means, with K determined according

to the dataset ground truth labels. When dealing with unknown activity classes, they

learned the embeddings and clusters on the whole dataset, and then built bag-of-words

representations for each video. Then they clustered videos into subsets and inferred clusters

into sub-actions per video set.

[62] is a more recent paper on the same topic. The novelty of their approach is using a

co-occurrence action parsing algorithm to estimate the temporal path of sub-actions in a

video. The co-occurrence and recurrence of sub-actions are calculated based on global
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Figure 2.14. Unsupervised learning temporal action segmentation pipeline (with unknown activity
classes) of [61]

statistics from all the videos in the dataset. Their pipeline has two steps: Self-supervised

feature generation, followed by the co-occurrence action parsing. Self-supervised feature

generation basically means learning discriminative feature representations directly from

input frames with a machine learning model, typically a neural network that is trained to

predict a proxy task (e.g. adjusting frame rate, shuf�ing frame order, rotating the video

and predicting the rotation degree).

The co-occurrence action parsing step begins with clustering the frames by their learned

features. In this case the researchers used K-means clustering with K pre-de�ned according

to related literature. Out of the clustering results they generated a video score matrix, a

co-occurrence matrix, and a cluster temporal location histogram. In the video score matrix,

elements represent the probability (estimated with a Gaussian distribution) that a respective

frame is assigned to the respective cluster. The co-occurrence matrix contains conditional

probabilities of a frame of a speci�c cluster type appearing in a video given that a frame of

a second speci�c cluster type appears in it. This is meant to capture correlations between

sub-actions in an activity, The latter matrix was used to create a re�ned video score matrix

that takes into account the global activity patterns that are repeated across videos. The

temporal location histogram was calculated across all the videos and shows the likely

temporal locations of each cluster. It was then used to estimate the temporal path of the

sub-actions, which is one of the challenging parts of unsupervised action segmentation. A

diagram of their framework is shown in Figure 2.15.

[63] is another recent study on unsupervised temporal action segmentation, based on a

variation of the FINCH clustering algorithm [60]. The features they picked for clustering

were based on related literature (for a fair comparison of the method) and depended on the

datasets they experimented with. For most datasets, they used improved dense trajectory

(IDT) [65] features. The clustering algorithm differed from FINCH by using the temporal

positions of frames to modulate their feature space distances. The timestamps for each

cluster represent the central time of the cluster, which provides a temporal ordering of the

actions. This part of the approach also leads to one of the main limitations of this method,
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Figure 2.15. Pipeline of the SSCAP method of [62]

which is that frames that depict the same action will often get assigned to different clusters

when they are temporally distant. This makes this method problematic for videos that

contain frequently recurring actions.

[66] is a study from the human-robot-interaction domain, where the goal of the �rst module

of their system was to predict actions from visual cues – namely body poses and gaze

direction (approximated by head direction). The experimental setup was relatively simple,

a human was facing a robot (and sensors) across a table and would reach to pick colored

blocks from the corners of the table to place them in the middle. Actions were represented

by clustering the pose and gaze features with an algorithm that split them into separate

feature spaces, resulting in a cluster tree with a depth matching the number of feature

spaces. While this method decouples the modalities, it maintains the temporal alignment

of the clusters to the input frames. An illustration of how their clustering looked like is

shown in Figure 2.16.

Figure 2.16. Clustering results of [66]. (a) shows the clustering on skeleton keypoints, and (b) and
(c) depict the clustering on the gaze direction features of clusters 2 and 3 respectively.
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3. Data

The data analyzed in this project consists of videos of parent-child interaction tasks

performed in a lab setting in the Child Research Center at the Utrecht Science Park and

following a standardized procedure. The parents who participated in the experiment came

from a relatively homogeneous background - mainly highly educated mothers from Dutch

middle class families. The children's ages in the videos are either 5 months (wave 1), 10

months (wave 2) or 36 months (wave 3). For the current project, only the interactions

with 10-month-olds are in scope. Each video/task is around 15 minutes long and the

interaction is divided into �ve phases of approximately three minutes each: (1) free play,

(2) age-appropriate structured task (playing with a shape sorter box), (3) reading a book,

(4) free play and (5) cleaning up (the instructor puts away the toys and the parent and child

keep playing without them. This last phase is of scope for our analysis). The interactions

were �lmed with 4 cameras placed in the room approximately 90 degrees from each other.

Because a key motivation of the research is to attempt to gain insights into parenting

styles and behaviors, we chose to process videos that already had existing annotations for

parenting dimensions. In total there were 222 videos that had annotations for the 10-month

age bracket. Most of the videos were recorded at a frame rate of 30fps, but some at a lower

rate of 25fps. Out of the 222 videos, we picked 60 videos to be used in our experimental

analysis, according to the process detailed in Section 4.1. Five out of the 60 videos had a

25fps frame rate.

3.1 Annotations
The annotations for parenting behaviors were global ratings per video, on a 1-7 Likert

scale, for the following parenting dimensions1:

� “supportive presence” - this re�ects the parent's expression of positive regard and

emotional support towards the child. Parents with a high score motivate their child

and reassure the child when he/she is struggling with the task. Parents with a low

score remain passive and uninvolved. They do not provide supportive cues, and

may be focused more on their own performance than the child's needs. In terms of

physical cues, a supportive parent may be leaning closer to provide a physical sense

of support.

� “structure and limit setting” - this re�ects how the parent attempted to establish

their expectations and agenda for the child's behavior. The score depended also

1The descriptions of the dimensions were adapted from the coding manual provided to the annotators,
but I could not �nd a way to cite it, or a source with similar descriptions.
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on the child's compliance or noncompliance to these attempts, and how the parent

reacted accordingly. The structure in this case also re�ects the purpose of the session

(i.e following the prede�ned play tasks). The instructions in the coding manual do

not make a direct reference to any nonverbal behaviors related to this measure, but

perhaps a relevant example could be physical pulling the child back to the task at

hand when they are trying to wander away.

� “quality of instruction” - this dimension re�ects to how well the parent informs the

child of the task's objectives and gives hints in a logical and helpful manner that is

attuned to the child. Again the manual did not speci�cally refer to physical cues

related to this measure, but naturally "hints" and instruction could appear in the form

of hand gestures and physical demonstrations of how a toy should be played with.

The distribution of the annotations for our 60 chosen videos is shown in Figure 3.1. Ratings

of 4,5, and 6 were far more common for all three measures. For quality of instruction the

mean rating was 4.93 with a standard deviation of 1.15. For structure and limit setting the

mean was 4.50 with a standard deviation of 1.24. For supportive presence the mean was

4.97 with a standard deviation of 1.29. The distribution of annotations for all 222 videos

can be found in the Appendix.

Figure 3.1. Distribution of parenting behavior annotations for the analyzed videos
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4. Methodology

4.1 Preprocessing the videos

Figure 4.1. Overview of the video screening and processing �ow

4.1.1 Screening
We conducted manual screening on videos from initial list of 222 annotated videos to

determine which are suitable for processing with our methodology, and which of the four

camera views was most appropriate. This was carried out by scanning the video to see

which of the four views (if any) had a clearer overview of the scene from which it would

be possible to detect both people in the scene and perform pose estimation on them. Many

views were deemed unusable due to one of several reasons:

� Camera angle and seating arrangement: In some instances the parent was seated for

a long duration with the back to the camera, and then they were mostly occluding

the child.

� Zooming and panning: In some videos, the experimenters were trying to capture

varying angles and used different focal lengths with each view at certain stages, but

these were not always consistent for a single view for the duration of the video. In

some cases, one view had a good overview perspective clearly showing both parent

and child for half the video, and then suddenly changed to a zoomed in perspective

in which there was more focus on the faces, but the rest of the bodies are truncated.

Often we observed that for a second camera view in the same video, the opposite

movement occurred, where it started with a closer zoom and was later zoomed out.

We had to discard such videos because we could not pick a single view that was

consistently usable for the majority of the video, and our method did not support

alternating between camera views for a single video.

� Blurry video/poor resolution: Some interactions were �lmed with badly focused
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cameras and the image quality was insuf�cient for the purpose of our research.

� Interaction split into two video �les: In some cases the recording of the interaction

was not contained in a single �le but split into two or three. While this could be

�xed, we prioritized other videos that did not require the extra effort to solve this

issue.

This manual process was relatively time-consuming. Therefore, instead of screening all

222 videos, we paused when we had acquired a suf�cient number for carrying out and

evaluating the rest of our research. We determined that 60 videos would be an adequate

number, which could also be conveniently split into multiple folds for training a machine

learning classi�er later on in the process.

4.1.2 Frame extraction
After the initial screening, the video was split into individual frames, at a down sampled

rate of 5 frames-per-second and cropped to only include the view that was manually

deemed to be optimal for that speci�c video. We wished to maintain a high enough frame

rate that would support later steps in our processing pipeline, such as interpolation of

frames with poor detections. Moreover, we wanted to have a suf�ciently large total amount

of frames to augment the performance of our clustering methods and further analysis. On

the other hand, due to considerations of computational ef�ciency we could not keep every

frame, and the rate of 5 fps was chosen as a balanced compromise between these opposing

demands. The �rst 10 seconds were cut out of each video because these occasionally

contained parts of setting up the experiment, with a third person in the room. For a few

videos, a longer portion of the beginning was cut due to the third person staying in view

for a longer duration. The �nal phase (cleaning up) of the interaction was also cut out,

with the cutoff mark being roughly the point where the third person enters the frame again.

This was somewhere between the 12-to-13-minute mark for the majority of videos.

4.1.3 Pose estimation pipeline
For the step of obtaining pose estimations for the video frames, we utilized an existing

pipeline that was set up by another student working on a related project pertaining to

analysis of the YOUth videos. This pose estimation pipeline is based on the mm-pose

framework [67].

The pipeline consists of the following steps:

i. Running person detection with a YOLO model.

ii. Cropping the frame around the two bounding boxes with a higher con�dence score

iii. Re-running the person detection model on the cropped frame, to obtain more accurate

results
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iv. Top-down pose inference with DarkPose [30] based on an HRnet [31] backbone.

This pipeline was considered suitable for our work since it uses one of the best performing

top-down 2D pose estimation methods. Top-down methods have been shown to better

handle variations in person scale [35] and are therefore preferred over bottom-up methods

for our use case that included adults and children together in the frame. Another practical

reason for choosing to use this pipeline was that we had already possessed evidence that it

could achieve reasonable performance speci�cally for the videos from the YOUth dataset.

In some occasions there are more than two people detected in a frame. This mostly happens

when the doll toy is present, but can also occur less frequently in other error cases. Data is

kept only for the two detections with the highest mean joint con�dence score. For most

cases this will be the parent and child detections as intended, but occasionally the doll

detection replaces the child detection, which is something that has to be dealt with when

processing the pose estimation data later.

The pose estimation pipeline produced a data �le per video, containing, for each frame:

The frame number, person detection bounding box coordinates and con�dence score, and

estimated pose coordinates for each detected person, along with the con�dence score

for each. The detection and estimated pose data for a frame can be for either 1 or 2

people, depending on how many people the model could detect in a given frame. For

each person, 17 keypoints were detected. The speci�c keypoints are: the nose, eyes, ears,

shoulders, elbows, wrists, hips, knees and ankles. Additionally, while running the pipeline,

we generated and stored images of the cropped frames with the detections and estimated

poses overlaid on them. These were bene�cial for manual veri�cation and evaluation of

our processing methodology.

A signi�cant shortcoming of this pose estimation method in the context of video processing,

is that it operates on individual frames and does not employ person-tracking methods.

As a result, at this stage person detections and their pose keypoint estimations were not

consistently linked to the parent and child throughout the video, and this needed to be

addressed later in our processing �ow.

4.1.4 Validation Criteria
After the pose estimation step, we discarded videos where less than 50% of the frames

contained pose detections for both the parent and the child, with a con�dence score of at

least 50%. Although this missing pose information can also be meaningful for interpreting

the video, it is problematic for our methodology, in particular the clustering step. Three

videos were discarded for this reason. In addition to this hard criteria, we examined more

35



closely the data of a few videos that only barely passed it, or were found to have less

reliable detection data during analysis of the later pre-processing steps. For this task we

scanned plots such as the one in Figure 4.2 for our entire set of 60 videos. We chose to

discard four more videos that had more erratic patterns in the joint coordinates. Most of the

problematic parts in this example of B38777, as well as in the other videos, were caused

by heavily truncated detections (e.g. when only the head was visible). Another common

cause for errors was when the parent was sitting with one leg stretched out and the pose

estimation model only detected the leg joints properly for part of the frames in a short

time frame. This led to very different crop ratios between frames in that time frame, and

signi�cant differences in bounding box sizes. The seven discarded videos were replaced

by others from the initial list of 222 videos, such that ultimately we remained with 60 valid

videos.

Figure 4.2. Data validation plot showing the mean of the joint coordinates for the parent in child
throughout video B38777, after the ID consistency �x was applied. The plot shows that our ID

correction logic failed for some parts of the video, for example around frames 10000-11000
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4.1.5 Pre-processing of the pose estimation data
In this section we will describe and motivate all the processing steps and �lters applied

to the pose estimation data, from the raw data output produced by the pose estimation

pipeline from Section 4.1.3 , until getting the processed data that was later fed into the

clustering algorithm. Figure 4.3 shows an overview of this pre-processing �ow.

Figure 4.3. Pre-processing steps for the estimated pose data. The pose representations displayed in
the diagram all belong to the same frame. As this diagram is for illustrative purposes, the motion
representations belong to a different frame where the motion representation is more clearly visible.

I. Discarding frames without two detections

For the rest of the processing pipeline to work properly, we must have estimated pose

landmarks data for both parent and child on each frame we process. Because at this stage

there is no guarantee that the detections IDs are consistent, we cannot interpolate the data

for the second person in frames that only have one detection. Therefore, we remove every

frame that does not have two detections.

II. Detection Con�dence Filter

We aimed to mitigate the use of less reliable data that could propagate mistakes from the

pose estimation pipeline throughout the processing �ow. We decided to discard frames

with a detection con�dence below 0.5 for either of the two detections (The con�dence is

between 0 and 1). The rationale for this rather drastic �lter is that we preferred to eliminate

noisy data that would hurt the robustness and usefulness of our clusters, even at a cost of
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having a smaller dataset. In most cases the frames with a lower detection con�dence were

due to occlusions or instances where the parent and child were in very close proximity,

causing increased confusion for the pose detection model, particularly if they were wearing

similar colors. Discarding these frames comes at a cost of creating an bias in our data,

and this issue could have possibly been mitigated had we used a different pose estimation

pipeline with a person-tracking mechanism.

III. Person ID Consistency �x

As mentioned in Section 4.1.3, the pose estimation pipeline we used operates on individual

frames and does not employ person tracking methods. As a result, there is an issue of

consistency in the IDs (or order of the people in the data list) throughout the video, with

the IDs often being swapped back and forth. After manual examination of the data, we

found that for all processed videos, in nearly all the frames, the size of the bounding box

of the parent is larger than the bounding box size of the child. We decided therefore to use

the bounding box size as the determinant for the parent and child IDs.

It is important to note that this is not a fail-safe method and it has a few failure modes.

First, the bounding box size depends on the distance to the camera, so when the child

was much closer to the camera than the parent, and particularly if they were standing, the

child's bounding box was larger. Second, in some frames the two detections were for the

doll and the child, with the parent altogether missing. The third cause was truncation of the

parent, where they were accurately detected but due to an overly zoomed in picture, only a

small part of the body was visible. The failure cases were relatively uncommon (for the

videos that had already passed our manual screening), and the majority of the problematic

frames were discarded by our �lters later in the �ow.

To implement this, we always set the ID of the parent as 1 (giving it the �rst index in

the order of the data structure), and then, iterating over all the frames in the video, we

assigned the pose data with the larger bounding box ID 1 and the pose data with the smaller

bounding box to ID 2. It is vital to consistently use the same IDs/data indices for all the

videos, to avoid comparing differences between parent coordinates of frames from one

video to child coordinates of frames from another video.

IV. Filtering small and large bounding boxes

Small bounding boxes

One of the common failure modes of the pose estimation pipeline is when the doll toy is

present in the frame and is falsely detected as the second person (usually instead of the

child). Since the doll is much smaller than a human child, we added a �lter to remove

frames where the smaller of the two person bounding boxes is relatively very small.
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Another type of frames that would be �ltered out by this method are frames where the

child is mostly occluded by the parent, or truncated, and only part of its body is visible

(usually the head). Figure 4.4 shows another situation that got �ltered, where the child was

altogether outside the frame, but for some reason the detection model thought the parent's

shoes were another person.

A challenge to this approach is that due to different camera angles and focal lengths

between videos, dimensions of the cropped frames greatly differ between videos and it was

dif�cult to come up with a �xed number to use as a threshold. After manually examining

the distributions of bounding box sizes, we chose to always �lter out 5% of the frames with

the smallest bounding box size. For some videos, this would �lter out more frames than

necessary while for others this does not capture all the problematic frames, but we believe

this number to be a viable compromise that does not require a more time-consuming

examination of the data per video. The relatively less conservative value of 5% was chosen

because we preferred to err more on the side of discarding valid frames over keeping

incorrect frames.

Figure 4.4. Example frame �ltered due to a small bounding box. Video B03494 frame number 630

Large bounding boxes

A rarer issue that we encountered is with outlier frames that contained extremely large

bounding boxes for one or more of the people. This happened when the person was

truncated in the frame, and the pose estimation model placed one or more of the joints at a

very large distance outside the frame. After manually examining the distribution pattern of

bounding box sizes over the videos, we chose to use a �xed threshold of 250,000 pixels as

the bounding box size limit for removing the large bounding box outliers.

V. Removal of leg joints

Inspection of the estimated pose landmarks showed that the joints with the lowest con-

�dence scores (shown in Table A.1, to be found in the appendix) and highest variability

in coordinates are the lower body joints. Moreover, for the context of understanding the

semantics of the interaction, the sitting pose is relatively unimportant. To reduce the

amount of noise in the data, and to prevent the clusters from being in�uenced too much by

the type of sitting pose, we therefore removed the four leg joints (Left and right knee, left

39



and right ankle) of each person from further processing steps.

VI. Filtering of high-motion frames pre normalization

The purpose of this �lter is to discard frames where, due to inaccuracies in the person

detection or pose estimation, false detections or estimations for several joints would cause

one or two of the people to jump an unrealistic distance from one frame to the next.

Keeping these frames would lead to the creation of outlier clusters when clustering the

motion features.

The �lter is implemented as follows:

We calculate the motion data for all the video frames (as described in Section 4.1.5). If, for

a given frame, its motion data is above a set threshold T, for at least N joint coordinates

(separately for X and Y), this frame is �ltered out.

After examining the high percentile values of the motion data for the dataset, the threshold

T was set to 50 pixels for the pre-normalization motion �lter, and after testing the outcomes

with several values, the minimum number of coordinates to trigger the �lter, N, was set to

6.

Figure 4.5 shows an example frame removed during this step. The child was sitting on the

mother's leg, and due to close proximity, joints were swapped between them. This caused

the bounding box size of the child to be larger, and the IDs and positions were incorrectly

switched between them.

(a) Preceding frame to the �ltered frame -
Video B03494 frame number 13806

(b) Frame �ltered due to high motion -
Video B03494 frame number 13812

Figure 4.5. Example scenario for a frame �ltered for high motion before normalization.
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VII. Interpolation of missing frames

The motivation behind this step is to increase the amount of data we could process, and

more importantly, to enhance the continuity of the sequential data. In many cases, an

individual frame (or a few) would get �ltered out in one of the previous processing steps

due to a failure in the pose estimation pipeline for that speci�c frame. But if it was

surrounded by frames with robust detections and pose estimations, we could interpolate

the data for the missing frame with a reasonable degree of con�dence. In addition, in this

step we �lled in and interpolated frames that were altogether missing from the data after

the pose estimation pipeline, for instance if the person detector did not identify any person

in the frame.

We used a linear interpolation method with a threshold of 1 second, or �ve frames, as

the maximum gap allowed for interpolation. The method supposes a linear transition

between the coordinate values of two valid frames, and �lls the coordinates for the missing

sandwiched frames according to the values they would have at their respective point along

the line. Although we do not assume that the real coordinate changes from one frame to

the next were in fact linear, we expected that motion contained within one second would be

relatively small, hence this threshold. A downside to this approach is that if we had �ltered

frames with quick back and forth movements that end at roughly the same coordinates as

they start in, after interpolation these would instead be represented as a series of mostly

static frames.

VIII. Combined Normalization

There are several common techniques used for normalizing pose skeleton data [37]. How-

ever, these methods normalize the data for each person individually. In our case, we

wanted to create a data representation that also takes into account the relation between the

pose coordinates of the parent and child. One possible option to achieve this would be to

use individual normalization, and in addition calculate proximity features. This adds a

challenge of balancing the relative importance weight of the pose features vs the proximity

features.

More importantly, there is a signi�cant issue with this approach that is speci�c to our data.

Because the camera angles are not consistent between videos, and due to the frames being

cropped around the person detections, the resolutions and perspectives differ quite a lot.

This occurs between videos and also to a lesser extent between frames within a single

video.

In an attempt to overcome this, we decided to experiment with a combined normalization

method for the parent and child pose landmarks. With this approach the resulting normal-
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ized landmark coordinates of a person are also affected by the other person's landmarks.

Thus, it incorporates the proximity information implicitly within the normalized pose

coordinates.

For the combined normalization, we employed a standard z-score method. Z-score normal-

ization scales each data point by subtracting from it the mean of all data points and dividing

by the standard deviation of the data. The resulting data has a mean of 0 and standard

deviation of 1. Crucially for our purposes, this method preserves the relative distance

between the pose landmarks and thus inherently includes the proximity information in the

scaled coordinates.

IX. Horizontal mirroring �x

If we have two frames in which the parent and child are seated across from each other,

and in frame #1 the parent is sitting on the left side while in frame #2 the parent is sitting

on the right side, the semantic meaning of these frames is identical for the purpose of our

interpretation, and we would like them to be in the same cluster. However, an inherent

attribute of our pose representation that is based on the combined normalization method, is

that if we have two frames that are an identical mirror version of each other, they would

have exact opposite normalized landmark features.

Therefore, we include this processing step to �x the issue of horizontal mirroring. In effect,

we want to consistently maintain the mean point of the normalized parent pose landmarks

on one side of the combined center, and the normalized child pose landmarks on the other

side, throughout the entire video. For the frames in which we need to swap, we can achieve

this by multiplying the X-axis coordinate of each joint by -1. Additionally, for each person

we need to swap the coordinates of each joint with a left/right version (arms, shoulders,

eyes, etc.), because we want to keep them in the same relative pose towards the center as

they were originally.

The step was implemented as follows:

First, for each frame we calculated the mean X coordinate of the normalized landmarks

for each person. Then, if the mean of person 1 (the parent) was higher than the mean of

person 2 (the child) we performed two operations on the pose landmarks of both parent

and child to effectively mirror them:

� Swapping of the person's left/right joints

� Multiplication of all X-axis coordinates by -1
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X. Filtering high-motion frames post normalization

The previous high motion �lter did not always catch all frames with irregular motion.

Additionally, the earlier interpolation step created new outlier scenarios. Therefore, we

added a second high motion �lter after the normalization step in an attempt to detect

additional outliers. Figure 4.6 shows an example situation where we discarded a frame

during this step. In this case, in both the discarded frame (frame number 6168) and the pre-

ceding frame, the model erroneously created two detections around the infant. The second

frame before the �ltered frame (number 6156) had a detection for the parent too., although

because of the sitting position, the left side of the parent's body was occluded. In this

scenario, frame number 6162 was originally �ltered for high motion before normalization,

but afterwards it was interpolated, which moved the parent's coordinates to the middle

values between frames 6156 and 6168. This caused frame 6168 to be correctly �ltered as

an outlier after normalization, but our method failed to discard the incorrectly interpolated

frame (6162), because the normalization caused it to become much more similar to frame

6156 than frame 6168.

The implementation of this �lter is almost identical to the pre-normalization high motion

�lter (ref to step 6), with the only difference being the motion threshold T, which this time

has been set to 1, which re�ects a movement of a joint coordinate that, in the majority of

cases, covers at least half of the normalized range, and it is unlikely to occur for multiple

joints without a false detection or estimation, or a big change in the image cropping, that

signi�cantly moves several joint coordinates from one frame to the next.

(a) Preceding frame to the �ltered frame -
Video B03494 frame number 6162

(b) Frame �ltered due to high motion -
Video B03494 frame number 6168

Figure 4.6. Example scenario for a frame �ltered for high motion after normalization.

XI. Individual normalization for parent and child separately

In addition to a pose data, or motion data, representation that includes both the parent and

child, we wanted to test the effectiveness of using individual representations for the parent

and child separately.
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For the individual representations we added an extra normalization step, that normalizes

the person's joint landmark coordinates only in relation to its other joints. Although some

bias to the proximity to the other person remains due to the earlier combined normalization

step, the individual normalization step places much more importance on the variance in

the individual's pose. As we did with the combined normalization, here we also used the

standard z-score method, but this time running it separately for each person.

XII. Calculation of motion

For each frame, motion data is de�ned for our purposes as the (normalized or un-

normalized) coordinates of the current frame, minus the coordinates of the previous

frame. This is calculated separately per joint and x/y coordinate. For simplicity, we chose

to calculate motion values for a frame only if both the current frame and its preceding

frame were valid, and did not calculate motion over larger gaps.

4.1.6 Summary of frame statuses and �lter counts
In Table 4.1 we can see details for how many frames we had at the beginning and end

of the pipeline, and how many were �ltered or interpolated. The initial count varied per

video due to the differing frame rates and cutoff time, when the cleanup phase began. We

distinguish between frames discarded for not having two detections (as that was due to the

pose estimation pipeline and unavoidable at this step of the overall �ow) and frames �ltered

out during our pre-processing pipeline, the latter we could manipulate by �ne-tuning the

�lters.

On average, the frames that passed all �lters were split into 86.5% "good" frames and

13.5% interpolated frames. The highest rate of interpolated frames for a single video

was 32.5%, and the lowest was 3.2%. Frames without two detections were on average

10.1% of the initial frame count, with the maximum rate for a single video being 31.6%.

A few videos had 0 frames discarded for this reason. For the rest of the �lters combined,

we report percentages out of the frame count that remained after discarding the "missing

detection" frames. For this calculation, the percentage of �ltered frames per video ranged

between 3.4% and 20.1%, with an average of 8.3%.

Table 4.2 lists for each �lter the total counts as well as the mean, minimum and maximum

counts per video. The "�ltered" columns display the number of frames that remained

�ltered at the end of the process (and were not interpolated), while the "interpolated"

columns display the number of frames that were interpolated for each kind of �lter. Tables

and charts with the detailed statistics for all the videos can be found in the appendix.
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sum avg min max

Initial frame count 223853 3730.9 3400 4575

Good frames 160747 2679.1 1620 3535

Interpolated frames 24161 402.7 112 1020

Final frame count 184908 3081.8 2162 3993

Filtered frames 16328 272.1 117 580

Frames

missing detections
22617 377.0 0 1155

Table 4.1. Summary of frame counts per status. The �nal frame count represents the frames used
for clustering and subsequently for predictions. The initial count varied per video due to the

differing frame rates and cutoff time (when the cleanup phase began).

sum avg min max

frames

missing

detections

22617 377.0 0 1155

missing

detections

interpolated

3958 66.0 4 194

detection

con�dence

�ltered

7363 122.7 2 393

detection

con�dence

interpolated

10180 169.7 27 516

small bbox

�ltered
5415 90.3 40 152

small bbox

interpolated
3530 58.8 12 101

big bbox

�ltered
15 0.3 0 3

big bbox

interpolated
115 1.9 0 15

high motion

before norm

�ltered

740 12.3 0 62

high motion

before norm

interpolated

6378 106.3 4 438

high motion

after norm

�ltered

2795 46.6 0 203

Table 4.2. Summary of frames discarded and interpolated per �lter type.
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4.2 Experimenting with feature representations
A major part of our experimentation revolved around comparing the usefulness of different

feature representations that could be acquired from the base pose data, and exploring which

representations could then be combined to provide complementary information. For this

purpose, we tested the following 6 representations:

1. Parent + child combined pose (we will refer to it as "Combined Pose")

2. Parent pose

3. Child pose

4. Parent + child combined motion (we will refer to it as "Combined Motion")

5. Parent motion

6. Child motion

The motion based representations were obtained based on the calculations detailed in

Section 4.1.5.

4.3 Clustering
For each of the feature representations, the processed data from all usable frames across all

the videos was used. The data was then �attened and clustered with the K-means algorithm.

K-means was favored over hierarchical clustering due to its higher computational ef�ciency,

and the limited computational resources at our disposal. It has also been frequently used to

cluster pose skeletons in other studies (e.g. in [68] for the purpose of pose segmentation,

and [69] for the purpose of identifying rare poses).

For the number of clusters, we originally experimented with �ve clusters for each of the

representations, and as an alternative we tested 10 clusters for the pose representations,

and three clusters for the motion representations. Based on a qualitative assessment of the

results, we also chose to try out seven clusters for the pose representations. Seven clusters

appeared to provide a better �t for the data for the combined pose representation, while

�ve clusters were better suited for the rest. In Section 4.4.6 we provide further details on

the results for the alternative number of clusters

4.4 Discussion of clustering results

4.4.1 Combined Pose
Figure 4.7 shows the relative frequency of each cluster across the frames from our set of

processed videos. Figure 4.8 displays the most representative frame for each cluster. These
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Figure 4.7. Combined Pose - cluster distribution

Figure 4.8. Combined Pose - representative frames.

frames were picked by measuring the euclidean distance of the frame's data to the mean

point of the cluster's frames, and taking the frame closest to the center.

For the �rst cluster (label 0), we can see that the typical frame is of the parent leaning

towards the child, in close proximity. The child is also in a bent pose, and facing away

at a similar angle, possibly playing with one of the toys. It is dif�cult to determine with

absolute con�dence from the 2-dimensional representation, but the outstretched position

of the parent's arms implies that the parent may be actively assisting the child in the play,

and this frame could be an instance of joint attention to the same object.

For the second cluster (label 1), the parent is also facing in the general direction of the

child in a bent position, but from slightly further away. The parent's arms are not stretched

forward in this case, so this cluster may represent frames where the parent is less actively

participating in the play. The child's body and face orientation are at an approximately 45

to 90 degree angle to where the parent is facing.

The third cluster (label 2) is relatively similar to the �rst two. Here the typical frame again

has the parent facing in the child's direction and bending forward, but at a slightly less

upright angle than with the previous clusters. The parent's right arm is outstretched in a

similar manner to the �rst cluster. The 2D positions of the left/right hips and shoulders are

reversed compared to the �rst cluster, due to the different orientation angle in respect to

the camera view. The child is again facing away from the parent, but its body is oriented at

a different angle compared to the previous clusters.
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The fourth (label 3) cluster's typical frame has the parent and child facing in the general

direction of each other but at a small angle, in a more upright pose than the previous

clusters, and at a larger distance. The parent's arms are also closer to their body than in the

previous clusters, possibly resting on their knees or on the �oor. Overall this suggests that

in frames of this cluster, the parent is in a more passive state of monitoring the child's play,

without actively assisting or gesturing in a non-verbal manner. Additionally, the parent's

body is oriented towards the camera. The seventh (label 6) cluster is rather similar to the

fourth, and likely re�ects a similar relatively passive monitoring pose. There are small

differences between the two clusters in terms of body orientation and in the seventh cluster

it seems that the child is facing the parent with a more direct angle, but this is dif�cult to

determine from a 2D perspective. The main difference between the clusters is apparently

the parent's body orientation in relation to the camera view.

Finally, the �fth and sixth clusters (labels 4 and 5) mostly contain frames where, from the

single camera's perspective, the parent is sitting right behind the child, or the child is seated

on the parent's lap. As with other pairs of similar clusters, some overlap is possible, but in

the �fth cluster the the parent appears to be holding them from both sides, and therefore

this is more likely to portray the "child on lap" pose. Furthermore, in this cluster the parent

and child are facing in the same direction, while in the sixth cluster the child is facing

sideways. Both of these clusters are less populous than the rest by a signi�cant margin.

However, that does not accurately represent the real frequency of this sort of pose in the

videos. The reason is that such frames are more prone to occlusions and thus to missing

or lower con�dence detections, leading them to be �ltered in the pre-processing phase.

Additionally, the reverse pose, where the child is behind the parent from the camera's

perspective, is not represented at all, because then the child is always occluded from view.

Overall, we can learn from the results that, as intended, this representation does indeed

consider both the variance in poses (mainly affected by posture, and orientation relative to

the other person) and proximity. Naturally it is also heavily impacted by the relative angle

and orientation towards the camera, but that is an inherent limitation to the two-dimensional

view.

4.4.2 Parent Pose

Figure 4.9. Parent pose - representative frames.
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Figure 4.9 shows the most representative frame for each cluster in the parent pose repre-

sentation.

Clusters 0 and 3 mostly contain frames where the parent's body is facing in the camera's

general direction (with the child somewhere in front of them), and differ in the back posture.

The other three clusters have the parent in a sideways angle to the camera and facing the

child, but they do not appear very different from each other, with only a minor difference

in the angle of leaning forward, and the extension of the arms. In fact, clusters 1 and 2 are

very similar, but the positions of the right/left joints are reversed. This happens because in

cluster 2 the parent's front side is angled more towards the camera, while in cluster 1 it is

the parent's back that is closer to the camera.

4.4.3 Child Pose

Figure 4.10. Child poses - representative frames.

The cluster labels for the child pose representation are distributed almost evenly across the

data, with the majority cluster consisting of 23.0% of the frames and the minority cluster

consisting of 15.0%. Figure 4.10 shows the most representative frame for each cluster in

the child pose representation.

Examining these clusters shows us 3 distinct child poses. The typical frame in cluster 2

has the child facing towards the camera. In the frames for clusters 1 and 3, we can see that

the child is facing sideways and leaning forward. Similarly, in both clusters 0 and 4 we can

observe the child facing sideways, in a more upright posture and a slightly different angle.

If we consider the child alone, the frames from these pairs of clusters appear nearly

identical and we could expect them to be part of the same cluster. However, in cluster

1 the parent is located on the right, with the child facing away, while in cluster 3 the

parent is on the left and the child is facing the parent. The horizontal mirroring �x in the

pre-processing phase will effectively �ip the child's pose, and so these two clusters are

almost horizontal mirror images of each other, as far as the child's relative position to the

camera is concerned.

This symmetrical relation between the clusters is also re�ected in the t-SNE plot 4.11.
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Figure 4.11. t-SNE plot for child pose representation. The plot shows 20 frames from each video
(1200 total), selected at nearly equal intervals

Semantically, distinguishing between these cluster pairs is interesting as well. This allows

us to quickly differentiate between frames where the child is facing the parent and frames

where the child is facing the opposite direction. It is likely that the reason we did not have

a similar situation in the parent pose representation because frames where the parent is

facing away from the child are relatively uncommon in the data.

4.4.4 Motion Representations
Figure 4.12 shows the t-SNE plot for the Combined Motion representation. We can see

that, apart from the majority cluster, the points for the other clusters did not form a robust

cluster shape. Therefore, to gain a better understanding of what each cluster represents, we

did not take a few representative frames as we did with the pose clusters, but performed

calculations over all the frames belonging to each cluster.

First of all, we were interested in the total amount of motion of the frames in each cluster, to

see which clusters represent static pairs of frames, and which represent dynamic moments

in the interaction. We calculated the sum of absolute motion values over all joints, and

then the mean of the sums across all the frames. As seen in Table 4.3, for the majority

cluster (1), which contained 82.1% of the frames, the mean absolute motion value was

much lower than for the other clusters. We therefore term this the "Static cluster". Having

the vast majority of frames included in the static cluster conforms to our expectations based

on our observations from the video footage. Distribution of frames for the other clusters

was almost equal, apart from cluster 3, which had a roughly double size compared to the

others. Based on the t-SNE plot, it seems that this cluster seemed to be a combination of

two distinct directions of motion.

For a visual example, in Figure 4.13 we see the mean motion values per joint, calculated

over all frames from each cluster. The static cluster is easily identi�ed in this example,

and additionally we can learn that the motion in the other clusters was mostly, and
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Table 4.3. Mean (from all cluster frames) of the sum of absolute motion in all joints, per cluster, for
the Combined Motion representation. Values rounded to 2 decimal points

Cluster 0 Cluster 1 Cluster 2 Cluster 3 Cluster 4

7.41 2.36 6.49 4.99 5.54

Figure 4.12. t-SNE plot for the Combined Motion representation. The plot shows 20 frames from
each video (1200 total), selected at nearly equal intervals

unsurprisingly, for the arm joints. It is important to note that due to the effect of the

combined normalization, if one person made a movement to one direction, it appears as if

the other person was moving in the opposite direction, although in reality they may have

been still. This is most clearly visible in the plot for cluster 0.

Figure 4.13. Combined Motion - means per cluster. Child joints are in red, parent joints are in blue.
Values are scaled up 2x for better visibility

Very similar patterns could be observed in the individual motion representations where

the parent and child motion data was clustered separately. The main difference being

that for the parent, the static cluster was larger, containing 86.5% of the frames (with the

rest divided almost equally among the other clusters), and for the child the static cluster

contained 82.7% of frames (and the other clusters again being almost equal), similarly to

the Combined Motion static cluster. Additionally, the static parent cluster was much more

static, with a mean sum of absolute motion values from all joints of 0.98, while the mean

for the child's static cluster was 2.34.
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4.4.5 Temporal analysis of cluster distribution
One of our research aims was to discover whether our method could provide insights into

how the nature of the interaction varies over time, and between the different phases of the

experiment. In order to assess this, we examined how the cluster distribution differs over

time. We chose to divide the data into time frames of 3 minutes, as that is the time that

was meant to be allocated to each step of the interaction task. In practice, scanning the

videos showed that the shift between the steps did not always occur at the intended time

(usually a little later), but this division still roughly corresponds to the various parts of the

interaction.

Figure 4.14. Combined Pose - cluster distribution over time

Figure 4.14 shows the distribution over time for the Combined Pose representation. It is

immediately evident in the histograms that there are some dramatic changes between the

different time frames. The most interesting trend that can be observed in this analysis is

the temporal distribution for cluster 4. It starts with only 1.6% in the �rst 3 minutes, and its

proportion then doubles in the next time frame and reaches 12.0% (8X) for the 6-9 minute

time frame. Later, it gradually becomes less frequent again, but still remains above 5%.

Similar trends, to a lesser extent, can be observed for clusters 0 and 5.

This matches our expectations, based on manual scanning of the videos and the interaction's

steps. The �rst 3 minutes constitute the �rst "free play" step. We noticed that in this step,

especially in the beginning, it is common for most parents to �rst watch how the child

reacts to the toys and the environment. After around 3 minutes, the shape-box toy is

introduced. Playing with this toy is more advanced for most 10-month-old children, and

this prompted increased active involvement and assistance from the parents. The 6-minute

mark (or shortly thereafter) is where the parents are instructed to pick up the book toy. At

this stage, almost all the parents attempted to place the child on their lap or directly in

front of them in order to go over the book together. A probable reason why cluster 4 is not

even more common in this phase is that many children found the book boring and quickly

escaped to play with the other toys or wander around.

In the parent pose representation the variance of the cluster distribution over time (see

Figure 4.15) is less signi�cant. This seems logical, because it was evident in the data that

the parents generally moved and shifted positions a lot less than the children. Still, we can
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observe that cluster 0 becomes more frequent from the 3 minute mark, once again at the 9

minute mark.

The distribution of the child pose representation varies a little over time (Figure 4.16).

Cluster 2 is much more frequent at the 6-9 minute time frame, probably because it is

more common when looking at the book. It is also evident that with time, the clusters

representing poses where the child is facing the parent (4 and 3) become less common.

Figure 4.15. Parent poses - cluster distribution over time

Figure 4.16. Child pose - cluster distribution over time

Statistical tests for temporal analysis

We ran several statistical tests in support of our analysis of the variance of cluster distri-

butions over time. We ignored the �fth time frame because some videos were cut before

that point, so it had missing samples. First, we conducted a repeated measures ANOVA

test per cluster label for each of the above 3 feature representations (results in Table 4.4).

Then, for the clusters where a statistically signi�cant difference (with a p value below 0.05)

was found, we ran paired t-tests for each pair of time frames. We report the results of the

signi�cant pairs in Table 4.5.
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Cluster F Value Pr > F

0 2.7983 0.0416

1 5.6642 0.0010

2 0.5162 0.6716

3 1.1196 0.3426

4 6.4787 0.0003

5 0.6257 0.5993

6 1.6503 0.1795

(a) Combined Pose

Cluster F Value Pr > F

0 0.5180 0.6704

1 1.0942 0.3530

2 2.7512 0.0442

3 2.0166 0.1133

4 1.3669 0.2545

(b) Child Pose

Cluster F Value Pr > F

0 2.1621 0.0942

1 1.5700 0.1983

2 3.4375 0.0181

3 0.1063 0.9563

4 2.2636 0.0827

(c) Parent Pose

Table 4.4. Results for repeated measures ANOVA across four time frames for the cluster
distributions of the feature representations "combined pose", "parent pose" and "child pose"

Representation Cluster Time Frames p-value t_stat Cohen's d

Combined Pose 0 (1, 3) 0.006 2.841 0.370

Combined Pose 0 (2, 3) 0.019 2.405 0.313

Combined Pose 1 (1, 3) 0.001 -3.409 -0.444

Combined Pose 1 (1, 4) 0.008 -2.729 -0.355

Combined Pose 1 (2, 3) 0.002 -3.256 -0.424

Combined Pose 4 (1, 3) 0.001 3.664 0.477

Combined Pose 4 (1, 4) 0.035 2.157 0.281

Combined Pose 4 (2, 3) 0.001 3.594 0.468

Child Pose 2 (1, 3) 0.005 2.895 0.377

Child Pose 2 (2, 3) 0.042 2.077 0.270

Parent Pose 2 (1, 4) 0.019 -2.416 -0.315

Parent Pose 2 (2, 3) 0.035 -2.156 -0.281

Parent Pose 2 (2, 4) 0.010 -2.674 -0.348

Table 4.5. Paired t-test results for representations and clusters that had a statistically signi�cant
variance in distribution across separate phases of the interaction.

54



4.4.6 Results for alternative number of clusters
As previously mentioned in Section 4.3, our initial pick for the number of clusters to use

was 5, after which we experimented with alternative options of 10 and 7 for the Combined

Pose representation. We only examined this representation, because based on qualitative

evaluation of the results for using 5 clusters for the individual representations, we did not

expect added value from dividing these into more clusters. In this section we present the

results of this experimentation and motivate our eventual choice of 7 clusters.

We compared the different cluster splits with the help of the t-SNE plots in Figure 4.17.

Based on this, we can see that the 10-cluster split yielded a few new clusters that indeed

appear to be a potentially useful new split based on their distance from the middle formation,

namely clusters 8 and 3. In the 5-cluster split most of these points belonged to one of

the big clusters, despite being relatively far from their centers. On the other hand, in the

middle section, clusters 1, 6, 7 and 9 could possibly be merged into two clusters (as they

were in the 5-cluster split) or three instead. Additionally, cluster 0 is apparently an outlier

cluster, containing only 1.2% of the frames.

To corroborate and expand on the above, we also inspected the representative frames

(selected by the same method described in Section 4.4.1) for the 10-cluster split (Figure

4.18). Cluster 0 seems to contain outliers where the camera perspective caused the child

and parent bounding boxes to be almost the same size, with the child possibly appearing

larger.

(a) (b)

Figure 4.17. t-SNE plots for the Combined Pose representation, with 10 clusters in plot A, and 5
clusters in plot B. The plots show 20 frames from each video (1200 total), selected at nearly equal

intervals

We concluded that although using 10 clusters let us cover more nuanced pose variations, not

all of the new splits were semantically informative and they only introduced unnecessary
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Figure 4.18. Combined Pose - representative frames for 10 clusters

complexity. Having a lower number of clusters greatly simpli�es the manual analysis,

validation and interpretation of the results. In addition, �nding frequent patterns and

sequences is more feasible with less clusters. Based on this assessment, we tested using 7

clusters as a middle ground. As evident in the t-SNE plot for this split (shown in Figure

4.19) using 7 clusters indeed yielded a better �t over the data and resulted in more cohesive

clusters.

Figure 4.19. t-SNE plot for the Combined Pose representation using 7 clusters. The plot shows 20
frames from each video (1200 total), selected at nearly equal intervals

4.4.7 In-depth discussion of speci�c videos
Following our interpretation of the different frame clusters and what they represent, in this

section we will have a detailed look at how this is applied in the analysis of speci�c videos,

and evaluate the method by manually scanning the videos and inspecting certain frames.

Video 1 - Subject B03494

Figure 4.20. B03494 Combined Pose cluster labels over time. The X axis displays frame number,
which can be divided by 30 to translate to seconds.

This video presents one of the more dynamic interactions, with a lot of movement, and it has

one of the most evenly spread cluster distributions for the Combined Pose representation

(as seen in Figure 4.21). The full progression of cluster labels can be seen in Figure 4.20. It

is a good example of the less common case, where the 10-month old was quick to develop

their motor skills, and demonstrated their ability to walk around the room and occasionally

outside the frame, as they did close to the beginning of the video.
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Figure 4.21. B03494 Combined Pose cluster distribution

Between 20 to 70 seconds into the video the infant was alternately standing and crouching

and exploring the simple toys, with the mother seated at a short distance and reaching to

bring the infant closer around the 50 seconds mark, and indeed there are frequent jumps

between cluster labels in this part. During the missing section between 70 seconds to

165 seconds, the mother was sitting with her back towards the camera and completely

occluding the child. The shape box came into play around the 190 seconds mark and in the

middle. For the pink cluster (6) phase, this toy was explored, with the parent sitting across

from the child and demonstrating how to use it. The shift to the the red and orange clusters

(3 and 1) occurred around the 230 second mark when the mother got up to put away the

jump box toy and then sat down again in a different position and slightly further away from

the child than before. The brief sections of the orange cluster appear to correspond to the

frames where the mother was leaning forwards and reaching with her hand to touch the toy

or hand a shape over to the child. Shortly after 330 seconds into the video the child started

getting restless again, which matches the more frequent cluster changes in this area.

The mother took out the book around the 365 second mark (just over 6 minutes), and then

attempted to place the child on her lap. We can notice that the following 130 seconds are

where clusters 4 and 5 mostly appeared in this video, and cluster 0 was also common in

this period. Many frames are also unlabelled in this part, due to the detection pipeline

failing to generate two robust detections when the child was seated on the mother's lap.

The dif�culty in detection was ampli�ed by the blurry image of this video and the colors

being very similar.

At approximately the 480 second mark the infant lost interest in the book and crawled

away. There was a lot of movement around the room for the next 100 seconds, and then the

mother reintroduced the jump box toy. This was played with until the end, and this more

static phase is almost solely represented by cluster 2, and generally matches the typical

representative pose of that cluster.

For the individual pose representations it is perhaps less interesting to go over the entire
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progression but, unsurprisingly we can also see that there was no single dominant cluster.

On the other hand, the frequencies of the "static" motion cluster for this video do not give

an indication of its dynamic nature. For the combined motion representation it received

81.9% (only a little below the mean over videos). The parent motion representation is

where more movement was evident, with the static cluster containing 79.1% of frames

(7.4% less than the mean). With the child motion representation, however, the static cluster

has 88.4% of the frames (compared to the mean of 82.7%). A possible explanation here

is that, based on manual viewing, we could witness the child walk around a lot, but the

number of "motion frames" would be in�uenced for the most part by the occurrence of

smaller repetitive hand movements that we probably paid less attention to.

Video 2 - Subject B30641

Figure 4.22. B30641 Combined Pose clusters over time. The X axis displays frame number, which
can be divided by 30 to translate to seconds.

This video exhibits one of the highest frequencies for a single cluster of the Combined

Pose representation, with 93.0% of its frames contained in cluster 6. Of the rest, cluster 0

has 6.4% of the frames. It should be noted that these clusters were adjacent in the t-SNE

plot. Manual inspection of the video showed that indeed the mother was seated in almost

the exact same place and with little variation in pose, for nearly the whole duration of the

interaction. The mother was facing at an approximately 45 degree angle sideways and

away from the camera, so that most of her back was visible, but her right hand was almost

always occluded. Most of the unlabelled frame sections corresponded to moments where

the mother turned her back towards the camera and was mostly occluding the child. For

the most part the child was sitting at a short distance away, but near the end of the video

they came closer. It is likely that these frames still remained in cluster 6 due to the viewing

angle. The t-SNE plot in Figure 4.23 is helpful for visualizing that frames from this video

all belonged to a similar space in the distribution.

For the parent pose representation, the situation was similar with 96.8% of the frames

belonging to cluster 1. For the child representation there is more variation. The most

frequent cluster is 2, containing 46.4% of the frames, followed by 3 and 4 with 21.9% and

20.9%.
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Similarly to what we observed for the previous video, the motion representations do

not appear useful for interpreting this video. Despite the minimal variation in pose, the

frequency for the "static motion" cluster for this video is below the mean for all three

motion representations (for the combined motion and child motion it is even lower than

the frequency for subject B03494).

Figure 4.23. t-SNE plot for the Combined Pose representation with a focus on frames from
B30641, that are marked by X. The plot shows 20 frames from each video (1200 total), selected at

nearly equal intervals
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4.5 Prediction of parenting behavior ratings
Hoping to gain a better understanding of the utility of our feature representation, we trained

prediction models with input based on the clustered representations or combinations

thereof, optimized to predict the annotated parenting behavior ratings. For this task, we

used relatively simple prediction models based on the video cluster distributions. The input

features for our models consisted of, for each video, the percentage of frames associated

with each cluster label. The calculation was based on the number of the video's frames

used for clustering, and did not consider discarded frames. We experimented with utilizing

each of the feature representations mentioned in Section 4.2 individually, and also with

two concatenated combinations of features: Combined Pose concatenated with Combined

Motion (will be referred to as "Pose and Motion"); Parent pose concatenated with Child

pose (we will refer to it as "Parent and Child Pose Concatenated"). The former was chosen

because it could indicate whether the combination of the motion and pose representations

is more informative when taken together. The latter was picked as it provides an additional

means of comparing the parent+child combined pose representation, wherein we have only

used combined normalization and clustering, against the individual representations. For

the number of clusters, we experimented with feature representations obtained by using

either 5, 7 or 10 clusters, but we restrict our reporting to the values considered to be more

suitable for each representation, as motivated in the prior section. These are: 7 clusters

for the combined pose representation, and 5 clusters for all the other representations. The

number of features fed as input into the models for each feature set, corresponds to this

number of clusters.

For the task of predicting Likert-scale ratings, existing literature contains examples of

either regression models [70] or classi�cation [71] as possible choices. Each strategy has

its strengths and weaknesses, and the choice depends on the characteristics of the data

at hand. Regression models take into account the ordinal nature of the data, so a false

prediction of 3 instead of 7 would be penalized much more than with a classi�cation

model. An important point to consider is that although the regression model assumes the

rating is measured on a linear scale, in reality the semantic and subjective meaning of the

difference between a rating of 3 and 4 is not necessarily equal to the difference between a

rating of 5 and 6. Classi�cation models ignore the ordinal aspect of the data, but could

potentially offer more control in predicting the values on the edges of the scale, and thus

fare better in predicting these cases. We were unable to anticipate with certainty which type

of model would be a better �t for our data, and therefore opted to experiment with both.

We trained four kinds of prediction models: A random forest regression model, a random

forest classi�cation model, a support vector machine (SVM) regression model, and a SVM

classi�cation model. Our chosen evaluation metric for the regression models was mean
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absolute error (MAE), where for each video the absolute error was the absolute difference

between the predicted rating and annotated ground truth rating. We preferred this metric

over mean square error (MSE) because we did not want to overly punish larger errors,

which would lead the models to favor predicting the values close to the mean instead of

learning the patterns in the data. For the classi�cation models, we used accuracy as the

evaluation metric.

For each model, we evaluated its prediction performance for each of the three parenting

ratings, and each feature set individually. For each combination of model, label and feature

set, we used grid search with cross-validation to �nd the best-performing hyper-parameters.

Subsequently, we used strati�ed cross-validation with 5 folds to split our dataset into 5

folds, each with 48 training videos and 12 test videos, and for each fold we �tted the

models for each combination of target label and feature set. The results were evaluated

against two baselines:

1. "Distribution baseline" - a baseline acquired by generating random labels based on

the real distribution of the data.

2. "Mean value baseline" - a baseline which always predicted the mean value.
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5. Prediction results

Here we report the results for each tested model. Following that we will use the results

from the random forest regression model to focus on comparison of the feature sets.

The tables below show our results aggregated over the 60 videos. Prediction standard

deviations are also reported as they let us see that some models adopted a strategy of

generating predictions very close to the mean ground truth values, which, although it

may result in a higher performance metric, is not the intended behavior. This happened

mostly for the SVM models trained on motion based features. We can observe that the

performance differences between most different feature representations were relatively

minor and insigni�cant. Still, the highest performing feature was either the parent pose,

child pose, or combined pose representation. In all cases, the models outperformed the

distribution baseline. For "quality of instruction" and "structure and limit setting" ratings,

the regression models also narrowly outperformed the mean value baseline with at least

one feature set. The classi�cation random forest also narrowly outperformed the mean

value baseline for all three ratings, with at least one feature set.

Table 5.1. MAE between predictions and ground truth, and standard deviation of predictions, for
random forest regression model

Table 5.2. MAE between predictions and ground truth, and standard deviation of predictions, for
SVM regression model

Table 5.5 shows the relative feature importance given in the random forest regression

model for each cluster label in each feature set. We can observe, for example, that in the
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Table 5.3. Accuracy scores and standard deviation of predictions for random forest classi�cation
model

Table 5.4. Accuracy scores and standard deviation of predictions for SVM classi�cation model

concatenated parent child feature set, the parent features were much more informative

than the child features in predicting "quality of instruction" and "supportive presence", and

the reverse is true for "structure and limit setting". This matches the performance score

differences seen for the separate parent pose feature set and child pose feature set for these

measures in Table 5.1.

For the non concatenated feature sets the results should be interpreted with additional care,

given the unreliable predictions of the classi�ers and the interrelation of the features (since

they are distribution percentages). However, for "structure and limit setting" there may

be an interesting pattern. The third cluster of the "child pose", where the child is facing

the camera, had a particularly high feature importance score. This possibly matches with

the �fth cluster of the "combined pose", which also received a high feature importance

and generally represents the "child on lap" pose. For the "parent pose" representation,

cluster 4 received the highest feature importance, and the typical pose of this cluster also

has the parent facing the camera. The clusters from these three representations are possibly

aligned, so it is interesting to observe that the feature importance scores followed a similar

trend across the representations. In addition, for "supportive presence", the �rst three

features of the "combined pose" representation ranked much higher on importance than

the rest. These three clusters all have the parent leaning towards or over the child, roughly

at a sideways angle to the camera.
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Table 5.5. Relative feature importance for the random forest regression model. For each set,
features are in the order of the cluster labels. For Parent and Child Pose Concatenated the �rst 5

features are the Parent Pose features, followed by the 5 Child Pose features; For Pose and Motion
the �rst 7 features are the Combined Pose features, followed by the 5 Combined Motion features

For a more detailed impression of how the predictions varied across the feature representa-

tions, Table 5.6 lists all the predictions per video of the random forest regression models

for all feature representations, along with the mean, standard deviation and min/max

of the predictions. Similar tables for the other parenting behaviors can be found in the

appendix. Figure 5.1 shows the random forest regression model's predictions compared to

the ground truth annotations for each video, for three selected feature sets: the combined

pose representation, parent pose, and child pose. The videos are sorted in ascending order

of the GT ratings to make it easier to visualize the overall trend. Furthermore, we applied

Pearson's method to check for correlation between the predictions and the GT ratings.

For "quality of instruction", the correlation coef�cient between the parent pose and GT

was 0.309, with a corresponding p-value of 0.016, indicating a statistically signi�cant but

weak positive correlation. For the combined pose, the correlation was marginally less

signi�cant with a coef�cient of 0.218 and a p-value of 0.095. As seen in the plot, the child

pose representation had a slightly negative correlation with the GT, but a high p-value

of 0.478 indicates that this is not statistically signi�cant. In the case of the "structure

and limit setting" measure, none of the features showed a signi�cant correlation with the

annotations. The highest correlation was for the child pose, with a low coef�cient of 0.106

and statistically insigni�cant p-value of 0.421. For the "supportive presence" measure,

both the combined pose, and parent pose features showed weak positive correlations with

the GT, with coef�cients of 0.235 and 0.247 respectively. However, again these correla-

tions were statistically only marginally signi�cant as the p-values were 0.071 and 0.057

respectively. The child pose representation again had an insigni�cant negative correlation

with the annotations, with a coef�cient of -0.114 and a high p-value of 0.387.
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Video

Name

Child

Pose

Child

Motion

Combined

Motion

Parent

Pose

Parent and Child

Pose Concatenated

Parent

Motion

Combined

Pose

Pose and

Motion

Annotated

GT

B30641 4.65 5.25 4.58 4.40 4.31 4.78 4.18 4.23 3.00

B32884 5.35 4.30 5.48 4.92 5.02 4.73 4.86 5.06 3.00

B35003 5.48 3.98 4.21 4.84 4.70 4.39 4.23 4.26 3.00

B35103 5.32 5.41 5.06 4.19 4.42 4.64 4.57 4.74 3.00

B53434 4.25 4.00 4.57 4.83 4.76 5.64 4.27 4.37 3.00

B62594 4.34 5.16 5.13 4.66 4.42 5.68 4.49 4.65 3.00

B87988 5.25 4.81 4.91 4.97 4.89 4.96 5.24 5.11 3.00

B95773 5.06 4.17 4.61 3.92 3.90 5.13 4.68 4.68 3.00

B03191 4.58 5.99 5.31 4.74 5.38 5.18 4.61 4.78 4.00

B09198 5.44 4.86 4.19 5.27 5.20 4.45 4.94 4.75 4.00

B18705 5.29 3.91 5.58 5.33 5.28 4.83 5.68 5.61 4.00

B19357 5.34 4.65 4.67 4.35 4.49 4.87 4.67 4.56 4.00

B22031 5.29 4.63 4.83 3.92 4.37 4.77 5.12 5.13 4.00

B24006 5.10 4.19 5.25 5.76 5.47 4.42 4.99 5.19 4.00

B30830 3.84 3.99 5.14 5.42 4.85 5.25 4.48 4.83 4.00

B32920 5.34 5.36 5.45 4.91 5.20 4.59 5.22 5.31 4.00

B34209 5.38 5.40 5.06 4.25 4.52 5.10 4.88 5.00 4.00

B73095 5.25 5.13 5.42 5.73 5.64 4.27 5.83 5.53 4.00

B75514 5.02 4.90 5.33 4.18 4.53 4.86 4.26 4.36 4.00

B87193 4.40 4.73 5.18 4.89 4.53 4.81 4.22 4.41 4.00

B92655 4.66 4.07 5.71 5.59 5.49 5.32 5.90 5.89 4.00

B06091 4.39 5.45 4.62 4.64 4.83 5.61 5.22 5.26 5.00

B12608 5.13 5.13 4.87 4.50 4.49 4.64 4.78 4.58 5.00

B21324 5.00 3.92 5.05 5.79 5.52 4.75 5.14 5.16 5.00

B22229 4.64 4.46 5.04 4.82 4.93 5.19 4.64 4.75 5.00

B23553 4.51 5.94 5.01 5.39 5.04 5.33 5.28 5.07 5.00

B26417 5.06 4.87 5.00 3.88 4.37 4.95 4.87 4.99 5.00

B30940 4.51 4.36 4.90 4.61 4.70 4.98 4.83 4.92 5.00

B31001 4.39 5.29 4.55 4.96 4.66 4.99 5.68 4.85 5.00

B34595 5.57 5.74 4.85 5.21 5.37 5.54 5.71 5.49 5.00

B35191 4.90 5.16 3.90 4.75 5.02 5.40 5.65 4.74 5.00

B50284 4.34 4.04 4.67 5.69 5.49 5.03 4.64 4.66 5.00

B51920 5.46 4.29 4.53 5.46 5.28 5.97 5.54 5.37 5.00

B69982 5.18 4.45 5.17 5.05 4.45 5.15 4.73 4.68 5.00

B88560 5.39 4.58 4.94 5.41 5.35 4.44 5.63 5.32 5.00

B88687 5.13 4.73 4.84 4.52 4.94 5.23 4.71 4.89 5.00

B96088 5.04 4.62 5.38 5.77 5.81 4.74 5.45 5.43 5.00

B98523 5.26 5.71 4.58 5.32 5.09 5.33 5.86 5.38 5.00

B98841 4.88 5.12 4.95 4.40 4.38 4.23 4.54 4.65 5.00

B01180 5.15 4.93 4.97 5.42 5.47 5.57 5.36 5.39 6.00

B03486 5.31 6.21 5.31 5.93 5.81 4.96 5.57 5.64 6.00

B03494 4.82 5.28 4.53 5.39 5.08 4.85 4.96 4.84 6.00

B05676 5.60 4.93 4.71 5.59 5.58 4.03 4.92 4.90 6.00

B07524 4.69 5.29 5.18 5.06 5.29 5.21 4.92 4.92 6.00

B09734 5.27 4.57 4.90 5.76 5.54 5.25 5.12 5.04 6.00

B12465 4.44 5.40 4.82 4.62 4.39 4.86 3.94 4.10 6.00

B14719 5.07 4.11 5.20 3.95 4.02 4.30 4.07 4.16 6.00

B15289 5.42 4.00 4.98 5.67 5.61 4.11 5.70 5.56 6.00

B16806 5.04 4.50 4.79 6.12 5.74 5.74 5.70 5.31 6.00

B20199 5.25 4.71 5.09 4.81 4.62 4.70 4.89 4.98 6.00

B23479 4.66 4.47 4.95 5.80 5.28 4.52 5.18 5.07 6.00

B28300 4.85 4.67 4.90 4.99 4.75 4.24 5.51 5.35 6.00

B46724 5.00 5.70 5.00 5.42 5.35 4.56 5.30 5.25 6.00

B88195 5.19 5.77 5.16 5.04 4.97 4.48 5.15 5.13 6.00

B95084 4.91 4.63 4.95 4.96 4.85 4.90 4.97 5.07 6.00

B97389 4.45 6.26 4.60 5.08 4.78 5.25 5.25 5.10 6.00

B08981 5.44 6.06 3.76 4.99 4.78 5.65 4.75 4.04 7.00

B09663 4.48 4.81 4.90 5.65 5.08 4.66 5.20 4.90 7.00

B48446 4.45 5.37 5.14 5.01 4.79 5.23 4.44 4.80 7.00

B98059 4.01 5.89 5.01 4.31 4.27 4.55 4.91 4.91 7.00

Mean 4.95 4.90 4.92 5.01 4.95 4.93 5.00 4.95 4.93

SD 0.42 0.64 0.37 0.56 0.47 0.44 0.49 0.41 1.15

max 5.60 6.26 5.71 6.12 5.81 5.97 5.90 5.89 7

min 3.84 3.91 3.76 3.88 3.90 4.03 3.94 4.04 3

Table 5.6. Random forest regression model predictions, and ground truth labels, for "quality of
instruction" per video
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Figure 5.1. random forest regression model predicted values vs ground truth annotations, per video,
for three selected feature sets. Sorted according to ground truth scores in ascending order
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6. Discussion

In the following sections we will provide additional discussion of our methodology and

results, and consider the impact of the choices made in each part of the pipeline on the

subsequent steps.

6.1 Data pre-processing
Many of the pre-processing steps and �lters implemented in this phase are relatively crude

methods of �ltering out less reliable data and outlier frames. The underlying motivation was

that the �rst milestone we wanted to achieve was obtaining robust and cohesive clusters,

and our clustering method was susceptible to noise. Most of the outliers represented

failure modes of the pose estimation pipeline, often due to issues inherent in the recording

itself, such as truncations and occlusions. Because the focus of this project was not the

pose estimation task itself, we chose to use an existing pipeline that would not be time-

consuming to setup and run. It is likely that a better pose estimation pipeline, especially

one with person-tracking capabilities, could have supplied us with higher quality pose

estimations that consequently would not have required as many processing steps before

the actual clustering. In retrospect, we acknowledge that perhaps spending more time

to implement an alternative pose estimation pipeline would have proven to be a better

decision.

It is worth noting that in our initial plan we had considered switching to a 3D pose

estimation pipeline at a later stage of the project. which is another reason we preferred not

to devote more time to the choice of pose estimation strategy. Employing 3D pose data

could have brought several key bene�ts to our project. Primarily, the addition of depth

would have provided more accurate and detailed proximity information, and helped to

distinguish between situations that are ambiguous from a two-dimensional perspective.

Our choices for the normalization approach and handling of the proximity information

would have been impacted by this. Furthermore, pose representations in 3D are more

nuanced than their 2D counterparts, and as a consequence we would have probably had to

modify our clustering part of the pipeline. However, achieving robust 3D pose estimation is

a considerably more challenging task than 2D pose estimation. The dif�culty is ampli�ed

with the additional hurdle of the scale difference between the parent and child in the PCI

use case. For many of the videos we processed it is unclear whether it would have been

feasible without great effort in accounting for the quality issues plaguing the recordings,

that we previously listed in Section 4.1.1.
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As detailed in Section 4.1.6, large portions of the videos were discarded in our processing

�ow. From our dataset of 60 videos, an average of 10%, and up to 32% of the frames

of an individual video were lost for not having two person detections. A more advanced

logic, synthesizing, or alternating the input from multiple camera views, could have helped

here, and would have probably rendered more videos viable for the pipeline. A further

8% on average, and up to 20% of the frames per video were �ltered out and not recovered

during our pre-processing steps. Moreover, the interpolated frames comprised an average

of 13% of the �nal number of a video's frames that were used for clustering, and in the

extreme case this even reached 32%. While our interpolation gap limit 1 second meant

that the interpolated coordinates would not be drastically different from the real data we

missed, it is still obviously less accurate and inferior to directly using reliably estimated

landmarks, if these were available to us. The A large portion of the frames that we missed

due to the methodological shortcomings and challenges inherent in the data emerged from

several situations. These included instances when the parent and child were in very close

proximity, he child was occluded behind the parent or the child wandered outside the frame.

As a result, our remaining data is biased and these frames are underrepresented in our �nal

data and representation of the videos.

The more innovative part of our pose processing pipeline was in our handling of combined

poses in the interaction context. As far as we are aware from our literature review, a

combined 2D pose representation of two people, based on a combined normalization

approach, has never been used. In part, this decision was made because we wanted to

capture and represent proximity information, and doing that separately would have been

very complex and possibly unfeasible, due to the many variations in frame resolutions

and the effects of zooming or panning. In the next section we will elaborate more on the

outcome of this approach. Another goal of our data pre-processing was to normalize the

data in a manner that would prevent each video's frames from forming their own cluster in

the embedded space due to idiosyncrasies in the technical aspects of the video's recording

or physical features of the people (e.g. angle, person size). The t-SNE plot in Figure A.1

in the Appendix shows that this worked well for the majority of videos.

6.2 Clustering and evaluation of different representations
The assessment and comparison of the various feature representations we constructed out

of the pose landmarks data ended up as the core part of the project. Here, our primary

evaluation method was qualitative - i.e manual inspection of frames from each cluster label

and the t-SNE plots for the distribution of data points. For the pose-based representations,

we could indeed observe cohesive and distinct clusters. Our more innovative representation,

the "combined pose", appears to have integrated some proximity information which
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in�uenced its cluster split, although further statistical testing is required to determine to

what extent that was the case. This more accurate evaluate would be dif�cult to conduct

for the pose data obtained with the current methodology, because besides not containing

3D depth information, it does not provide us with consistent 2D proximity data across

frames and videos, due to the changes in image resolutions and viewing angles.

Our temporal analysis in particular provided strong support for the validity and utility

of the combined pose representation. Using this representation, patterns in the differing

characteristics of the various steps of the interaction task were far clearer to glean than

with the other feature representations (as shown in Section 4.4.5. Furthermore, the patterns

that we noticed in the aggregated data matched the insights based on our manual scanning

of the videos.

The motion-based representations presented a less successful picture. In this case the

formed clusters were not very robust, and the t-SNE plot shows that the data was almost

uniformly spread across the space. There are several possible causes for this. First, we

�ltered many frames with "high" motion that we suspected of being outliers arising from

pose estimation, but some of these could have been correct frames depicting a higher

level of motion. Second, since we did not have stable resolutions and coordinates for

the physical space where the experiment took place, but dealt with individually cropped

frames, we were only able to capture motion of one person relative to the other, instead of

a more informative measure of a person's movement around the room.

With our resulting motion clusters, the type of motions that were captured were mostly

hand motions and distinguishing between the clusters that differ mostly in the direction

of motion does not provide much value without additional context. For the purpose of

identifying frames or longer moments in the video where there was more motion, perhaps a

different approach than clustering would have been more suitable, for instance categorizing

the frames based on simple numerical thresholds or geometry based calculations.

The more in-depth manual evaluation of data from several individual videos further

supported the above claims. The distributions and temporal progression of the pose

clusters did correlate well with some obvious aspects of the interaction that we noticed

upon manual viewing, speci�cally the amount of movement around the room and diversity

in physical behaviors exhibited. The information from the motion clusters, on the other

hand, did not correlate to these observations.

Overall, this gives a promising indication that a quick glance at a video's pose-based

cluster distributions for the different interaction phases could assist a researcher with
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selecting speci�c videos and areas of interest they may want to inspect in more detail. It

should be mentioned that the individual videos we examined were vastly different from

one another, especially when regards to movement and behavior of the parent, but also

from the technical aspect of the camera perspective. To further support this claim, a greater

number of videos should be examined and their relevant attributes evaluated and scored by

quali�ed annotators.

6.3 Prediction models for parenting behaviors
The prediction models for the parent behavior ratings were limited to body pose data as

their input, with no awareness of the data from other modalities. During the project, we

came to learn that the human annotators based their scores primarily on verbal information.

It is reasonable to assume that scores from an expert annotator would be different if they

were to watch the videos without sound. This fact should also lower our expectations for

the models' performance. However, despite the annotators giving signi�cantly more weight

to the verbal clues, correlations likely exist between the physical behaviors expressed in

the body poses and activity and the verbal behaviors. Our machine learning models may

have picked up on some of these correlations during training. This is supported by the

results of our correlation analysis reported in Chapter 5.

Furthermore, the models' performance scores show that even the relatively simple models

performed better than the distribution baseline (i.e better than chance level) with all feature

representations. This is partly due to the models skewing the predictions more towards

the mean value than the real distribution of the labels. For the better performing feature

representations, however, the models equalled or marginally improved on the mean value

baseline while still yielding predictions with a non-negligible level of deviation.

The regression models encountered more dif�culty in predicting the bottom-tier or top-tier

scores (3 and 7 for quality of instruction, 2 and 7 for the rest). Their highest overall

generated prediction was 6.26. The lowest prediction for quality of instruction was 3.76,

and for the other labels it was 3.13. On the other hand, the classi�cation models did

occasionally make predictions for the edge values. The results also showed that for

many representations the SVM models failed to learn any patterns from the features, and

simply optimized by predicting values very narrowly around the mean. This implies that

either these feature sets did not contain patterns that correlated with the ground truth

annotations (as is likely the case for the motion based features), or that the models and

their hyper-parameters were not suitable for the task.
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7. Conclusions

The main objective of the project, as we mentioned in the beginning of this document, was

to derive semantically informative feature representations out of the visual video footage

and detect meaningful patterns in this data. In this section we will return to our research

questions to see how we fared in our mission.

Our �rst research question was:

1. "How much do the measured results differ between types of feature representations?".

We will begin by answering the speci�ed sub-questions.

1a. "Do the results improve when using both parent and child features as input, compared

to using only parent-based features"

Judging by the prediction models' results, the answer to this question would beno. On

the contrary, for the random forest regression model the "parent pose" representation

achieved the best performance out of all feature representations for "quality of instruction"

and "supportive presence", and was not far behind on "structure and limit setting". The

predictions for "quality of instruction" based on this representation even showed a weak

correlation to the annotated ratings. However, a paired t-test showed that the difference

between the "parent pose" and "combined pose" representations was not statistically

signi�cant (with values of 0.84 for "quality of instruction", 0.56 for "structure and limit

setting", and 0.36 for "supportive presence"). Furthermore, given the limitations and overall

performance of the prediction models that we detailed in the previous chapter, care should

be taken in drawing conclusions on the basis of these results. On the other hand, manual

observation and interpretation of the clustering results did indicate an added value provided

by the "combined pose" representation over using the "parent pose" representation. If we

wished to construct a human-understandable video pro�le that is as informative as possible

based on the cluster distributions and progressions throughout the video, we are con�dent

that the "parent pose" alone would be insuf�cient.

1b. "Does adding motion based features improve our measured results or qualitative

interpretation of the interaction?"

Based on the prediction models, the answer to this question is againno. The "pose and

motion" feature yielded very similar scores to the combined pose" feature set. A paired

t-test also showed that the difference in predictions was insigni�cant, with values of 0.13,
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0.28 and 0.46. In this case, our qualitative assessment also supported this conclusion. As

previously discussed, when we examined the content of individual videos, the motion clus-

ter distributions for these videos did not appear to make sense or assist our understanding

of the videos.

Our second research question was:

2. "Can we detect a difference between the separate phases of the interaction experiment?"

According to the results from the temporal analysis described in Section 4.4.5, the answer

to this question isyes. In the histogram plots we could clearly notice that averaged over the

entire dataset, the distributions for certain clusters varied signi�cantly between the separate

phases. The statistical tests detailed in Section 4.4.5 supported this claim. The effect was

stronger for the "combined pose" representation. The most prominent variance was evident

in cluster 4, which greatly increased in frequency at the third phase of the interaction, at

the expense of cluster 1 (When the book was introduced). This is indeed an interesting

pattern and an encouraging outcome that is corroborated by our prior knowledge about the

nature of the interactions. This �nding implies that in future related research, researchers

could zoom in on the interaction phase that is most relevant to their study, and compare

how an individual video's pro�le (as derived from the our methodology) during that time

frame compares to the average pro�le of that time frame.

7.1 Limitations and Future Work
There are many potential avenues of future research to expand this work. First, there are

possible ways to address the limitations which we had mentioned in previous sections.

There are the limitations due to inherent issues in the video footage. Future work to

address these could use more sophisticated logic for selecting the optimal camera views,

including a method to switch from one video to another for different sections of the video.

Another promising direction would be to employ a 3D pose estimation methodology (e.g.

something along the lines of [72]). This would mitigate the problem of occlusions and

provide much more detailed and informative pose estimations, in particular regarding

depth and proximity data. This added data could help with the detection of semantically

meaningful visual cues and situations that would be missed with a 2D representation.

Achieving robust 3D pose estimation is more complicated task however, and choosing

the right method that would cope with the idiosyncratic dif�culties of PCI videos with

uncalibrated cameras is a non-trivial problem. It is unclear whether current state of the

art methods would cope with it, but with the rapid pace of advancements in the �eld, this

would be worth exploring in the future. A second type of limitations are those arising

from our methodology choices, particularly in the pre-processing phase. Fine-tuning the
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�lters to use more precise values and retain more data could help here, but an even better

improvement would likely be achieved by using a more sophisticated pose estimation

pipeline that is speci�cally tailored for sequential video data, instead of running pose

estimations on an individual frame level. If more signi�cant prediction results are achieved,

it would also enable us to more reliably measure the effect of our pose pre-processing steps

on prediction performance (e.g. the gain or loss by changing or skipping a �lter).

Our results suggest that estimated 2D pose landmark data with the level of detail of

current methods, may be insuf�cient for automatically detecting meaningful patterns on

a higher semantic level in the parent-child interaction. Therefore, a second interesting

extension of this research would be the integration of additional modalities into the analysis.

Based on our literature review, detection of semantically higher-level dyadic behaviors

(e.g. synchrony, contingency, leading and following) generally relies on multi-modal data.

There are numerous ways that multi-modal data could be fused and explored, and it would

also allow for more advanced temporal analysis. This is an area of further study that

should already be possible for the PCI context with existing methodologies for extracting

features from visual input. Prime examples of promising modalities that could be coupled

well with the pose data are VFOA and object detections. With multi-modal data that also

incorporates our pose based representations, future work could train sequential machine

learning models in an attempt to improve upon the prediction results our rather simple

models have achieved. Besides using additional technical inputs, another direction could

be to incorporate background contextual information about the participants in the PCI

experiments (socio-economic status, cultural background and age to name a few options,

but there are more possibilities). In addition to contextualizing the outputs of analyzing the

visual modalities, it is possible that building a model that uses the background information

in conjunction with the technically derived features could lead to improved predictions.

With some re�nements and adaptations, our methodology for processing and clustering

2D poses could also be leveraged to automatically generate annotations for future research

projects that incorporate body orientation and activity information as part of their coding

scheme. A recent example of a study with such a coding scheme, also related to the YOUth

project, is [73]. One critical adaptation that would be necessary for this use case is an

added temporal analysis step for the recognition of transitions between clusters that could

represent movements (e.g. "leaning forward"). More generally, at least in the short term

it appears that automated analysis of PCI would not replace human observers, especially

due to the semantic gap between the automatically detected data, which consists of lower-

level semantic features, and more complex behavioral patterns. However, machine-driven

analysis could already complement human evaluations by detecting minute details that are

easily missed by a human, and recognizing trends in large amounts of data.
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Finally, although in this research we focused on the insights into parenting behaviors

that the learned features obtained through our unsupervised pipeline could provide, these

features may prove useful in predicting or providing novel insights into diverse phenomena,

unrelated to interaction analysis. Several potential examples could be infant temperaments,

or detecting indicative signs for conditions such as autism spectrum disorder (ASD), which

may be linked to distinctive movement patterns in children [74].
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A. Appendix

Figure A.1. t-SNE of the "combined pose" representation, indicating the distribution of videos
across the embedded space. This shows that apart from a few videos, most videos did not form

their own cluster in the space

Figure A.2. t-SNE of the cluster distributions feature set of the "combined pose" representation of
the 60 videos. Color coded according to the "quality of instruction" ratings.
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Parent Child

nose 0.97 0.90

left eye 0.96 0.90

right eye 0.94 0.86

left ear 0.95 0.90

right ear 0.66 0.89

left shoulder 0.83 0.82

right shoulder 0.79 0.81

left elbow 0.89 0.79

right elbow 0.79 0.77

left wrist 0.87 0.73

right wrist 0.80 0.73

left hip 0.68 0.67

right hip 0.63 0.67

left knee 0.84 0.51

right knee 0.58 0.51

left ankle 0.49 0.41

right ankle 0.40 0.38

Table A.1. Median joint con�dence scores per person. Calculated after applying the detection
con�dence �lter, ID consistency �x, and bounding box size �lters. Lower body joints tended to

have lower con�dence scores, particularly for the child's joints.

Figure A.3. Annotations distribution for the full dataset of 222 videos
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video_name

frames

missing

detections

missing

detections

interpolated

detection

con�dence

�ltered

detection

con�dence

interpolated

small bbox

�ltered

small bbox

interpolated

big bbox

�ltered

big bbox

interpolated

high motion

before norm

�ltered

high motion

before norm

interpolated

high motion

after norm

�ltered

B01180 167 114 138 120 85 53 0 1 53 146 128

B03191 27 12 68 50 104 65 0 1 15 85 66

B03486 22 5 40 54 147 32 1 4 17 57 25

B03494 99 87 101 72 98 25 0 2 12 30 48

B05676 29 24 43 186 96 74 0 2 5 163 34

B06091 68 59 34 192 108 87 0 0 9 120 37

B07524 37 26 28 61 96 80 0 5 11 88 25

B08981 72 40 236 153 129 29 1 7 32 188 155

B09198 38 32 142 152 124 41 0 5 6 159 203

B09663 82 70 43 140 63 87 2 7 12 89 74

B09734 96 71 96 92 109 49 0 0 25 122 104

B12465 159 153 130 107 77 50 0 1 6 38 6

B12608 36 33 108 233 95 74 0 1 3 71 21

B14719 33 33 320 122 72 76 0 2 0 17 3

B15289 33 33 22 55 116 63 0 2 0 26 6

B16806 104 100 118 197 90 74 0 0 4 120 33

B18705 47 47 135 215 76 63 0 0 0 14 31

B19357 35 35 66 175 86 24 0 1 0 21 5

B20199 105 98 256 175 100 23 2 0 7 44 24

B21324 84 52 21 70 94 71 2 11 32 244 65

B22031 12 12 31 32 152 27 0 15 0 82 6

B22229 99 94 54 63 78 94 0 2 5 33 13

B23479 111 94 147 352 86 58 0 0 17 141 33

B23553 69 52 76 183 71 63 0 0 17 135 52

B24006 159 133 135 201 100 33 0 2 26 123 86

B26417 65 61 95 281 59 97 0 0 4 61 12

B28300 88 56 102 178 75 77 1 2 32 252 130

B30641 62 59 89 127 86 60 0 0 3 14 9

B30830 166 154 146 263 88 39 0 0 12 69 31

B30940 51 49 42 71 127 46 0 2 2 44 7

B31001 33 31 185 205 105 51 0 1 2 97 48

B32884 5 5 111 36 102 63 0 2 0 26 4

B32920 204 194 349 320 55 41 0 0 10 132 118

B34209 18 16 16 83 108 75 0 4 2 114 2

B34595 38 36 42 61 76 84 0 0 2 67 20

B35003 152 112 357 516 40 70 0 1 40 184 69

B35103 86 84 50 98 75 83 0 1 2 16 7

B35191 83 66 374 330 71 26 0 1 17 127 101

B46724 35 33 171 102 97 38 0 0 2 6 22

B48446 32 31 152 72 86 68 2 2 1 129 8

B50284 43 42 73 159 75 87 0 0 1 4 5

B51920 155 121 393 483 50 85 0 0 34 259 103

B53434 178 176 133 196 82 69 0 0 2 21 1

B62594 103 100 144 164 74 56 0 0 3 67 27

B69982 134 109 125 219 103 22 0 5 25 150 11

B73095 100 81 115 161 85 62 3 3 19 234 67

B75514 37 29 194 286 87 12 0 0 8 167 44

B87193 57 55 91 163 52 101 0 0 2 25 8

B87988 158 150 269 472 70 27 0 0 8 39 36

B88195 83 83 45 97 135 22 0 1 0 66 86

B88560 102 79 130 198 77 51 0 0 23 181 121

B88687 10 5 2 47 126 59 0 3 5 187 85

B92655 187 161 247 259 61 67 0 0 26 116 113

B95084 122 60 117 467 62 87 0 4 62 402 56

B95773 21 19 31 27 84 83 0 2 2 20 0

B96088 43 4 17 132 111 61 0 1 39 438 45

B97389 82 69 137 197 85 56 0 2 13 59 10

B98059 70 64 164 164 77 68 0 3 6 118 88

B98523 63 46 53 59 94 67 1 4 17 118 10

B98841 9 9 14 35 123 55 0 0 0 13 8

Table A.2. Counts of frames discarded and interpolated per �lter type, for all videos
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video_name Initial frame count Good frames Interpolated frames Final frame count Filtered frames
Frames

missing detections

B01180 3901 2404 434 2838 404 659

B03191 3601 3025 213 3238 253 110

B03486 3751 3303 152 3455 230 66

B03494 3551 2244 216 2460 259 832

B05676 3701 3027 449 3476 178 47

B06091 4301 3535 458 3993 188 120

B07524 3751 3248 260 3508 160 83

B08981 3876 2678 417 3095 553 228

B09198 3701 2776 389 3165 475 61

B09663 3701 2741 393 3134 194 373

B09734 3601 2748 334 3082 334 185

B12465 3651 2363 349 2712 219 720

B12608 3901 3104 412 3516 227 158

B14719 3726 2787 250 3037 395 294

B15289 3726 3350 179 3529 144 53

B16806 4151 2963 491 3454 245 452

B18705 3901 2585 339 2924 242 735

B19357 3451 2062 256 2318 157 976

B20199 3801 2260 340 2600 389 812

B21324 3551 2794 448 3242 214 95

B22031 3701 3292 168 3460 189 52

B22229 3801 3210 286 3496 150 155

B23479 3751 2587 645 3232 283 236

B23553 3601 2366 433 2799 216 586

B24006 3901 2331 492 2823 347 731

B26417 3601 2887 500 3387 170 44

B28300 3701 2557 565 3122 340 239

B30641 3551 2744 260 3004 187 360

B30830 3701 2299 525 2824 277 600

B30940 3751 3219 212 3431 178 142

B31001 3901 2810 385 3195 340 366

B32884 3601 3096 132 3228 217 156

B32920 3726 1620 687 2307 532 887

B34209 3851 3375 292 3667 128 56

B34595 3776 2938 248 3186 140 450

B35003 3601 1834 883 2717 506 378

B35103 3601 2978 282 3260 134 207

B35191 3400 1682 550 2232 563 605

B46724 3775 2543 179 2722 292 761

B48446 3951 2792 302 3094 249 608

B50284 3625 3059 292 3351 154 120

B51920 4575 2199 948 3147 580 848

B53434 4000 2842 462 3304 218 478

B62594 3600 2407 387 2794 248 558

B69982 3551 2183 505 2688 264 599

B73095 3701 2560 541 3101 289 311

B75514 3650 1668 494 2162 333 1155

B87193 3551 2890 344 3234 153 164

B87988 3701 1754 688 2442 383 876

B88195 3676 2826 269 3095 266 315

B88560 3701 2133 509 2642 351 708

B88687 3751 3226 301 3527 218 6

B92655 3676 2180 603 2783 447 446

B95084 3776 2326 1020 3346 297 133

B95773 3701 3148 151 3299 117 285

B96088 3601 2753 636 3389 212 0

B97389 3551 2579 383 2962 245 344

B98059 3701 2541 417 2958 335 408

B98523 3576 2969 294 3263 175 138

B98841 3651 3347 112 3459 145 47

Table A.3. Frame counts per video and processing status.
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Figure A.4. Proportions of frame processing statuses for all videos

Figure A.5. Child pose cluster progression for all videos
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Figure A.6. Parent pose cluster progression for all videos
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