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Abstract 

Dark patterns are ethically questionable design choices that are made with the intention to 
steer users of digital systems towards business-preferred outcomes. These patterns have 
received increased attention from both scholars and regulators. As many different dark 
patterns have been identified, this raises the question of which dark patterns are unacceptable 
and which dark patterns are somewhat more tolerable. One of the aspects that can be 
considered to determine the acceptability of dark patterns is “dark pattern blindness”: a 
phenomenon that describes situations where end-users are unable to recognize a dark 
pattern. The first and main research aim of the current study was to investigate to what extent 
users can recognize different dark patterns whilst using a system to perform a real-world task. 
The second research aim relates to the System Darkness Scale (SDS), which was designed by 
Bergman (2021) to allow researchers to measure the perceived “darkness” of a system. As this 
scale was developed based on (two versions of) a single system, one question is whether it is 
also applicable to other types of systems. More specifically, whether it can differentiate 
between a version of these systems with dark patterns and a version without dark patterns. 
To investigate these two research aims, three digital systems were created: a theatre website, 
a file-exchange website, and an anti-virus application. Each of these systems had a dark 
version with dark patterns and a light version without dark patterns. In an online experiment 
(n = 30) participants performed a task in two of these three systems, one of which would always 
be a dark version and the other would always be a light version. Afterwards, participants were 
asked to evaluate both of the systems that they had used using the SDS. Subsequently, 
participants were shown screenshots of the dark system version that they had used and were 
asked whether they recognised any dark pattern when they had been using the corresponding 
screen (though without mentioning this specific term). With regard to the main research aim, 
results of the experiment showed varying dark pattern blindness levels depending on the 
specific dark pattern instance. Notably, the dark pattern instances of the sneak into basket 
type, the roach motel type, the forced action + sneaking category, and the bait and switch type 
had relatively high recognition levels, with the former two even being recognised by all of the 
participants that were (assumed to be) exposed to these dark patterns. In contrast, several 
dark pattern instances had relatively high blindness levels. Amongst others, the dark pattern 
instances of the obstruction category (as applied to a cookie banner), the false hierarchy type 
(as applied to a cookie banner as well), the hidden costs type and the trick question type were 
not noticed by one-third or more of the (exposed-to) participants. On average, the 
participants fully recognised almost half of the patterns that they were (assumed to be) 
exposed to and did not notice roughly one-third of the dark patterns. Unfortunately, the 
recognition and blindness levels cannot be generalised to a larger population or to other 
instances of the same dark pattern type. Amongst others, because of the small sample size 
and because the same dark pattern type can be implemented in different ways and contexts 
that may result in different recognition levels. With regard to the second research aim, the 
current study failed to proof that the System Darkness Scale can differentiate between the 
dark and light version of the file-exchange and anti-virus system – which might be due to low 
statistical power. The comparison of the scores for the dark and light version of the theatre 
system did result in a significant result, although this could not be interpreted as a significant 
difference in means. Future studies might further investigate dark pattern blindness by using 
a larger sample size, by assessing different dark pattern types or different instances thereof, 
and by including these in different contexts. In turn, this may provide insights that can 
contribute to the question of dark pattern acceptability, and by extension, the efforts to better 
protect users from unacceptable dark patterns.
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1. Introduction 

Dark patterns are ethically questionable design choices that steer users towards provider-
preferred outcomes. They represent a phenomenon that has received increased attention from 
both scholars and regulators. They are also highly diverse as different types of dark patterns 
have been identified, some of which may be more severe than others. However, at the time of 
writing, the exact boundaries between admissible and inadmissible designs are still unclear 
(Bongard-Blanchy et al., 2021). This raises the question of what dark patterns are truly 
unacceptable and what dark patterns are somewhat more tolerable or should perhaps not even 
be considered as dark patterns. 
 
The current thesis features a study that consists of two research aims. The first and main 
research aim directly relates to the aforementioned problem and concerns “dark pattern 
blindness” which describes situations where users are unable to recognize certain dark 
patterns when they encounter them – a term that (to the knowledge of the researcher) was 
first used by Di Geronimo et al. (2020). More specifically, the main research aim is to find out 
to what extent dark pattern blindness is present for different dark patterns when users 
perform real-world tasks within digital systems. In turn, this is one of the several aspects that 
might help to answer the question of dark pattern acceptability. The second research aim 
relates to the System Darkness Scale (SDS). This scale was developed by Bergman (2021) to 
measure the perceived “darkness” of a system. As this scale was developed based on a single 
system, one question is whether it is also applicable to other types of systems (Bergman, 
2021). More specifically, whether it can differentiate between a version of these systems that 
includes dark patterns and a version that does not include any dark pattern.  
 
The remainder of this thesis is structured as follows. First, a literature review is presented that 
provides an overview of existing dark pattern studies (§2). Whilst this literature review 
includes works that are directly related to the current study; it also aims to provide a 
somewhat broader overview of dark patterns. To this end, the related works section is divided 
into nine subsections that each highlight different aspects of dark patterns. However, apart 
from a few exceptions, dark patterns are not discussed from the perspective of designers, from 
a legal perspective, from a gaming perspective, or from the perspective of novel types of user 
interfaces (such as those based on voice-interaction, virtual reality, or augmented reality). 
This is because these areas fall too far outside of the scope of the current study. The 
snowballing technique was used to identify relevant studies, mainly based on reference 
tacking, though sometimes also based on citation tracking. However, no predefined procedure 
or set of inclusion criteria was used. After the literature review, the two aforementioned 
research aims are discussed in more detail (§3) and the methodology is discussed that was 
used to investigate the corresponding research questions (§4). Subsequently, the results (§5) 
and conclusions (§6) of the study are presented. Lastly, the limitations of the study are 
discussed together with potential directions for future research (§7).  
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2. Related Research 

This section provides an overview of some of the existing works that are related to dark 
patterns. Firstly, the notion of dark patterns is introduced (§2.1). Secondly, an overview is 
provided of the different types of dark patterns that have been identified (§2.2). Thirdly, an 
overview is provided of the potential threats of dark patterns (§2.3). Subsequently, the 
prevalence of some of these patterns is discussed (§2.4). Furthermore, an indication is 
provided regarding the potential effectiveness of dark patterns (§2.5) and several mechanisms 
are laid out that might underly the workings of these patterns (§2.6). Thereafter, users’ 
perceptions of dark patterns (§2.7) and the phenomenon of dark pattern blindness (§2.8) are 
discussed. Lastly, an overview is provided of existing and potential future countermeasures 
against dark patterns (§2.9). 
 
2.1 Introduction to Dark Patterns 

2.1.1 Defining Dark Patterns 

The term “dark patterns” was first introduced by Harry Brignull, a user experience practitioner 
with an academic background in cognitive science (Gray et al., 2018). He defined dark patterns 
as “user interfaces that have been designed to trick users into doing things they wouldn’t 
otherwise have done, or to prevent users from doing the things they want to do” 
(DarkPatterns.org, n.d.-b, Home section). Examples of dark patterns are hidden service costs 
that are only revealed on the last page before ordering a product, cookie banners where 
accepting all cookies is considerably easier than declining all cookies, or pop-ups that keep 
asking users to enable notifications until they give in and finally do so.  
 
At the time of writing, literature on dark patterns has been rapidly growing (Mathur et al., 
2021). Within these works, varying definitions of dark patterns have been used (Mathur et al., 
2021). Rather than going over every definition, five properties are mentioned that can be used 
to characterise dark patterns. Whilst the researcher mostly based these upon dark pattern 
literature, it should still be noted that not every researcher might fully agree with all of the 
characteristics. In addition, it should be noted that Brignull has since changed the name of 
dark patterns to “deceptive design patterns”. The current study will use the original term as 
this is what most of the to-be-discussed literature refers to. 
 
Dark patterns are design choices for digital systems 

The first characteristic of dark patterns is that they are design choices for digital systems. 
Most of the dark pattern literature focusses on websites or apps as used on smartphones, 
laptops, or desktop computers – with the latter two devices being featured in the current 
study. However, in theory, dark patterns can also be present in other types of digital systems, 
even those with non-traditional interfaces such as natural language interfaces (e.g., for voice-
controlled speakers) or proximal interfaces (e.g., for interactive billboards). The design 
choices of dark patterns generally relate to the part of digital systems that users experience 
and interact with. More specifically, the user interface - the means by which users interact 
with a computer (Oxford University Press, n.d.-a). Dark patterns are therefore sometimes 
referred to as “interface elements” (Gunawan et al., 2021, p. 1) or “user interface design 
choices” (Mathur et al., 2019, p. 1). Some of the design choices of dark patterns are mainly 
related to the form of the user interface whilst others are more related to the functionality of 
the system, in which case the interface is only “the messenger”. An example of a form-related 
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design choice would be to hide a certain option from users by placing it within a complex 
menu structure or by giving the corresponding button a colour that is hard to see. An example 
of a functionality-related design choice is to disallow users to delete their user account or to 
cancel their subscription, and instead, to provide a message that users should contact 
customer support. It is however not always easy to clearly distinguish between form and 
function and some design choices related to dark patterns seem to be somewhat in between. 
 
Dark patterns aim to influence users’ behaviour to achieve provider-preferred outcomes 

The second characteristic of dark patterns is that they are used to influence users’ behaviour 
in order to achieve outcomes that are preferred by the provider of the digital system (such as 
a business). More specifically, dark patterns can be used with the intent to steer users towards 
actions that are advantageous for the provider Conversely, they can also be used with the 
intent to steer users away from actions that are disadvantageous for the provider. Narayanan 
et al. (2020) observe that dark patterns generally aim for three outcomes: getting users to 
spend more money, getting users to provide more data, and getting users to provide more 
attention. In turn, dark patterns can thus be used make a service or product more successful 
and to increase profit (Maier & Harr, 2020).  
 
Dark patterns use ethically questionable mechanisms to influence users’ behaviour 

As reflected in the second characteristic, dark patterns are used to influence users’ behaviour. 
However, the influence of design on behaviour is not necessarily surprising, nor is it 
necessarily bad. As argued by Redström (2006), the design of technology is inherently 
persuasive. With regard to presenting decisions, Weinmann et al. (2016) even argue that there 
is no way to present a choice in a “neutral” manner. However, for dark patterns, a key aspect 
are the means by which they aim to influence behaviour. This related to the third 
characteristic, which is that dark patterns use ethically questionable mechanisms. In various 
works, dark patterns are described as exploiting (Forbrukerrådet, 2018), coercing (Mathur et 
al., 2019), manipulating (Bongard-Blanchy et al., 2021), deceiving (Mathur et al., 2019), or 
tricking (DarkPatterns.org, n.d.-b) users. Depending on the type of dark pattern, not all of 
these terms may apply. For example, not every dark pattern “tricks” or “deceives” users 
(Mathur et al., 2021). The previously mentioned pop-up that keeps asking users to enable 
notifications is a dark pattern, but it does not seem to evoke any false beliefs. As such, the 
specific means by which the dark pattern works can differ, yet one commonality is that their 
acceptability is questionable. This is reflected in the ethical concerns that are mentioned or 
further investigated in various works about dark patterns (e.g., Gray et al. 2018; Gray et al. 
2020; Maier & Harr, 2020). As mentioned by Luguri & Strahilevitz (2021), dark patterns test 
the limits of ethics and law. However, some individuals might find a certain pattern type to 
be unethical whilst others might consider the pattern to be perfectly acceptable. Moreover, 
the same dark pattern may be evaluated differently depending on the context in which it is 
used.  For example, the specific goal that it is used for and the user group that it is targeted 
towards. To reflect these points, the third characteristic is explicitly phrased as “ethically 
questionable” rather than “unethical”. With regard to testing the limits of the law, one might 
also question whether dark patterns are currently illegal or ought to be in the future. At the 
time of writing, it seems that several dark pattern instances are potentially unlawful (e.g., see 
ACM, 2020; Luguri & Strahilevitz, 2021; Nouwens et al., 2020) – although it should be stressed 
that this might differ depending on the situation in which they are used, and the laws of the 
country in-question. 
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Dark patterns may potentially lead to adverse effects for end-users 

The fourth characteristic of dark patterns is that they may lead to adverse effects for end-
users. Dark patterns may lead to decisions that users would not have made if they were to be 
“fully informed and capable of selecting alternatives” (Mathur et al., 2019, p. 2). In other 
words, they may lead to behaviour that is not necessarily aligned with users’ intentions or 
best interests (Gunawan et al., 2021). Mathur et al. (2019) further exemplify this by noting 
that dark patterns may at best cause annoyance and frustration, and at worst cause financial 
loss, the provision of considerable amounts of personal data or addictive behaviour. As such, 
on one hand, dark patterns are used to promote provider-preferred outcomes (as reflected in 
the second characteristic), and on the other hand, they have the potential to cause adverse 
effects for end-users (as reflected in the fourth characteristic). In turn, this illustrates that 
dark patterns de-emphasize user values in favour of provider-values (Gray et al., 2018) and 
that they are used to benefit the providers rather than users or society (Gunawan et al., 2021). 
Later in this section, the threats of dark patterns are discussed in more detail (see §2.3). As a 
nuance to this characteristic, it should be noted that not every dark pattern necessarily causes 
adverse effects. Moreover, if a dark pattern does cause an adverse effect, then this is not 
necessarily to an equal extent compared to other dark patterns. Lastly, the effects of dark 
patterns are not necessarily the same for every user as individuals may react differently to the 
same dark pattern. As will be discussed, certain user-groups might be more vulnerable than 
others (see §2.5 and §2.8). 
 
Dark patterns may recur and can be documented as design patterns 

The fifth and last characteristic of dark patterns is that they may recur across various systems, 
and therefore, that they can be documented in the form of “design patterns”. The word “recur” 
is not used to imply that the dark patterns are exactly the same, but rather that they have 
certain commonalities with regard to their design. This has allowed researchers to categorise 
these designs into several (types of) dark design patterns. As explained by Bösch et al. (2016), 
a design pattern is a solution for a certain problem. It abstracts away from any specific use 
case such that it can be reused in similar situations (Bösch et al., 2016). In other words, design 
patterns provide reusable solutions for recurring problems. In a sense, one might consider 
dark patterns to be common “solutions” for the “problem” of getting users to perform 
provider-preferred actions. However, as will be discussed in a subsequent part of this section 
(see §2.1.2), it is not necessarily the case that providers implement a dark pattern instance by 
retrieving the “blueprint” thereof from some pre-existing shared repository of dark patterns. 
Rather, various providers may discover similar dark patterns in an independent and 
“accidental” manner whilst conducting very specific tests related to the system that they are 
working on. Nevertheless, this might still result in researchers or users identifying similar 
interface designs “in the wild” that seem to recur across various systems. As such, dark 
patterns can be seen as design patterns from the perspective of researchers and end-users, yet 
they may not always be used as such from the perspective of providers. 
 
2.1.2 Origins of Dark Patterns 

Over the past decades, various trends may have led to the emergence of dark patterns. Three 
of such potential trends are identified by Narayanan et al. (2020): (a) deceptive and 
manipulative retail practices, (b) nudging, and (c) growth hacking.  
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The first trend encompasses the spectrum of deceptive and manipulative techniques from 
physical retail. Some of these are illegal, yet others are legal and have become normalised 
(Narayanan et al., 2020) – though once again, this may differ depending on the country. One 
technique is psychological pricing (Narayanan et al., 2020). For example, setting a price of 
999,98 euro instead of 1000 euro. Another technique is the use of advertisements that make 
false claims (Narayanan et al., 2020). For example, falsely claiming that the store is closing, 
and that therefore a sale is being held (Narayanan et al., 2020). Yet another technique is that 
of bait-and-switch advertisements (Narayanan et al., 2020) where a customer is enticed with 
a misleading advertisement (the “bait”) and subsequently persuaded into buying something 
that is more expensive (the “switch”) (Oxford University Press, n.d.-b). 
 
The second trend is that of nudging. Thaler and Sunstein defined nudges as “private or public 
initiatives that steer people into particular directions, but that also allow them to go their own 
way” (Thaler & Sunstein, 2009, as cited in Mathur et al., 2021, p. 6). Nudges are based upon 
research from psychology and behavioural economics that reveals that humans do not always 
make rational decisions. Rather, humans often use mental shortcuts that may lead to 
irrational, yet predictable behaviour (see §2.6.3). Based on these insights, the environment in 
which users make decisions can be adjusted. In other words, the “choice architecture” is 
altered to change people’s behaviour in a predictable way (Thaler & Sunstein, 2008, as cited 
in Mills, 2020). However, to be seen as a nudge, this change should be easy to avoid, should 
not forbid any options, nor should it significantly change economic incentives (Thaler & 
Sunstein, 2008, as cited in Mills, 2020). Such nudges can then be used by governments and 
other organisations to benefit the people that they serve or employ (Thaler & Sunstein, 2009, 
as cited in Narayanan et al., 2020). Examples are the promotion of healthy eating choices by 
altering the position of food (Bucher et al., 2016). Another example is the promotion of organ 
donation by making the corresponding choice opt-out rather than opt-in (Narayanan et al., 
2020). Even though nudging has faced criticism, it has been embraced by many policymakers 
(Schmidt & Engelen, 2020). However, knowledge about nudging can also be used to steer 
people towards outcomes that benefit providers rather than users. 
 
The third trend is that of growth hacking. Growth hacking is a term that became popular in 
2010 and initially described improvised short-term growth strategies that were used by start-
up companies (Rice, 2020). This then evolved into the practice of companies to continually 
conduct experiments (Rice, 2020). According to Bohnsack & Liesner (2019) it uses a 
combination of marketing, data analysis and coding. With regard to dark patterns, a key 
practice is the use of A/B-testing. With this type of testing, subsets of users are randomly 
served two or more variants of web pages (Narayanan et al. 2020). These variations may be 
based upon psychological research. For example, about nudging. However, they may also 
encompass seemingly trivial changes that still have the potential to substantially change user 
behaviour (Narayanan et al. 2020). For example, consider a webshop that wants to increase 
the number of product orders. The webshop may then A/B-test different positions, styles or 
labels for the add-to-cart button. The real-life behaviour of users can then show whether any 
one of the button variants results in more product orders. If one variant does, then it might 
be incorporated as the new add-to-cart button. According to Kohavi & Thomke (2017), several 
leading companies annually conduct more than 10.000 online controlled experiments that 
involve millions of users. They further note that start-ups and companies without digital roots 
also run them on regular basis – albeit on a smaller scale. Whilst A/B-testing is not inherently 
wrong, it does have the danger of resulting in dark patterns. As noted by Luguri & Strahilevitz 
(2021), dark patterns are presumably proliferating as A/B-testing has shown that they lead to 
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greater profits. Note that this relates to the previously mentioned point that – at least in some 
cases - dark patterns may not be used as traditional design patterns (see §2.1.1). A provider 
may simply find that a certain interface change increases the metric that is to be maximised 
without necessarily understanding the underlying psychological mechanism nor having based 
the changes on any pre-defined blueprint. As a last point, A/B-testing by companies was 
already established before 2010 – the year in which the growth hacking term was introduced. 
As such, one could argue that - rather than “growth hacking” - the third trend is perhaps 
better described as the popularisation of company-controlled online experiments. 
 
2.1.3 Concepts Related to Dark Patterns 

There are certain concepts that are highly related to dark patterns. These are anti-patterns, 
bright patterns, nudges, sludges, and persuasive technology. Each of these terms are 
elaborated on below. As will be discussed, the distinction between these terms is not always 
clear. 
 
Anti-patterns 

Anti-patterns are “recurring solutions that create more problems than they solve” 
(MacDonald, 2019, p. 193). They are examples of bad design and may be the result of a lack of 
skill (Gray et al., 2018). In the context of games, Zagal et al. (2013) mention other potential 
causes such as making bad trade-offs or a lack of time and resources. Just like with dark 
patterns, anti-patterns can also result in adverse effects such as a negative user experience. 
However, with dark patterns, malicious intent is assumed (Gray et al., 2018). In contrast, this 
is not the case for anti-patterns which are rather assumed to be the result of the previously 
mentioned causes. As Bösch et al. (2016, p. 239) put it: anti-patterns are the “don’ts for good 
intentions” whilst dark patterns are the “dos for malicious intents”. This also means that the 
difference between these terms is related to the designer’s intent rather than the design 
features of a pattern (Greenberg et al., 2014). By extension, this means that the same pattern 
can be either a dark pattern or an anti-pattern depending on what the original aim was of the 
designer (Greenberg et al., 2014). 
 
Bright patterns 

As discussed, dark patterns are used with the intent to promote provider preferred outcomes. 
However, in theory, the same pattern could also be used to promote certain outcomes that are 
seen as beneficial for end-users. Graßl et al. (2021) investigated this by using the design of 
dark patterns to steer users towards privacy-friendly options rather than privacy-unfriendly 
options (see §2.5). They then refer to these privacy-friendly designs as “bright patterns” 
(Graßl et al., 2021) – though one might also extend the concept to contexts that are not related 
to one’s privacy. Depending on the designers’ intent, the same pattern can thus not only be a 
dark pattern or an anti-pattern (as discussed previously), but also a bright pattern.  
 
Nudges and Sludges 

As previously discussed, nudges aim to steer people into certain directions (see §2.1.2). Dark 
patterns also aim to steer people into certain directions. In this regard, both dark patterns and 
nudges seem to be similar. As a result, one might question what the differences are between 
nudges and dark (and bright) patterns. 
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An initial difference that one might point out is that nudges are intended to benefit the people 
that encounter them whilst dark patterns are intended to benefit providers. However, Thaler 
(2015, para. 16) writes that “many companies are nudging purely for their own profit and not 
in customers’ best interests”. As such, nudges might just as well be used for purposes that do 
not benefit customers. Conversely, one might relate nudges that do benefit people to the 
previously discussed concept of bright patterns. 
 
Another (and perhaps clearer) difference between nudges and dark patterns is that nudges can 
also occur outside of digital systems. For example, recall the relocation of displayed foods to 
nudge people towards more healthy diets. In contrast, dark (and bright) patterns are always 
related to digital systems. This however still leaves the question of how dark patterns are 
different from nudges that are used within digital systems, which are known as “digital 
nudges”. As explained by Weinmann et al. (2016), digital nudges use interface design 
elements to guide the behaviour of users in digital choice environments. These “digital choice 
environments” can be any user interface where users are required to make judgements or 
decisions (Weinmann et al., 2016).  
 
A last difference that one might point out is the previously mentioned set of requirements 
that a design should satisfy in order to be seen as a nudge. As noted, the requirements are that 
nudges should be easy to avoid, that they should not forbid any options, and that they should 
not significantly change economic incentives (Thaler & Sunstein, 2008, as cited in Mills, 
2020). If a dark (or bright) pattern does not satisfy one of these requirements, then it cannot 
be seen as a digital nudge. An example of a dark pattern that violates these requirements is 
one that allows people to easily create a user account but makes it very hard or (nearly) 
impossible to remove the account. Given the definition of Thaler & Sunstein, this is not a 
(digital) nudge as it is not easy to avoid. However, even this example can be placed within the 
lexicon related to nudging by means of a subsequently introduced term called “sludging”. 
Sunstein (2020, p. 3) defines sludges as “excessive or unjustified frictions”. According to Mills 
(2020), examples of such frictions are changes in pleasure or comfort, changes in social costs 
or changes in cognitive burdens, thereby encouraging or discouraging certain decisions. 
 
The aforementioned points illustrate that it is very hard to clearly distinguish digital nudges 
and sludges from bright and dark patterns. Moreover, as there are competing definitions for 
both dark patterns (see Mathur et al., 2021) and nudges and sludges (see Mills, 2020; Sunstein, 
2020), this further complicates any investigation into the potential differences between these 
terms. Nonetheless, it is clear that digital nudges and sludges have considerable overlap with 
bright and dark patterns. In a sense, they can be seen as two sets of terms that originate from 
different fields, but often describe phenomena that are roughly the same. This overlap is 
reflected in a report by the Norwegian Consumer Council where it is stated that they include 
“examples of how service providers use dark patterns to nudge users” (Forbrukerrådet 2018, 
pp.12-13). Furthermore, Graßl et al. (2021) even use the term “design nudges” in their 
definition of dark and bright patterns. 
 
Persuasive Technology 

Another term related to dark patterns is that of persuasive technology. In his book on 
persuasion Fogg (2003, p. 1) defines persuasive technology as “any interactive computing 
system designed to change people’s attitudes or behaviors”. Fogg also introduces several ways 
by which technology can be used for persuasive purposes. These are sometimes referred to as 
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Fogg’s persuasive strategies. Examples are reduction where technology is used to simplify 
complex behaviour, tunnelling where technology guides users through a certain process, and 
suggestion where technology provides suggestions at opportune moments (Fogg, 2003, p. 255). 
There are many more techniques mentioned by Fogg (for an overview, see Fogg, 2003, p.225-
261) and there are also several other persuasive theories that can potentially be applied within 
technology (Harjumaa & Oinas-Kukkonen, 2007). Regardless of the specific techniques, a 
relevant question is whether dark patterns can be seen as a form of persuasive technology. As 
discussed, two characteristics of dark patterns are that they direct towards provider-preferred 
actions and that they are design choices for digital systems. As such, dark patterns are both 
designed to change behaviour and technology based. In this sense, one might thus consider 
dark patterns to be persuasive technology. Gray et al. (2018) even note that certain dark 
patterns bear resemblances to some of Fogg’s persuasive strategies. As a counterargument, 
one could argue that persuasive technology was meant to benefit users. However, just like 
with nudging, persuasive technology can also be used for the benefit of providers. As 
mentioned by Fogg (2003, p. 221) “one common intention behind a growing number of 
persuasive technologies is to sell products and services”. Moreover, Fogg (2003, p. 6) 
acknowledges that persuasive technology can be used in an unethical manner. However, with 
regard to ethics, one could argue that some dark patterns go further than mere persuasion by 
manipulating or even coercing users. Mathur et al. (2021) discuss how manipulation and 
coercion can be seen as distinct from persuasion. They note that persuasion contains a 
forthright appeal to conscious decision making whilst coercion forces or threatens users to 
perform a certain action. Conversely, they argue that manipulation subverts decision making 
and induces a false believe of making one’s own choices (Mathur et al., 2021). An example of 
a dark pattern that may be seen as manipulative is a webshop that falsely claims that a product 
is in low stock. An example of a dark pattern that may be seen as coercive is an operating 
system that forces one to run an update in order to shut down the computer. Still, the 
boundaries between manipulation and persuasion are both fuzzy and context dependent (Van 
Dijk, 2006) – something that is perhaps less of a problem for the term of coercion. As such, 
whether dark patterns can be considered persuasive technology seems to be dependent on the 
type of pattern and the specific definitions that are used for persuasion and manipulation.  
 
2.1.4 Grey Areas of Dark Patterns 

As previously indicated, there is no standard definition for dark patterns. This is illustrated 
by Mathur et al. (2021) who analysed 19 definitions of dark patterns from academic literature 
and documents related to law and policy. They found considerable variation with regard to 
the facets that were mentioned in these definitions. As such, there is some ambiguity with 
regard to dark patterns. Two specific aspects of ambiguity are discussed below. 
 
The first is related to intentionality. As discussed, the distinction between anti-patterns and 
dark (or bright) patterns is based upon the designer’s intent rather than the design itself. A 
dark pattern was said to be intentionally designed in a malicious manner whilst an anti-
pattern is not designed with any malicious intent but rather the result of poor design. 
Theoretically speaking, this seems like a clear distinction. It is however hard to apply in 
practice as it is not always known what the intentions of the designers were. In these 
situations, there thus remains uncertainly of whether a certain pattern is an anti-pattern, a 
dark pattern, or a bright pattern. 
 



14 
 

The second aspect directly relates to the question of dark pattern acceptability: which dark 
patterns are truly unacceptable, and what dark patterns are somewhat more tolerable? – a 
problem that has been identified as relevant for future regulatory efforts (Luguri & 
Strahilevitz, 2021). Or even more fundamentally: when can a design pattern be considered a 
dark pattern? (Mathur et al., 2021). As pointed out by Bongard-Blanchy et al. (2021), no clear 
boundaries have been determined regarding admissible and inadmissible designs. Within this 
problem, a key question is what aspects of dark patterns should be considered to determine 
acceptability. There are various aspects that might help to answer this question such as to 
what extent a dark pattern can cause adverse effects (see §3), how effective a dark pattern is 
in influencing behaviour (see §5), what mechanisms are used by a dark pattern to influence 
behaviour (see §6), how users subjectively perceive the acceptability of a dark pattern (see §7), 
and whether users are aware of a dark pattern when they encounter one (see §8) . As discussed, 
the latter aspect is investigated as part of the current study (see §1 and §3.1) However, each 
of the previously mentioned options does have downsides. For example, subjective severity as 
reported by end-users may decrease as people get used to certain dark patterns. Users may 
also not be fully aware of the potential dangers of some dark patterns. With regard to adverse 
effects, it may be hard to track and quantify the specific consequences of a dark pattern. In 
addition, the same dark pattern could be used within multiple contexts. For example, using a 
dark pattern to get users to subscribe to a newsletter might result in less adverse effects 
compared to the use of the same pattern to get users to subscribe to a paid service. With regard 
to effectivity, differences may emerge depending on the type of users. For example, a certain 
pattern might be very low in effectivity for most users, yet very high in effectivity for smaller 
yet more vulnerable user groups. As noted, one can also look at the mechanisms of dark 
patterns. However, a pattern may use multiple underlying mechanisms, or it may rely on 
mechanisms that are unknown. As a more general alternative, one could say that a pattern 
becomes dark if its mechanism involves any form of manipulation, deceit, exploitation of 
users or subversion of decision making. It is however hard to determine the boundaries of 
these terms – something that may be partially subjective and something that may also vary 
depending on the used definition. For example, at what point is something to be considered 
manipulative or subversive of intentions? These downsides illustrate the complexity of 
determining the admissibility of dark patterns. It also means that – for some readers – certain 
dark patterns that are referenced to in the current work might not seem sufficiently “dark” to 
be labelled as such. However, as the question of dark pattern acceptability is still an open one 
at the time of writing, the current section does not exclude any patterns on this basis.  
 
2.2 Types of Dark Patterns 

Within literature, several taxonomies have been proposed that identify different types of dark 
patterns. Technically, the use of “type” is somewhat superfluous. However, it is used within 
this work to stress that the same dark pattern can still have different implementations and 
that it can be used within different contexts. Firstly, an overview is provided of the taxonomy 
by Gray et al. (2020) and the taxonomy by Brignull. Secondly, an overview is provided of the 
taxonomies as proposed by other dark pattern literature. Thirdly, a short reflection is provided 
on the complexities of trying to map dark patterns into a taxonomy. 
 
2.2.1 Dark Pattern Taxonomy by Gray et al. (2018) 

Gray et al.’s (2018) dark pattern taxonomy consists of five broad categories: (1) nagging, (2) 
obstruction, (3) sneaking, (4) interface interference and (5) forced action. Each of the latter 
four categories contain several dark pattern types, including the twelve dark pattern types 
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from Brignull’s original taxonomy. These two taxonomies are therefore discussed together. 
An overview of the dark pattern categories and types can also be seen in Table 1. 
 
Nagging 

The first dark pattern category is that of nagging: “a minor redirection of expected 
functionality that persists over one or more interactions” (Gray et al., 2018, p. 5). In other 
words, the system repeatedly interrupts users by presenting them with a task other than the 
one that they were originally performing (see Figure 1). These interruptions can be pop-ups, 
but also audio notices or other means that draw the users away from their current tasks (Gray 
et al., 2018). Gray et al. (2018) mention the example of an app that repeatedly presents users 
with a pop-up dialogue. This pop-up dialogue asks users to turn on notifications. However, 
users are only able to answer with “OK” or “Not Now”. There is no “Never” option. As such, 
users that do not want to turn on notifications will repeatedly see the pop-up and will 
repeatedly have to click on “Not Now”. Presumably, some users might get tired with 
continuously dismissing the pop-ups and eventually give in by selecting the provider-
preferred action – at which point the pop-up is not shown anymore.  
 
 

 

Figure 1. An example of a dark pattern from the nagging category. Note that this example is 
not a screenshot from an actual system but rather a fictional recreation that is based upon 

one of the real-world examples as provided by Gray et al. (2018, p. 5). 

Obstruction 

The second dark pattern category is that of obstruction: “making a process more difficult than 
it needs to be, with the intent of dissuading certain action(s)” (Gray et al., 2018, p. 5). There 
are three specific dark pattern types that belong to this category. However, note that not all 
patterns from the obstruction category are necessary part of one of these three types. 
 
Roach Motel. Roach Motel is a dark pattern type from Brignull. It describes situations that are 
easy to get into but hard to get out of (DarkPatterns.org, n.d.-c). An example is a website 
where it is easy to create a user account but very difficult to remove an account. It might for 
example be hard to find the “delete account” button, users might be required to go through 
various screens, or users might even be required to contact customer support. 
 
Price Comparison Prevention. Price Comparison Prevention also is a dark pattern type that was 
identified by Brignull. It describes situations in which retailers make it difficult to compare 
the price of two items, thus reducing the ability to make an informed decision 
(DarkPatterns.org, n.d.-c). An example is a grocery store which does not include the price per 
weight for every product, in turn making it harder to determine which product is cheaper or 
more expensive (DarkPatterns.org, n.d.-f). 
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Intermediate Currency. The dark patten type of intermediate currency describes situations in 
which goods or services are paid for with a virtual currency, which in turn must be bought 
using real money (Gray et al., 2018). The virtual currency is presumably used to disconnect 
users from the real value of the product or service, which in turn might lead to different 
spending behaviour (Gray et al., 2018). An example is a mobile game that allows users to 
unlock certain skins or perks which cost a certain amount of in-game “coins”. In turn, these 
coins can be obtained as an in-app purchase with real money. 
 
 

 

Figure 2. An example of the roach motel dark pattern from the obstruction category. In the 
example, users can subscribe by filling in an online form but have to contact customer 

support to cancel the subscription. Note that this is not a screenshot from an actual system 
but rather a fictional creation based on the discussed definition of the dark pattern.  

Sneaking 

The third dark pattern category is that of sneaking: “attempting to hide, disguise, or delay the 
divulging of information that is relevant to the user” (Gray et al., 2018, p. 5). As explained by 
Gray et al. (2018), sneaking can be used in situations where users might object to certain 
actions if they are given certain relevant information. For example, the costs of a certain 
action. There are four specific dark pattern types that belong to the sneaking category. All of 
these four dark pattern types were identified by Brignull. 
 
Forced Continuity. Forced continuity describes situations in which a provider starts charging 
users without any warning after a trial-period has ended (DarkPatterns.org, n.d.-c). Such a 
trial-period may for example be provided to try out a certain application. When the trial has 
ended, the system starts charging users with a monthly price without any clear notice. 
 
Hidden Costs. The hidden costs pattern type describes situations in which unexpected charges 
are presented at the last step(s) of a checkout process (DarkPatterns.org, n.d.-c). An example 
might be a webshop were one sees a certain total price in the shopping cart. However, in the 
checkout page the total price is higher due additional service costs, delivery charges or taxes 
that were not mentioned in any earlier page. 
 
Sneak into Basket. The sneak into basket pattern describes situations in which retailers to try 
sneak another product into a user’s digital shopping cart (DarkPatterns.org, n.d.-c). A fictional 
example would be a webshop where a user tries to purchase new desk-lamp. The user 
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searchers the whished-for lamp and adds it to his or her shopping cart. When opening the 
shopping cart, another product has been automatically added: a set of light bulbs (see Figure 
3). If the user notices this addition, he or she must manually remove it from the basket. 
 
Bait and Switch. The bait and switch pattern “makes it apparent that a certain action will cause 
a certain result, only to have it cause a different, likely undesired result” (Gray et al., 2018 p. 
6). Brignull mentions an example where users are provided with a notice that their operating 
system is scheduled to be upgraded (DarkPatterns.org, n.d.-a). The window that provides this 
notice allows users to click on “OK” or “Upgrade Now”. However, when users click on the “X” 
button to close the window, the system will still perform the upgrade on the scheduled time. 
Another example as mentioned by Gray et al. (2018) is a game that put the button to conduct 
an in-app purchase on the spot that normally contained the button to start a new game, 
presumably in the hopes that users accidently tap the former button based on muscle memory. 
 
 

 

Figure 3. An example of the sneak into basket pattern from the sneaking category. Note that 
this is not a screenshot from an actual system but rather a fictional creation based on the 

discussed definition of the dark pattern. 

Interface Interference 

The fourth dark pattern category is that of interface interference: “any manipulation of the user 
interface that privileges specific actions over others, thereby confusing the user or limiting 
discoverability of important action possibilities” (Gray et al., 2018, p. 7). This category 
“manifests as numerous individual visual and interactive deceptions” (Gray et al., 2018, p. 7).  
In some situations, it might be somewhat difficult to distinguish this category from others. 
For example, one could say that some patterns from the obstruction category also privilege 
certain actions over others (e.g., by obstructing the ability to opt-out from something) and 
that some patterns from the sneaking category also limit discoverability (e.g., by hiding certain 
information). In the estimation of the researcher, a distinctive characteristic is that patterns 
from the interface interference category often seem to favour certain actions over others based 
on visual design choices (such as those regarding colour, position, and size), linguistic 
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choices, or interaction design choices for certain control elements (such as buttons and 
checkboxes). There are several specific dark patterns that belong to the interface interference 
category. 
 
Hidden Information. The dark pattern type of hidden information describes “options or actions 
relevant to the user but not made immediately or readily accessible” (Gray et al., 2018, p. 7). 
Examples are the use of discoloured text, fine print or terms and conditions to hide certain 
options or information (Gray et al., 2018). As noted, differences with the sneaking category 
may be that this mostly (though not fully) concerns visual changes and the hiding of user 
options (e.g., buttons or checkboxes) rather than the hiding of information only. 
 
Preselection. The dark pattern type of preselection describes “any situation where an option is 
selected by default prior to user interaction” (Gray et al., 2018, p. 7). As noted by Gray et al. 
(2018), the default option often is the one that is preferred by the provider. An example is the 
installation-wizard of an application that has a pre-checked checkbox to share usage data with 
the provider. 
 
Aesthetic Manipulation. The dark pattern type of aesthetic manipulation describes “any 
manipulation of the user interface that deals more directly with form than function” (Gray et 
al., 2018, p. 7). This pattern type encompasses multiple other dark pattern types: misdirection, 
toying with emotion, confirmshaming, false hierarchy, disguised ads, and trick questions. These 
are discussed below. 
 
Misdirection. Brignull’s misdirection dark pattern aims to focus the attention of users on one 
thing in order to distract them from another thing (DarkPatterns.org, n.d.-c). An example is a 
website where users can ask questions (Gray et al., 2018). The website makes it look like the 
answers are behind a paywall, but they are in fact freely accessible at the bottom of the page. 
Note that Gray et al. (2018) do not explicitly include misdirection as a separate pattern in their 
taxonomy. Rather, they consider it to be a part of their aesthetic manipulation pattern that was 
described above. 
 
Toying with emotion. Brignull’s toying with emotion pattern includes “any user of language, 
style, color, or other similar elements to evoke an emotion in order to persuade the user into 
a particular action” (Gray et al., 2018, p. 7). An example is a webshop with a countdown timer 
that seems to indicate how fast the user must act to obtain delivery within a certain timeframe 
(Gray et al., 2018). However, when the countdown has finished, the timer resets and starts 
counting down again (Gray et al., 2018). 
 
Confirmshaming. Brignull’s confirmshaming pattern describes “the act of guilting the user into 
opting into something” by wording the option to decline “in such a way as to shame the user 
into compliance” (DarkPatterns.org, n.d.-c, Confirmshaming section). An example is a 
website that asks users to subscribe to a newsletter about food recipes (Gray et al., 2018). To 
decline the subscription, users must select “No thanks, I’ll have a microwave dinner tonight”. 
Note that Gray et al. (2018) do not explicitly include confirmshaming as a separate pattern in 
their taxonomy but rather consider it part of their toying with emotion pattern that was 
described above. 
 
False Hierarchy. The false hierarchy pattern “gives one or more options visual or interactive 
precedence over others, particularly where items should be in parallel rather than 
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hierarchical” (Gray et al., 2018, p. 7). In turn, this might convince users to select the option 
with precedence as it could seem like this is the best or only option (Gray et al., 2018). An 
example is an installation wizard where a certain option is greyed out, thereby making it look 
like this option is unselectable whilst this is in fact not the case (Gray et al., 2018). 
 
Disguised Ad. Brignull’s disguised ad pattern describes “adverts that are disguised as other 
kinds of content or navigation, in order to get you to click on them” (DarkPatterns.org, n.d.-
c, Disguised ads section). An example is an advertisement on a website that allows users to 
download software (DarkPatterns.org, n.d.-d). The advertisement includes a “download now” 
button (DarkPatterns.org, n.d.-d) – yet not for the program that users are viewing. 
 
Trick Questions. Brignull’s trick questions pattern describes questions that use “confusing 
wording, double negatives, or otherwise leading language to manipulate user interactions” 
(Gray et al., 2018, p. 8).  A trick question may “appear to ask one thing, but when read carefully 
it asks another thing entirely” (DarkPatterns.org, n.d.-c, Trick questions section) In turn, 
users may respond to these questions in a way that they did not intent to (DarkPatterns.org, 
n.d.-c). 
 

 

Figure 4. An example of the hidden information and preselection patterns from the interface 
interference category. Note that this is not a screenshot from an actual system but rather a 

fictional recreation that is based upon one of the real-world examples as provided by Gray et 
al. (2018, p. 7). 

Forced Action 

The category of forced action describes “any situation in which users are required to perform 
a specific action to access (or continue to access) specific functionality” (Gray et al., 2018, p. 
8). A previously mentioned example is that of an operating system requiring an update in 
order to restart the computer. Another example is provided in Figure 5. Three more specific 
dark pattern types are part of the forced action category. 
 
Social Pyramid. The social pyramid pattern “requires users to recruit other users to use the 
service” (Gray et al., 2018, p. 8). An example is an online game that provides in-game rewards 
when users get friends to play the game as well (Gray et al., 2018). According to Gray et al. 
(2018), this pattern also encompasses Brignull’s friend spam pattern. This latter pattern asks 
users for their email address or social media permissions under the pretence that it will be 
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used for a desirable purpose (DarkPatterns.org, n.d.-c). However, it then spams the user’s 
contacts with messages that look like they were sent by the user (DarkPatterns.org, n.d.-c).  
 
Privacy Zuckering. Brignull’s privacy zuckering pattern “tricks users into sharing more 
information about themselves than they intend to or would agree too” (Gray et al., 2018, p. 
8). For example, by selling user data to third parties and by only including this information in 
the terms and conditions or privacy policy. As mentioned by Brignull, this mainly takes place 
behind the scenes (DarkPatterns.org, n.d.-g). 
 
Gamification. The last dark pattern type is that of gamification. It describes “situations in which 
certain aspects of a service can only be "earned" through repeated (and perhaps undesired) 
use of aspects of the service” (Gray et al., 2018, p. 8). This repeated and time-consuming use 
is also known as “grinding” (Zagal et al., 2013). It should be noted that gamification can also 
be used for various positively intended purposes, and that it may encompass a variety of 
game-design elements other than the one as described above (e.g., see Kapp, 2012). As such, 
one could argue that gamification is too broad of a term for the aforementioned dark pattern 
and that the term of grinding is perhaps better suited. 
 
 

 

Figure 5. An example of a pattern from the forced action category. In this example, users are 
forced to use the operating system-provided internet browser if they want to perform a 

search using the search bar in the operation system. Note that this is a fictional recreation 
that is roughly based on a real-world example and not a screenshot from an actual system. 

Table 1. Overview of the dark pattern taxonomy by Gray et al. (2018). Note that the last four 
patterns from the interface interference category are part of aesthetic manipulation. 

Dark Pattern  
Category 

Dark Pattern  
Type 

Description  
(Cited from Gray et al., 2018, pp. 5-8) 

Nagging - Redirection of expected functionality that persists 
beyond one or more interactions 

Obstruction 

- Making a process more difficult than it needs to be, with 
the intent of dissuading certain action(s) 

Roach Motel A situation that is easy to get into, but difficult to get 
out of 
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Price Comparison 
Prevention 

Making direct price comparisons between products and 
services difficult 

Intermediate Currency Users spend real money to purchase a virtual currency 
which is then spent on a good or service 

Sneaking 

- 
Attempting to hide, disguise, or delay the divulging of 
information that is relevant to the user 

Forced Continuity 
Continues to charge the user after the service they have 
purchased expires 

Hidden Costs Provides users with a late disclosure of certain costs 

Sneak into Basket Adds items not chosen by the user to their online 
shopping cart 

Bait and Switch 
Makes it apparent that a certain action will cause a 
certain result, only to have it cause a different, likely 
undesired result 

Interface Interference 

- Manipulation of the user interface that privileges 
certain actions over others 

Hidden Information 
Options or actions relevant to the user but not made 
immediately or readily accessible 

Preselection 
Any situation where an option is selected by default 
prior to user interaction 

Aesthetic Manipulation Any manipulation of the user interface that deals more 
directly with form than function 

Toying with Emotion 
Any use of language, style, color, or other similar 
elements to evoke an emotion in order to persuade the 
user into a particular action 

False Hierarchy 
Gives one or more options visual or interactive 
precedence over others, particularly where items should 
be in parallel rather than hierarchical 

Disguised Ad 
Ads disguised as interactive games, or ads disguised as a 
download button or other salient interaction the user is 
looking for 

Trick Questions 

A question that appears to be one thing but is actually 
another, or uses confusing wording, double negatives, 
or otherwise leading language to manipulate user 
interactions 

Forced Action 

- Requiring the user to perform a certain action to access 
(or continue to access) certain functionality 

Social Pyramid Requires users to recruit other users to use the service 

Privacy Zuckering Tricks users into sharing more information about 
themselves than they intend to or would agree to 

Gamification 
Situations in which certain aspects of a service can only 
be "earned" through repeated (and perhaps undesired) 
use of aspects of the service 
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2.2.2 Other Dark Pattern Taxonomies 

Besides Brignull and Gray et al. (2018), several researchers and institutions have proposed 
other taxonomies of dark patterns and/or identified additional dark pattern types. An 
overview of these is provided in Table 2.  Instead of discussing each of the taxonomies in 
detail, their general context and some notable dark patterns are highlighted. 
 
Bongard-Blanchy et al. (2021) do not introduce a new taxonomy but rather collected a 
selection of dark patterns based on other works. Two of these patterns are discussed here as 
they are not explicitly included in other taxonomies. One pattern is when a system provides a 
single set of consent options for terms or settings that should have separate consent options 
(bundled consent). For example, a situation where the user can only accept both the terms of 
service and analytical cookies together as opposed to (e.g.) accepting the terms of service but 
declining the cookies. The other pattern is when a system automatically plays a new video 
when another video has ended (auto-play). Whilst this pattern specifically refers to video, one 
can imagine that it might also be used for other types of content. 
 
Bösch et al. (2016) proposed a taxonomy that specifically focusses on privacy-related dark 
patterns. Examples are making privacy settings unnecessary complex or hard to understand 
(privacy zuckering), requiring a user account whilst this is technically not necessary for a 
service (forced registration), or the storage and processing of data from non-users via users 
that have opted-in to share their data (shadow user profiles) (Bösch et al., 2016). 
 
Conti & Sobiesk (2010) created a taxonomy of malicious interfaces but do not use the term of 
“dark patterns”, which Brignull coined during the year in which this work was published. One 
notable aspect of their taxonomy is that it seems to feature a lot of dark patterns that are 
related to advertising. Examples are the use of attention-grabbing visuals to get users to focus 
on an advertisement (distraction), exploiting errors such as mistyped links that lead to 
advertisements (exploiting errors), interrupting users’ tasks for purposes such as showing 
advertisements (interruption), or restricting functionality for purposes such as disallowing 
users to skip advertisements (restricting functionality) (Conti & Sobiesk, 2010). 
 
The Norwegian Consumer Counsel (Forbrukerrådet, 2018) analysed the interfaces that three 
big tech companies presented to users with regard to data collection settings. This analysis 
was conducted in the context of the then new General Data Protection Regulation (GDPR). By 
analysing these screens, they identified several dark patterns. Examples are the positive 
framing of data sharing options whilst not mentioning any potentially negative consequences 
(framing), warning users of a loss of functionality when choosing certain privacy-friendly 
options (rewards and punishment), pressuring users to decide upon privacy settings at a 
provider-determined time without offering a clear option to postpone these decisions (forced 
action and timing), and telling users that they are “in control” without offering sufficiently 
substantial options to exercise this control (illusion of control) (Forbrukerrådet, 2018). 
 
Gray et al. (2020) analysed a community thread (or “subreddit”) on the Reddit-platform where 
users post examples of designs that benefit companies at the expense of their users. Based on 
this, Gray et al. (2020) identify several properties of designers that create such interfaces. Note 
that these are thus technically not seen as dark patterns. Examples include automatically 
performing relevant user tasks without first asking the user about this (automating the user 
away), intentionally providing ambiguous or false information (misrepresenting), not 
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disclosing the full costs of something upfront and subsequently asking to user to pay for 
further functionalities (nickling-and-diming), and “trapping” the users into a situation such 
that they perform a provider-preferred interaction (entrapping) (Gray et al., 2020). In the latter 
case, a user might want to remove a certain app, but is not able to first delete their payment 
information and may therefore keep the app installed (Gray et al., 2020).  
 
Greenberg et al. (2014) created a taxonomy of dark patterns and anti-patterns for proxemic 
technology that is based upon interactions in a physical space. An example would be a public 
billboard that can sense whether users are in the vicinity and then take a certain action based 
on this information. Whilst proxemics is not the focus of the current work, this taxonomy is 
included to provide an impression of how dark patterns may stretch beyond traditional user 
interfaces. Amongst others, the proxemic dark patterns include attracting the attention of 
users that are walking by (the attention grabber), requiring users to walk into a certain location 
in order to receive a certain service (the milk factor), or starting a not-asked-for action when 
users are “captive” within a certain space (the captive audience) (Greenberg et al., 2014). In the 
latter case, a user might be using a public mirror, upon which the mirror starts displaying an 
advertisement (Greenberg et al., 2014). 
 
Gunawan et al. (2021) created a selection of quite specific dark pattern types. They do not 
have separate names but only descriptions. An example is a pattern where the terms of service 
or privacy policy are not mentioned during the user registration process. Another example is 
a pattern where no explicit consent is asked for the terms of service or privacy policy. Rather, 
agreement is assumed when continuing to use the system. Yet another example is a pattern 
where free and premium content is visually indistinguishable within a system. Due to the large 
number of dark patterns in Gunawan et al. (2021), they are not included in Table 2. Instead, 
see Gunawan et al. (2021) for an overview of their selection. 
 
Lacey & Caudwell (2019) propose an additional dark pattern: the “cute” appearance of home 
robots (cuteness of robots). They explain how this cuteness may stimulate short-term user 
actions that are not in their long-term interest, that it may reduce users’ agency, and that it 
may be used to collect data of users’ emotional responses (Lacey & Caudwell, 2019). 
 
The French National Commission on Informatics and Liberty (Chatellier et al., 2019) 
investigated how User Experience (UX) design influences choices within the digital world. As 
part of their report, they provide a broad taxonomy that contains many dark pattern types. 
Examples include asking for consent to collect data at a moment in which the provider knows 
that users are typically in a hurry (last minute consent), changing the rules, options or 
formulations of settings within a service or making it hard to compare these against other 
services such that users cannot easily build a routine to apply their preferences (comparison 
obfuscation), and the use of certain visuals for the opposite of what they are generally 
understood to represent (wrong signal). 
 
Mathur et al. (2019) also introduced a taxonomy of dark patterns when they investigated the 
prevalence thereof in shopping websites. As Mathur et al. (2019) analysed the shopping 
websites using a partially automated technique, these dark patterns are mostly (yet not 
exclusively) text based. Examples are messages that indicate that a product is low in stock 
(low-stock message), messages that indicate that there is a high demand for a certain product 
(high-demand messages), testimonials of which the origins are unclear (testimonials), and 
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messages that indicate that a deal or discount will expire without mentioning a concrete 
expiration data (limited-time message) (Mathur et al., 2019). 
 
Lastly, Zagal et al. (2013) created a taxonomy of dark patterns within games. As noted, the 
current work does not focus on games. However, similar to the proxemics-based taxonomy, 
this taxonomy is included to provide an impression of how dark patterns can also be applied 
within systems other than (conventional) apps and websites. Examples are allowing players 
to pay money in order to gain a certain amount of in-game progress (pay to skip) and 
encouraging users to spend money in order to increase their in-game status compared to other 
players (monetized rivalries). 

Table 2. Overview of several other dark pattern taxonomies. 

Dark Pattern 
Source 

Dark Pattern  
Type 

Description 
 (Paraphrased from dark pattern source) 

Bongard-Blanchy 
et al. (2021) 

Auto-play A new video is automatically played when another one has 
ended 

Bundled Consent Consent is asked for multiple terms or settings that should 
have individual consent options 

Bösch et al. (2016) 

Privacy Zuckering Privacy settings are hard to understand, unnecessarily complex 
or unnecessarily specific 

Bad Defaults Defaults are set to privacy unfriendly options, thereby 
stimulating or easing the sharing of personal data 

Forced Registration 
Registration is required but unnecessary for the functionality 
that is provided 

Hidden Legalese 
Stipulations 

Exploiting the phenomenon that most users do not read or 
understand terms and conditions by hiding privacy-related 
stipulations in this document without informing the user in a 
more user-friendly manner. 

Immortal Accounts 
Deletion of a user account and the corresponding data is not 
possible or unnecessarily complex 

Address Book 
Leeching 

Storing the contact list of a user and using this data for 
purposes that the user has not been informed about 

Shadow User Profiles 
Situations where users that opted-in to share data have data 
from non-users that will also be stored and processed without 
their knowledge or consent 

Conti & Sobiesk 
(2010) 

Coercion 
System requires a certain user action or “threatens” the user 
with negative outcomes if a certain action is not performed (for 
example, by requiring certain user information) 

Confusion Asking questions or providing information that users do not 
understand. 

Distraction 
Capture users’ attention by exploiting perception, thereby 
distracting them from their original task (for example, by using 
flashy advertisements) 

Exploiting Errors 
Taking advantage of user errors in order to achieve provider-
preferred goals (for example, a mistyped link that leads to an 
ad) 

Forced Work Intentionally increasing the amount of work for users 
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Interruption 

Interrupt the user’s task (for example, by forcing a user to view 
something or by using hyper-sensitive interface elements such 
as ads that display when you hover over a certain part of the 
screen) 

Manipulating 
Navigation 

Information or navigational designs that are structured in a 
way such that they direct towards provider-preferred goals 

Obfuscation Hiding information or interface elements that are relevant to 
the user (for example, by using low contrast colours) 

Restricting 
Functionality 

Functions that users require to perform a task are either 
limited or not included (for example, preselected options with 
no button to unselect all) 

Shock Presenting content to users that is disturbing and/or 
potentially harmful 

Trick 
Misleading users through invisible behaviour, lies or spoofed 
content and interfaces (for example, ads with lies or disguised 
as news, the silent installation of software) 

Forbrukerrådet 
(2018) 

Default settings Setting defaults to the least privacy-friendly options and 
possibly also hiding part of these settings 

Ease 
Making it easier to set privacy-unfriendly options through 
visual cues, positioning, or a larger number of steps that is 
required for the privacy-friendly option 

Framing 
Framing the privacy-unfriendly option as positive whilst 
leaving out any of the negative aspects of such an option 

Rewards and 
Punishment 

Warning users that opting out of a certain privacy-unfriendly 
option will lead to the loss of functionality or that the 
alternative is to delete one’s user account 

Forced Action and 
Timing 

Pressuring users to decide upon privacy settings at a provider-
determined time without offering a clear option to postpone 
these decisions 

Illusion of Control Telling users that they are in control of their own data without 
providing users with sufficient options to exercise this control 

Gray et al. (2020) 

Automating the User 
Away 

Performing an essential task in a (partially of fully) automatic 
manner without first asking the user for consent 

Two-faced Confusing users by providing contradictory information 

Controlling 
Interrupting, restricting or directing a user’s task flow (for 
example, by using pop-ups that cannot be skipped or by 
excluding the option to delete a user account)  

Entrapping 

Misleading users in a way that is hard to avoid or correct such 
that they perform a provider-preferred action (for example, not 
being able to delete confidential information before removing 
an app, thereby trapping users into keeping the app). 

Nickling-And-Diming 

Getting users to spend more money than they originally 
intended to by not disclosing the total price required for the 
full service upfront but rather (continuously) asking users to 
pay more for certain otherwise restricted functionalities. 

Misrepresenting Tricking users into performing provider-preferred actions by 
providing incorrect or ambiguous information 
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Greenberg et al. 
(2014) 

The Captive Audience 
Proxemic system starts a not-asked-for action when it senses 
that a user is busy within a certain location (for example, 
display an ad on a mirror that someone is using) 

The Attention 
Grabber 

Proxemic system senses a user walking by and tries to attract 
and sustain the user’s attention 

Bait and Switch 
Proxemic system attracts attention by showing something 
desirable, but then presents something else when users 
provide their attention or move closer 

Making Personal 
Information Public 

Proxemic system makes certain personal information public 
when moving into a certain area (for example, a showing a 
user’s weight when sitting on a bench). 

We Never Forget 
Proxemic systems save data from past proxemic interactions 
and use these for new interactions in a manner that might be 
inappropriate given the new context 

Disguised Data 
Collection 

Proxemic system collects user data and creates a user profile 
without having consent from the user 

The Social Network of 
Proxemic Contacts or 
Unintended 
Relationships 

Proxemic system creates a social network based on the user’s 
tracked proxemic relation with others, however some proxemic 
relations with others are wrongly assumed to be social 
relations   

The Milk Factor Proxemic system requires a user to (first) move to/through a 
certain location to obtain a certain service 

Lacey & 
Caudwell, (2019) 

Cuteness of Robots 
The use of “cute” robot designs to make users act in ways that 
are not in their long-term interest, to reduce the agency of 
users, or to collect data of users’ emotional responses 

Chatellier et al. 
(2019) 

Safety Blackmail 

During logins “under pressure” (for example, after setting a 
password or after placing an order) users are asked for personal 
information that is unnecessary for the service to function, 
(potentially) under the pretext of enhanced security 

Just Between You and 
Us 

Asking users for personal information that is unnecessary for 
the service to function, yet with the promise that such data 
remains invisible for others, that it will remain under the 
user’s control or that it will be used to enhance the service 

False Continuity 

Asking users for their (e-mail) address when they want to read 
a certain article and then using this address to subscribe users 
to a newsletter without mentioning this or by only mentioning 
this in very small writing 

Improving the 
Experience 

Encourage users to share more data with the argument that it 
will enable (more) customisation and an improved user 
experience 

Default Sharing Options that share user information are preselected 

Trick Question 
Writing a question in a manner such that some inattentive 
readers may think that the question means the opposite of 
what is actually stated 

Last Minute Consent Asking for consent to collect data at a moment in which the 
provider knows that users are typically in a hurry 

Attention Diversion 

Drawing users’ attention to a certain part of a screen in order 
to distract from other parts of the screen that may be useful for 
the users (for example, a colourful “continue” button with a 
small of grey “configure” button) 
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Comparison 
Obfuscation 

Making it harder for users to build routines to set certain 
settings by deviating from how other services do this or by 
changing the settings, rules or formulations within a service 

Wrong Signal 

Use of certain visuals for the opposite that they generally are 
understood to represent (for example, showing a padlock 
symbol to indicate security whilst this is not necessarily the 
case) 

Blaming the 
Individual 

Use of language to make users feel guilty about the choices 
that they have made 

Impenetrable Wall 
Requiring an account or the acceptation of tracking cookies to 
access a service, even though this is not necessary for the 
functionality of the service 

Making it Fastidious 
to Adjust 
Confidential Settings 

Settings that promote data sharing are easy to set whilst 
settings that are more privacy-friendly are harder to set 

Repetitive Incentive 
Inserting of continuous requests and incentives to share data 
that interfere with the path that users want to take within a 
system 

Obfuscating Settings Making settings so fine-grained and complicated that users are 
discouraged from setting their preferences  

Bait and Change A certain setting provides a different result than the user 
expects 

Chameleon Strategy 

A third party uses the style of a first party website to make it 
look like a continuation of a previously started process (for 
example, the ordering process of a train ticket also includes a 
car renting service from a partner) 

Camouflaged 
Advertising 

Disguising advertisements as an interface element or non-
advertisement content such that some users may click on it 

Mathur et al. 
(2019) 

Sneak into Basket 
Adding products to a user’s shopping cart without an explicit 
indication from the user that he or she wants the product in 
question 

Hidden Costs Revealing additional costs just before ordering  

Hidden Subscription Offering a free-trial or one-time payment for a service, yet 
subsequently charging a recurring fee 

Countdown Timer Showing a (potentially false) countdown timer with the exact 
time that is remaining for a certain deal 

Limited-Time 
Message 

Showing a (potentially false) message that a certain deal will 
expire without providing the exact time that is remaining 

Confirmshaming Using emotional language that shames users to direct them 
away from making certain choices 

Visual Interference Using visuals and style to direct users towards provider-
preferred choices or to direct them away from other choices 

Trick Questions Using language that is confusing to direct users towards 
provider-preferred choices 

Pressured Selling 
Preselecting expensive product variants or pressuring a user 
into purchasing more expensive product variants or 
complementary products 

Activity Message Providing (potentially false) indications of user activity on a 
website 
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Testimonials Providing (potentially false) testimonials that are of unclear 
origin 

Low-Stock Message Providing (potentially false) indications that a product is in low 
stock 

High-Demand 
Message 

Providing (potentially false) indications that a product is in 
high demand 

Hard to Cancel 
Making it easy to sign up for a service but difficult to cancel the 
service 

Forced Enrollment Requiring users to create a user account or to share certain 
information in order to perform a certain task 

Zagal et al. (2013) 

Grinding 
Requiring players to spend needless (and perhaps hard to 
estimate) amounts of time in order to make in-game progress 
by preforming tasks that are repetitive and tedious 

Playing by 
Appointment 

Requiring players to play at certain times or on certain dates in 
order to achieve in-game progress and to avoid the in-game 
loss of value 

Pay to Skip 

Allowing players to pay in order to gain a certain amount of in-
game progress within the game, sometimes whilst also 
decreasing the effectivity of progressing by playing the game 
without payment 

Pre-Delivered 
Content 

Certain in-game functionality is already present within a paid 
for game but can only be accessed through a separate purchase 

Monetized Rivalries Encouraging players to spend money in order to increase their 
in-game status compared to other players 

Social Pyramid 
Schemes 

Providing in-game benefits for players that invite their friends 
to play the game as well, in turn creating a social obligation to 
play 

Impersonation Presenting notifications to players that seem like they were 
sent by a friend but were actually sent by the game itself 

 
 
2.2.3 Reflection on Dark Pattern Taxonomies 

When comparing the dark pattern taxonomies, one thing that stands out is that there is 
considerable overlap between taxonomies. For example, roach motel (from Brignull and Gray 
et al., 2018) is similar to immortal accounts (from Bösch et al., 2016) and hard to cancel (from 
Mathur et al., 2019). Furthermore, obfuscating settings (from Chatellier et al., 2019) is similar 
to privacy zuckering (from Bösch et al., 2016), forced continuity (from Brignull and Gray et al., 
2018) is similar to chameleon strategy (from Chatellier et al., 2019), and visual interference 
(from Mathur et al., 2019) is similar to aesthetic manipulation (from Gray et al., 2018). Trick 
questions are mentioned by Brignull, Gray et al. (2018), Chatellier et al. (2019) and Mathur et 
al. (2019). Even more examples can be found by further inspecting the patterns as presented 
in Table 2. In addition, the dark pattern categories as proposed by Gray et al. (2018) (see Table 
1) can be used to categorise many of the dark pattern types from the other taxonomies. This 
overlap is not unexpected as many (though not all) of the taxonomies are based upon dark 
designs that are used “in the wild”. Moreover, it is an indication that there is at least some 
form of agreement between researchers regarding certain types of dark patterns.  
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Despite the overlap, each of the taxonomies also seem to introduce one or more new dark 
pattern types – some of which have been previously highlighted. The taxonomies thus 
partially complement each other by providing a broader spectrum of dark patterns. Related to 
this point, one can question whether it is possible to create a “complete” taxonomy. Or 
alternatively: will there always be new dark pattern types? Based on the patterns as included 
in the taxonomies, dark designs may be created ranging from small adjustments within a 
single page to tactics that may stretch across multiple pages within a system. These 
adjustments can be made through (e.g.) visual changes (such as positioning, size, and style), 
linguistic changes (such as what information is provided and in what form), functional 
changes (such as restricting certain options, providing certain options, and changing the way 
in which certain interactions work), or structural changes (such as changing the location of 
certain information and options, or changing the number of screens required to perform a 
certain action). These might be based upon additional psychological insights, new findings 
from A/B-testing, or the advent of new technologies – something that is illustrated by the 
taxonomy of Greenberg et al. (2014). Unfortunately, given all these options, it does not seem 
unlikely that new dark pattern types may emerge in the future. If these developments indeed 
take place, then the dark pattern taxonomies will have to be updated accordingly. However, 
taxonomies that include broadly defined dark patterns (such as the dark pattern categories 
from Gray et al., 2018) might be somewhat more “resistant” to this problem due to their 
independence of any specific implementation. 
 
Another aspect of the taxonomies is how they classify each dark pattern type. Some 
taxonomies frame dark pattern types within certain contexts whilst others are more context 
independent. For example, the dark pattern of bad defaults (from Bösch et al., 2016) is 
effectively the preselection pattern (from Brignull and Gray et al., 2018), yet within the specific 
context of privacy. Furthermore, requiring players to play at certain times or dates (play by 
appointment) is similar to pressuring users to decide upon certain settings at a provider-
determined time (forced action and timing, from Forbrukerrådet, 2018), yet the former is 
framed within the context of games whilst the latter is framed within the context of privacy. 
In addition, some dark pattern types are framed on a more granular level than others. For 
example, patterns such as trick questions, preselection and countdown-timers represent very 
granular and concrete designs. In contrast, patterns such as roach motel (from Brignull and 
Gray et al., 2018), ease (from Forbrukerrådet, 2018), and visual interference (from Mathur et al., 
2019) are more abstract. For these patterns, one might respectively ask how exactly 
unsubscribing is made harder, how exactly certain privacy settings are made harder to set, and 
what specific visuals are applied to cause interference with a user’s task. As noted, these 
abstract patterns have the advantage that they may still adequately capture new dark patterns 
or different variants of pre-existing dark patterns. In turn, this potentially decreases the 
frequency at which these taxonomies have to be updated and perhaps also the number of 
patterns that they contain. However, these low granularity patterns also have disadvantages. 
One disadvantage from the perspective of researchers is that it becomes harder to analyse, 
generalise and compare properties such as the effectiveness, user experience or the 
underlying mechanisms of these pattern types. This is because the specific implementation 
of (e.g.) visual interference as measured by one study might be considerably different compared 
to the specific implementation of that same pattern in another study. Of course, even granular 
dark pattern types might have this problem when they are used within different contexts, 
though perhaps to a lesser degree. Another disadvantage is that it may become harder to 
classify some instances of dark design as abstract patterns might require more interpretation. 
For example, consider a certain dark design instance that seems to resemble two different 
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abstract dark pattern types, say “type A” or “type B”. It may then be hard to determine whether 
the researchers who proposed the taxonomy would classify the instance as being part of type 
A, type B, or as being part of both types. As such, one can provide arguments for both granular 
and less granular dark pattern types – although both can also be simultaneously incorporated 
into a(n) (hierarchical) taxonomy. 
 
Lastly, it should be noted that certain dark design instances may also contain combinations 
of dark pattern types. In other words, they are not mutually exclusive (Di Geronimo et al., 
2020). As an example, many of the interfaces that were used in a study by Bongard-Blanchy 
et al. (2021) use combinations dark patterns. Moreover, when explaining the dark pattern type 
of forced continuity, Brignull uses an example that also uses a disguised ad and bait and switch 
pattern (DarkPatterns.org, n.d.-e). Besides using patterns “side-by-side”, some pattern types 
may even be used as a part of another dark pattern type. An example is the previously 
discussed roach motel type that makes it easy to (e.g.) sign up for a subscription yet hard to 
cancel the subscription. Pattern types such as preselection and nagging might make it easier 
for users to sign up for a subscription. Pattern types such as confirmshaming, hidden 
information and trick questions might make it difficult to cancel the subscription. When 
combined, they form an overarching roach motel pattern. Similarly, in the previously 
mentioned example by Brignull, the disguised ad and bait and switch pattern types are used as 
a part of the forced continuity pattern. As such, most dark pattern types can be combined, and 
some patterns may even build upon each other. 
 
2.3 Threats of Dark Patterns 

In the previous subchapter, various dark pattern types have been discussed. These dark 
patterns have the potential to cause adverse effects. Below, some of the potential threats of 
dark patterns are discussed. This selection is - to a large extent - based upon the list by Mathur 
et al. (2021) who identified threats to both individual and collective welfare. 
 
2.3.1 Threat of Financial Loss 

A first threat is that of financial loss (Mathur et al., 2021). Dark patterns may cause users to 
spend more money than they otherwise would have (Narayanan et al., 2020). Several of the 
previously discussed dark pattern types specifically aim to increase users’ expenses (see §2.2). 
Examples are hiding costs until the last step before ordering (hidden costs), sneaking products 
into a user’s shopping cart (sneak into basket), presenting false countdown timers (false 
countdown timers), presenting false low-stock messages (false scarcity messages), silently 
continuing to charge users after a free-trial has expired (forced continuity), and making it hard 
to cancel subscriptions (roach motel). However, at the time of writing, there has not been any 
study that tried to estimate the total financial damage for end-users that has been caused by 
dark patterns (at least, to the knowledge of the author). Therefore, it is uncertain to what 
extent dark patterns currently cause financial loss for consumers. This may be dependent on 
(amongst others) the prevalence of dark patterns (see §2.4), the effectiveness of dark patterns 
(see §2.5), and the number of users that make online purchases. With regard to the latter, a 
market research company reported that in 2019 around 13,8 percent of all worldwide retail 
consisted of e-commerce sales (Abrams, 2021) - though it should be noted that some sales 
categories were omitted (Abrams, 2021). To provide a more local example, a study from the 
Netherlands showed that in 2019 around 79% percent of Dutch people purchased something 
online (CBS, 2020). Unfortunately, there thus seems to be a considerable target group for dark 
patterns that aim to increase expenses. 



31 
 

2.3.2 Threat of Reduced Privacy 

A second threat is that dark patterns may harm users’ privacy (Bösch et al., 2016; Mathur et 
al., 2021; Waldman, 2020). They may result in users giving up more data than they otherwise 
would have done. As previously discussed, Bösch et al. (2016) specified several dark pattern 
types that specifically aim to increase data sharing (see §2.2). Examples are the unnecessarily 
complex settings about data sharing (privacy zuckering), default settings that are not privacy-
friendly (bad defaults), forcing users to register even though it is not necessary for the service 
(forced registration), or using contact lists for purposes that users have not been fully informed 
about (address book leeching). As a more specific example, Utz et al. (2019) found that various 
webservices employ dark patterns to get users to provide consent within GDPR privacy 
banners (see §2.4). This is perhaps not surprising, as the collection, analysis and use of user 
data often is the main source of income for free digital services (Forbrukerrådet, 2018, p. 5). 
 
2.3.3 Threat of Worse User Experiences 

A third threat is that of a worse user experience. As noted by Mathur et al. (2019), dark 
patterns can cause frustration or annoyance. Moreover, they may cause an increased cognitive 
burden by requiring users to use unnecessary amounts of time, attention or energy (Mathur 
et al., 2021). The latter might occur when users must actively counter-act dark patterns in 
order to accomplish some tasks. Examples are declining all non-essential cookies in an 
unnecessary complex interface (privacy zuckering), being confronted with continuous pop-up 
questions (nagging), trying to remove a user account (roach motel), or trying to understand 
vaguely formulated sentences (trick questions). 
 
2.3.4 Threat of Reduced Trust  

A fourth threat is that of reduced trust. Due to the use of dark pattens, users’ trust in the 
corresponding provider might be reduced. Several user studies seem to confirm this (see §2.7). 
In itself, losing trust in providers that use dark patterns is not necessarily bad. It may even be 
an advantage if this were to increase the vigilance of end-users. However, as pointed out by 
Mathur et al. (2021), this might also translate into a distrust of the general market. They 
mention that some costumers might become distrustful about user interfaces that merely look 
like dark patterns, whilst in reality the corresponding company does not use any dark patterns. 
In turn, Mathur at et. (2021) argue that this may lead to users missing out on genuine deals 
and the corresponding companies being hurt by these missed purchases. 
 
2.3.5 Threat of Reduced Individual Autonomy 

A fifth threat is that of reduced individual autonomy. Susser et al. (2019, p. 35) describe 
individual autonomy as “the capacity to make one’s own choices”. They argue that autonomy 
is based upon two conditions: competency and authenticity. Competency refers to the ability 
to competently deliberate, form and act upon one’s intentions. Authenticity refers to the 
ability to deliberate based on one’s own reasons. These do not have to be purely rational 
reasons but may also be based upon (e.g.) one’s emotions or beliefs. According to Mathur et 
al. (2021, p. 9), most dark patterns aim to undermine users’ individual autonomy by making 
them “falsely believe that they are making their own decisions”. One could question at which 
exact point dark patterns become undermining of individual autonomy. Mathur et al. (2021) 
provide multiple suggestions such as when certain options are obscured, when certain options 
are denied, when a burden is placed on exercising a certain choice or when the choice 
architecture is changed such that users make different choices than they would have 
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otherwise made. However, not all researchers might agree that all these situations indeed 
reduce individual autonomy – perhaps especially for the latter situation. For example, Susser 
et al. (2019) find that individual autonomy is undermined when people are not consciously 
aware that their choice environment has been intentionally changed. This suggests that if 
users are aware of these changes, individual autonomy is retained. As such, it is relevant to 
understand whether users are aware of dark patterns when they encounter them and if they 
are aware of the influence that these patterns try to exert on their decision making. As 
discussed, this relates to the main research aim of the current work (see §3.1). There are 
however differing views about autonomy. This is for example reflected in the ethical debate 
of whether nudging reduces autonomy (for an overview, see Schmidt & Engelen, 2020). As 
noted by Schmidt & Engelen (2020, p. 4) autonomy is a “notoriously rich notion”.  
 
2.3.6 Threat of Unfair Competition 

A sixth threat is that of unfair competition. According to Mathur et al. (2021) dark patterns 
may allow companies to unduly increase their market share. This could not only be achieved 
by using dark patterns that aim to increase users’ expenses (see threat of financial loss, 
§2.3.1), but also by using dark patterns of the obstruction category to increase the costs of 
switching to competitors (Mathur et al., 2021). Examples are the obstruction of one’s ability 
to delete an account (roach motel), an operating system that makes it very hard for users to set 
a competitor’s browser as the new default, or not offering any option to download one’s 
personal data in an interoperable file format - something that is known in the GDPR as “data 
portability” (De Hert et al., 2018). Once again, at the time of writing, the author is not aware 
of any studies that investigated the extent of this threat. 
 
2.4 Pervasiveness of Dark Patterns 

Given the potential threats of dark patterns, a subsequent question would be to what extent 
they are present within real-world systems. Several studies have tried to estimate the 
prevalence of dark patterns. Some of these are discussed below. 
 
Mathur et al. (2019) investigated the presence of dark patterns in shopping websites. In total, 
they analysed around eleven thousand English-language webshops. These were selected from 
the most popular websites in 2018 according to the Alexa Internet service. Software was used 
to automatically visit the webshops and to collect relevant data. This data was then processed 
and analysed by the researchers. The analysis revealed that dark patterns were present on 
roughly 11,1% of examined webshops (Mathur et al., 2019). Interestingly, the more popular 
the webshop, the higher the chance that they included dark patterns (Mathur et al., 2019). A 
potential reason for this phenomenon is discussed later within this section (see §2.6.4). With 
regard to the specific dark pattern types that were investigated, low-stock messages, 
countdown-timers, activity messages, and confirmshaming were the most prevalent. Only a few 
webshops contained the pattern types of trick questions, sneak into basket, forced enrolment, 
and hidden costs. However, some of the identified instances are not necessarily “dark”. For 
example, low-stock messages that provide accurate information. Therefore, the prevalence of 
these patterns might be lower than reported. Nonetheless, there are also two reasons why the 
actual frequency of dark patterns might be higher than the numbers as reported by Mathur et 
al. (2019). The first is that they did not investigate every page within the webshops. The 
second reason is that not all dark pattern types were considered. Rather, Mathur et al. (2019) 
mostly focused on text-based dark patterns. 
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Laahanen (2021) also investigated the presence of dark patterns in shopping websites – either 
business-to-consumer, or business-to-business. Based on several additional inclusion 
criteria, he selected 96 of the top 100 Swedish e-commerce websites with the largest revenue 
in 2020. Various dark pattern types were identified by manually browsing the webshops. 
However, similar to the study by Mathur et al. (2019), it excluded actually purchasing any 
products. The analysis showed that dark patterns were present on roughly 60,4% of the 
examined webshops (Laahanen, 2021) - a considerable difference compared to the results of 
Mathur et al. (2019). Laahanen (2021) suspects that this is due to the inclusion of both text-
based and visual-based patterns, the use of a manual analysis method, and the choice of 
considering the largest Swedish webshops. As noted, Mathur et al. (2019) mostly focussed on 
text-based patterns, used an analysis method that was largely automatic, and found that the 
most popular shopping websites tended to use more dark patterns. With regard to specific 
dark pattern types, hidden costs, low-stock messages misdirection, and activity messages were 
the most prevalent. Notably, hidden costs was the most prevalent dark pattern in the analysis 
by Laahanen (2021) yet the least prevalent in the analysis by Mathur et al. (2019). It is unclear 
why such a considerable difference is present. Perhaps that Mathur et al. (2019) used a stricter 
definition of hidden costs compared to Laahanen (2021). A comparison of the dark pattern 
frequencies as reported by both studies is provided in Figure 6. 
 
 

 

Figure 6. Frequency of dark pattern types on popular webshops. Frequencies adapted from 
Mathur et al. (2019) and Laahanen (2021). Note that these works report absolute numbers, 
the researcher of the current study transformed these into the percentages as seen in the 
figure. Dark pattern types that were only considered by Mathur et al. (2019) are indicated 

with “(M)” and types that were only considered by Laahanen (2020) are indicated with “(L)”. 
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Di Geronimo et al. (2020) investigated the prevalence of dark patterns in mobile apps. They 
considered eight categories of apps: photography, family, shopping, social, music and audio, 
entertainment, communication, and news and magazines. For each category the 30 most 
trending apps (in the US) were selected, resulting in a total of 240 apps. All apps were designed 
for the Android platform, had to be free to download and had to support the English language. 
The researchers recorded each app whilst using it for a certain number of minutes. These 
recordings were then used to identify dark patterns. The analysis showed that 95% of the 
examined apps included one or more dark patterns (Di Geronimo et al., 2020). On average, an 
app had 7,4 dark pattern types that were part of four different dark pattern categories in terms 
of Gray et al.’s taxonomy (Di Geronimo et al., 2020). False hierarchy (61%), preselection (60%), 
nagging (55%), and roach motel (41%) were the most frequently encountered dark pattern 
types. Social pyramid (6%), sneak into basket (1%) and trick questions (0%) were the least 
encountered. An overview of all considered dark pattern types is provided in Figure 7.  
 

 

Figure 7. Frequency of dark pattern types on popular mobile apps for Android. Percentages 
adapted from Di Geronimo et al. (2020). 

Gunawan et al. (2021) also investigated the prevalence of dark patterns. A key feature of their 
investigation is that they compared the same service across different platforms: the desktop 
website, the mobile website and the mobile app for Android. In total, the analysis included 
105 popular services that were available on all these three platforms and did not require 
payment. Recordings were made when using the service variants for several minutes. These 
recordings were then used to identify dark patterns. Results showed that every service 
contained at least one dark pattern type, with a service having a median of 7 to 8 dark patterns 
(Gunawan et al., 2021). For most services (70%), there was a difference of no more than 3 
patterns between each platform (Gunawan et al., 2021). The desktop and mobile versions of 
the websites often shared the same dark pattern types whilst there were more differences 
when comparing these two website versions with the app version (Gunawan et al., 2021). 
Gunawan et al. (2021) only found a weak correlation between the popularity of the 
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investigated apps and the number of dark patterns that they used. This is thus in contrast with 
the stronger relationship that Mathur et al. (2019) found for webshops. When collapsing 
across platforms, the most popular dark pattern types were offering no option to delete an 
account, providing no consent checkbox for the terms of service or privacy policy, 
notifications being opted-in by default, giving certain options visual precedence, providing 
no privacy controls, and providing no bulk options for settings. Due to the large number of 
dark pattern types that were examined, the corresponding frequencies are not included in a 
separate figure. Therefore, to inspect these frequencies or to compare them between the three 
platforms, see Gunawan et al. (2021). 
 
Utz et al. (2019) investigated the prevalence of GDPR consent notices that try to nudge users 
towards a certain option. GDPR consent notices (or banners) are pop-ups from websites that 
ask users (from the European Union) whether they consent to the collection of personal data. 
Utz et al. (2019) manually examined the interface of 1000 consent notices. They found that 
57,4% of the consent notices steer users towards the acceptance of privacy-unfriendly options 
(Utz et al., 2019). Nudges that were found included highlighting the option to allow data 
collection, hiding advanced settings behind buttons that have reduced visibility, or pre-
selecting checkboxes that allow data collection. Nouwens et al. (2020) also investigated 
consent pop-ups. They used software to automatically visit the top 10.000 UK websites 
according to the Alexa Internet service. Of these websites, 680 contained a consent banner 
from one of the top five consent management platforms (CMPs) – which are third party tools 
that help websites to implement consent notices. Only these consent banners were analysed. 
The analysis focussed on compliance with three conditions. The first is that consent had to be 
explicit by the means of a clear, positive and affirmative act (such as clicking on a button) 
rather than explicit (such as accepting by continuing to use a website). The second condition 
is that accepting all data collection (that requires explicit consent) should be as easy as 
rejecting all data collection (that requires explicit consent). In other words, rejecting should 
not require more clicks than accepting. The third condition is that there are no pre-checked 
boxes to collect data for purposes that require consent. Nouwens et al. (2020) consider these 
to be minimum conditions to be compliant with the GDPR privacy regulation. Results showed 
that only 11,8% of all consent banners met the three conditions. 
 
The discussed studies show that dark patterns are present in a non-negligible proportion of 
popular websites and mobile applications. Moreover, the studies show that a variety of 
different dark pattern types are used “in the wild” – though not always to the same extent. 
The exact prevalence of dark patterns and the relative frequencies of dark pattern types seem 
to differ depending on the specific study. The methodologies that are used to analyse 
prevalence vary with regard to (amongst others) the corpus of systems that is investigated, 
the specific dark pattern types that are included in the analysis, and the way in which these 
dark patterns are identified. One notable missing class of systems is that of native desktop 
applications. At the time of writing, the author is unaware of any study that tried to 
investigate these with regard to dark pattern prevalence. As such, it is unclear to what extent 
desktop applications include dark patterns. 
 
2.5 Effectiveness of Dark Patterns 

Besides prevalence, another aspect that contributes to the treat of dark patterns is their 
effectiveness. At the time of writing, relatively little studies have been conducted that 
specifically focus on the effectiveness of dark patterns.  



36 
 

 
The study of Luguri & Strahilevitz (2021) stands outs as it investigated the effectiveness of 
multiple dark patterns through the means of two large-scale online experiments. The first 
experiment assessed the effectiveness of combining several dark patterns to direct users 
towards a certain outcome. The experiment itself was organised in the form of a bait-and-
switch construction. More than a thousand participants were provided with an online survey 
on their attitudes with regard to privacy (the bait). At the end of the survey, all participants 
were told that the survey showed that they cared about privacy. The participants were then 
asked whether they wanted to sign up for an identity theft protection service that would 
become paid after six months (the switch). A control condition of the study did not include 
any dark patterns when asking this question. A second condition contained “mild” dark 
patterns in the form of obstruction, preselection, false hierarchy and two instances of 
confirmshaming. A third condition contained “aggressive” dark patterns which – in addition 
to the patterns from the “mild” condition – also included toying with emotion, a countdown 
timer, nagging and a trick question. Results showed that 11,3% of the participants from the 
control condition signed up for the service. In the mild dark pattern condition, this more than 
doubled with 25,8% of the participants signing up for the service. The effect of the aggressive 
condition was even higher with 41,9% of the participants signing up. These results show that 
the combination of dark patterns can be very effective. Moreover, Luguri & Strahilevitz (2021) 
found that participants with a lower education had a significantly higher chance of being 
influenced by the mild dark pattern combination compared to participants with a higher 
education. As such, the former group of users seems to have an increased vulnerability for 
dark patterns. Luguri & Strahilevitz (2021) also gave one part of the participants a higher price 
indication of the service (8,99 dollar per month after six free months compared to 2,99 dollar 
per month after six free months). This did not result in a significant difference for the 
effectiveness. However, this latter finding regarding the (non-)influence of pricing should be 
treated with caution. As mentioned by Luguri & Strahilevitz (2021), it is likely that part of the 
participants would have cancelled the service before they had to pay, thereby making the 
stated price less relevant. Regardless of this latter point, the first experiment demonstrated 
that the combination of several dark patterns can be considerably effective in directing users 
towards an aimed-for outcome. 
 
Luguri & Strahilevitz (2021) also investigated the effectiveness of specific dark patterns 
(rather than the effect of a combination of many dark patterns). To this end, they conducted 
a second experiment with more than three thousand participants. The general setup was the 
same as the first experiment. With regard to dark patterns, there were five “content” 
conditions: a variant with a hidden information pattern, a variant with confirmshaming, an 
urgency variant (with a countdown timer and low-stock message), a social proof variant (stating 
that many other participants had signed up, thereby somewhat resembling activity messages), 
and a control variant without any of the former. Besides the “content” conditions, there were 
also four “form” conditions: one variant with the preselection dark pattern, a variant with a 
dark pattern from the obstruction category, a variant where the sign-up offer was 
“recommended”, and a control variant without any of the former. All of the aforementioned 
conditions also contained a trick question pattern. Results of the “content” conditions showed 
that 14,8% of the participants signed up in the control variant. This was 19,6% for the 
confirmshaming variant, 22,1% for the social proof variant, and 30,1% for the hidden 
information variant. The scarcity variant did not result in a significant difference. Results of 
the “form” conditions showed that 16,8% of the participants signed up in the control variant. 
This was 20,1% for the variant with preselection and 23,5% for the variant with obstruction. 
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The variant with the “recommendation” did not result in any significant different. These 
results thus show that many (though not all) of the included dark patterns were effective – 
albeit to varying degrees. As a point of caution, these effectivity ratings do not directly 
translate to other situations in which the same dark pattern type is used. This is because these 
situations might differ with regard to the implementation of the dark pattern type, the target 
audience, and other contextual factors. This same point of caution also applies to the other 
effectiveness studies that are discussed. 
 
Whilst Luguri & Strahilevitz (2021) investigated dark patterns in the context of e-commerce 
(i.e., selling a product or service), there are other studies that investigate dark patterns in the 
context of privacy. 
 
Utz et al. (2019) investigated how various design aspects of GDPR consent notices influenced 
acceptance rates. One of these aspects was the inclusion of nudges. One nudge was to 
preselect data categories that may be collected or vendors that data may be shared with. 
Whilst not labelled as such, this is a preselection pattern. Another nudge was highlighting the 
button to accept data collection. Whilst not labelled as such, this nudge can be seen as a false 
hierarchy pattern – though only for the banners that also included a “decline” button. The 
different consent banners were included on a German e-commerce website with thousands of 
visitors during the duration of the experiment(s). Results showed that the preselection nudge 
considerably increased the acceptance of all data categories (from 0,1% to 33,1% on mobile 
and from 0,0% to 11,9% on desktop) or the acceptance of all vendors (from 0,03% to 30,6% on 
mobile and from 0,0% to 8,7% on desktop). The nudge that highlighted the “accept” button 
also increased acceptance rates – yet not in all cases and to a lesser extent when compared to 
the preselection nudge.  
 
Nouwens et al. (2020) performed a similar investigation. They found that omitting a “reject 
all” button from the first page of a cookie banner increased consent with roughly 22 to 23%. 
This can be seen as part of the obstruction category and a specific form of the ease pattern. In 
addition, they show that that providing “bulk” options by presenting an “accept all” or 
“decline all” button results in 8-20% higher consent compared to providing a list with data 
collection vendors or data collection goals. These latter results seem to be in line with the 
results of Utz et al. (2019) where bulk options also yielded higher acceptance rates compared 
to the provision of a list with (preselected or selectable) data collection vendors or categories.  
 
Graßl et al. (2021) investigated the effect of three dark patterns on consent requests: 
preselection, false hierarchy and obstruction. Preselection was used to select the “accept” button 
by default. False hierarchy was used by highlighting the “accept” button. Obstruction was used 
by replacing the “decline” button with a “manage options” button. As such, the 
implementation of the first two patterns is somewhat similar to that of Utz et al. (2019) and 
the implementation of the latter pattern is similar to that of Nouwens et al. (2020). However, 
in contrast to these studies, Graßl et al. (2021) found no substantial effect for the preselection 
and false hierarchy patterns. In addition, obstruction also did not have a substantial effect. 
Graßl et al. (2020) suggest that this might be because most of the participants always tended 
to accept all cookies within the experiment (93,8%). In turn, they argue that users might have 
become conditioned to accept cookies, thereby overriding any effects of dark patterns. 
Interestingly, Graßl et al. (2021) then conducted a second experiment where they turned the 
dark patterns into “bright patterns” that aim to stimulate privacy-friendly options. This time, 
only 53,2% of the participants accepted all cookies. Furthermore, the obstruction and 
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preselection patterns now showed a substantial effect, though this was not the case for the 
false hierarchy pattern. 
 
The former effectiveness studies all mention the term of dark patterns. However, as discussed, 
dark patterns can also overlap with the related research area of (digital) nudges (see §2.1.3).  
In fact, the former effectiveness studies also all mention nudging. Examples of overlapping 
techniques include setting defaults (e.g., preselection), changing effort required to perform 
certain actions (e.g., obstruction), changing how an option is phrased (e.g., framing) and 
providing social references (e.g., activity messages). As such, various studies on the 
effectiveness of digital nudges might also be indicative of the effectiveness of certain dark 
patterns. To illustrate, a study by Johnson et al. (2002) investigated nudging within online 
surveys well before the term of “dark patterns” was coined. It showed that preselecting the 
option to “notify me about more health surveys” (Johnson et al., 2002, p. 7) increased 
participation from 48,2% to 73,8%. Moreover, rephrasing the sentence to “Do NOT notify me 
about more health surveys” increased participation from 48,2% to 96,3% (Johnson et al., 2002, 
p. 7). Of course, internet users might have somewhat changed in the meantime, yet the results 
of the former example illustrate how the potential effectiveness of certain dark patterns is 
already hinted at by these earlier works. For an overview of other studies that investigate the 
effectiveness of nudges, see the meta-review by Hummel & Maedche (2019). 
 
2.6 Mechanisms behind Dark Patterns  

As indicated by the previously discussed studies, a considerable number of dark patterns have 
the potential to effectively change users’ behaviour (see §2.5). This raises the question of why 
these dark patterns work. This question is explored by discussing four perspectives that may 
reveal some of the mechanisms behind patterns. An overview of the mechanisms is provided 
in Table 3. 
 
Three sidenotes should be placed with regard to the discussion in this subsection. Firstly, due 
to the complexity of the human mind, all the discussed topics can be best seen as theoretical 
approximations. They provide different perspectives on the actual (latent and more complex) 
mental processes that underly judgements, decision making and behavioural change. The 
term of perspectives is explicitly used to stress that they can overlap with each other. 
Secondly, not all mechanisms are applicable to every type of dark pattern.  Lastly – to the 
knowledge of the author – many of these mechanisms have not yet been empirically studied 
within the specific context of dark patterns. As such, the links between various dark pattern 
types and the mechanisms that they might rely on are hypothetical. 
 
2.6.1 Mechanisms from the Perspective of Surface-Level Design 

By reading the descriptions of the various dark pattern types (see §2.2), many surface-level 
mechanisms can be identified that might explain their workings. These are referred to as 
“surface-level”, as they do not require one to consider in-depth (psychological) insights or 
theories. Rather, they are already apparent from the design of the dark pattern type – and by 
extension, the description thereof. A non-exhaustive selection of these mechanisms is 
discussed below. Some of these closely align – and are partially based upon - the dark pattern 
categories as identified by Gray et al. (2018) and the “dark pattern attributes” by Mathur et al. 
(2021). 
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Hiding relevant information or options 

One surface-level mechanism is to hide relevant information or options - or to entirely omit 
certain information. If users do not notice the relevant information in time, it can decrease 
their ability to make an informed decision. Moreover, they might not even be aware that 
certain options exist. The clearest example is the hidden information pattern. As noted, it 
describes hiding relevant information and options by using means such as discoloured text, 
fine print or by placing key information within the terms and conditions (Gray et al., 2018) – 
in the latter case, without also providing the information in a more user-friendly manner. 
Another example is the misdirection pattern as it tries to distract users from certain options or 
information by focussing their attention on something else. Moreover, the hidden costs 
pattern hides certain additional costs up until the last steps of ordering a product. In addition, 
the address book leeching pattern (from Bösch et al., 2016) asks users for their contact list, 
which is then used for purposes that the user was not fully informed about. As a last example, 
some instances of the framing pattern (by Forbrukerrådet, 2018) might also use this 
mechanism when they accentuate the positive aspects of a certain option whilst leaving out 
any negative aspects. 
 
Presenting confusing information or options 

Information and options can also be presented in a way that confuses users – either through 
the quantity, complexity, or ambiguity thereof. In turn, this once again makes it harder for 
users to make an informed decision. The clearest example is the trick question pattern which 
might use double negatives or other complex linguistic constructions such that meaning of 
the question is misunderstood by inattentive users. Another example is the obfuscating 
settings pattern (from Chatellier et al., 2019) which describes situations in which settings are 
presented in such a fine-grained and complicated manner that users are discouraged from 
setting their preferences. 
 
Presenting false information 

Users might also be provided with information that is wrong. In turn, this might lead to 
decisions that are based upon incorrect assumptions. Examples are instances of the activity 
message pattern, the testimonial pattern, the low-stock message pattern and the high-demand 
message. Specifically, those instances where the information is false. Another example is the 
countdown timer pattern. In specific, the instances where the timer resets and starts counting 
down again. Lastly, note that some designs might also induce false beliefs without explicitly 
containing any false information. This may be the case for the prior two mechanisms and also 
for the subsequent mechanism. 
 
Providing false affordances or warping conventions 

Within user interface design, there are various design conventions that help users to recognise 
interface elements and to understand what actions these elements will perform. Examples are 
the “x” symbol which indicates the ability to close a screen or to stop an action, underscores 
to indicate hyperlinks and icons that are stylized in such a way that they are recognized as 
clickable buttons. Even if something is not necessarily a convention, certain design aspects 
may still signal how a certain element may be used. These are sometimes referred to as 
affordances (though there is some debate regarding the use of this term, see Oliver, 2005). 
Certain dark patterns may “warp” these conventions and affordances in order to provide the 
wrong signal to users. In a sense, they can therefore be seen as false or misleading affordances. 
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Certain bait and switch instances may use this mechanism as the pattern describes situations 
where a different action is being performed than the one that users expect. One previously 
discussed example was an operating system that told users that an upgrade was scheduled 
(DarkPatterns.org, n.d.-a). As discussed, instead of clicking on “Upgrade Now” or the “OK” 
button, the user could close the pop-up window with the “x” button. However, this would still 
install the upgrade at the scheduled time. In this situation, the “x” button falsely signalled to 
some users that it would cancel the upgrade. Gray et al. (2018) relate false affordances (as 
defined by Gaver, 1991) to the interface interference category. An example is the previously 
discussed instance of false hierarchy which greyed out one of the two provided options. When 
user interface elements are greyed out, it usually means that they are not available. This was 
however not the case, and the option was in fact selectable. As such, the design that was used 
falsely signalled the unselectability of this option. Some disguised ad instances may also 
provide misleading signals by mimicking user interface elements. As a last example, wrong 
signal patterns use certain visuals that mean the opposite of what they are generally 
understood to mean (Chatellier et al., 2019). As such, these patterns seem to use false signals 
by definition. Note that this mechanism can be seen as a specific form of the presenting 
confusion information and options mechanism as discussed above. 
 
Increasing the required interactions to perform certain tasks 

Another surface-level mechanism is to (unnecessarily) increase the number of interface 
interactions that are required to perform a task such as choosing a certain option (or 
performing other actions). In some cases, this might be relative to another (provider-
preferred) option that requires fewer interactions. In turn, the increased effort that is required 
might dissuade certain users from performing an otherwise preferred action. Certain 
instances from the obstruction category may use this mechanism to make a process more 
difficult. To provide a more specific example, certain instances of the ease pattern (from 
Forbrukerrådet, 2018) may use this mechanism to increase the number of steps that are 
required to select a privacy-friendly option. One of the previously discussed instances was a 
cookie consent notice that provides an “accept all” button in the first screen whilst requiring 
users to open a “manage options” screen to select the “decline all” button. Another example 
would be the roach motel pattern. In specific, those instances that increase the number of 
required interactions to delete an account or to cancel a service. This surface-level mechanism 
may also overlap with the previously mentioned mechanism of hiding relevant information and 
options. If users want to perform a certain action but have to search for certain information or 
options because these are hidden, then this might also increase the required interactions as 
users may have to navigate across the interface during their search. This overlap is however 
not present when users are not aware that there might be (hidden) information or options, 
and therefore also do not search for them. 
 
Omitting certain options 

Besides increasing the required interactions to perform a certain action or trying to hide 
certain action possibilities, systems may also entirely omit the availability of certain relevant 
actions and options. The clearest examples are those instances of the roach motel pattern 
where it is impossible to delete a user account. Other examples are certain instances of 
entrapping (from Gray et al., 2020). For instance, the app that was mentioned in an earlier 
subsection where it was not possible to remove confidential information (see §2.2.2). Rather 
than omitting certain options, certain relevant information might also be omitted, which was 
described as part of the hiding relevant information and options mechanism. 
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Requiring certain user actions 

Users can also be required (or “forced”) to perform an action if they want to access a certain 
feature, service or product. The clearest example of this surface-level mechanism is the forced 
action category of dark patterns. More specific examples are certain instances of the forced 
action and timing pattern (from Forbrukerrådet, 2018) where users must decide upon privacy 
settings at a certain provider-determined moment. Another example is the impenetrable wall 
pattern (from Chatellier et al., 2019) where a user account or acceptation of tracking cookies 
is required whilst this is not strictly needed to provide the service in-question. However, 
opinions may differ regarding when and which required actions are unreasonable. 
 
Performing certain actions without consent 

Systems may automatically perform certain provider-preferred actions without consent from 
the user. One dark pattern type that may use this mechanism is sneak into basket as an item is 
automatically added to user’s basket without any prior user consent. In a sense, the dark 
pattern types of bad defaults (from Bösch et al., 2016) and preselection might also use this 
mechanism as provider-preferred options are automatically selected. Automating the user 
away (from Gray et al. 2020) seems to describe this mechanism by definition. Lastly, it should 
be emphasized that automatically performing certain actions is not always problematic, and 
in many situations, it may even be beneficial for users. This mechanism specifically describes 
those cases where it is relevant that the user first provides consent, but where the action is 
nonetheless performed without user confirmation to promote provider-preferred outcomes. 
 
2.6.2 Mechanisms from the Perspective of Persuasion 

According to Bhoot et al. (2020), dark patterns can be seen as unethical applications of 
persuasive technology. As previously discussed (see §2.1.3), views may differ with regard to 
whether dark patterns are indeed part of persuasive technology, especially given the question 
of when persuasion becomes manipulation. However, taking the perspective of persuasion 
may nevertheless reveal certain mechanisms behind dark patterns. To do so, one can use 
Fogg’s Behavioural Model for persuasive design. This model proposes three aspects that are 
required to be simultaneously present for the target behaviour to occur. These are (1) that the 
person must be sufficiently motivated, (2) that the person must have sufficient ability to 
perform the behaviour and (3) that the person must be prompted to perform the behaviour 
(Fogg, 2009). 
 
Motivation 

According to Fogg’s Behavioural Model, increasing motivation can increase the likelihood 
that a certain target behaviour is performed. In terms of dark patterns, some types might aim 
to increase users’ motivation to perform provider-preferred behaviour. One example might be 
the social pyramid pattern where users must invite others in order to unlock certain benefits 
or features. Another example might be “grinding” within the gamification pattern where users 
can unlock certain benefits or features by repeatedly using certain aspects of a service. In both 
cases, one could argue that the dark pattern provides users with an extrinsic motivation to 
perform certain (perhaps undesired) actions that they might not have performed (to the same 
extent) without this motivator. Likewise, there might also be patterns that aim to decrease 
users’ motivation for performing behaviours that are not preferred by the provider. On the 
most general level, this might by any pattern that increases the effort that is required to 
perform a certain task. For example, certain patterns from the obstruction category. 
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Ability 

Another aspect of Fogg’s Behavioural Model is ability. Just like with motivation, increasing 
ability can also increase the likelihood of people to perform a certain target behaviour. 
However, Fogg (2009) also notes that it might be easier to lower the ability level that is 
required for a certain behaviour (i.e., a product-side change) rather than to increase people’s 
ability (i.e., a user-side change). In terms of dark patterns, some types might aim to decrease 
the required ability to perform provider-preferred actions. Conversely, some types might aim 
to increase the required ability to perform actions that are not preferred by the provider. Some 
of the factors that can change the required ability level are mental effort, time and monetary 
value (Fogg, 2009; Fogg, n.d.-b). The user interface can directly influence the former two. For 
example, by making the design harder to comprehend or harder to navigate through. 
Moreover, as apparent from Fogg’s model, even if users are highly motivated to perform a 
certain action, greatly increasing the required ability to perform this action can still prevent 
the behaviour from occurring. This underlines the potential of user interfaces as powerful 
tools that can be (mis)used to steer users’ behaviour. It is perhaps also easier to use for 
steering behaviour compared to providing motivators. One could argue that the dark pattern 
types from Gray et al.’s (2018) entire category of obstruction rely on increasing the required 
ability by making certain actions unnecessarily difficult to perform. Additionally, one could 
argue that some dark patterns of Gray et al.’s (2018) interface interference category operate in 
a similar fashion by privileging certain actions over others. For example, consider an instance 
of hidden information where the “unsubscribe from mailing list” link in an e-mail is obscured 
by using a light grey font and by placing the link amidst a large piece of text. This makes it 
harder for users to find the button, and by extension, to unsubscribe (i.e., decreasing ability). 
Lastly, note that ability and motivation might overlap as sufficiently decreasing ability might 
dissuade users from performing a certain action. 
 
Prompts 

The last aspect of Fogg’s behavioural model are prompts (which were formerly referred to as 
“triggers”). Prompts tell users to perform a certain behaviour. Without them, the target 
behaviour will most likely not happen, even if the user has sufficient motivation and ability 
(Fogg, 2009; Fogg, n.d.-c). In terms of dark patterns, prompts for provider-preferred actions 
could be emphasised and regularly repeated. Likewise, prompts for actions that are not 
preferred by the provider can be de-emphasised, shown only once, or delayed. Once could 
argue that Gray et al.’s (2018) nagging pattern is an example of the former. These patterns 
(often repeatedly) interrupt users’ interactions through pop-ups or other means. A concrete 
instance of this pattern would be an application that repeatedly prompts the user to activate 
a month-long trial of the “premium” version. Note that this also reduces the required ability 
to activate the trial due to the omnipresence of activation opportunities. Cynics might 
moreover remark that if the user does not have enough motivation to activate the trial, the 
user might still mis-click at some point or dislike the interruptions to such an extent that the 
cessation thereof might be motivating enough to start using the premium version after all. 
One could also argue that dark patterns of Gray et al.’s (2018) sneaking category make use of 
prompts to steer behaviour. As discussed, patterns from this category hide, disguise or delay 
the presentation of relevant information. In a sense, this therefore also hides or delays the 
prompts for certain behaviour to occur. An example could be a hidden costs pattern on a 
webshop which only shows certain additional costs at the checkout-page. For some users, the 
additional costs might be a prompt to abort the order. To reduce this chance, the hidden costs 
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pattern delays the prompt up until the last step before ordering, at which point these users 
might have enough motivation to continue with the order. A mechanism that might cause this 
shift in motivation is discussed below (see “sunk cost fallacy” in §2.6.3). Lastly, one might 
argue that some patterns of the interface interference category operate in a similar way. For 
example, recall the hidden “unsubscribe from mailing list” link. Providing a clear link to 
“unsubscribe” might prompt the user to unsubscribe. By hiding the link, users that dislike the 
e-mails in question might not recall that it is possible to unsubscribe. As such, even though 
these users have enough motivation to unsubscribe, this action might still not occur as the 
corresponding prompt is missing. However, note that this does not apply to the cases where 
the user is already actively looking for the link. 
 
2.6.3 Mechanisms from the Perspective of Heuristics and Biases 

Another perspective that can be taken is related to “system 1 and system 2 thinking” as 
outlined in Kahneman’s (2011) book “Thinking, Fast and Slow”. Kahneman (2011) explains 
that humans have two modes of thinking, one which he refers to as “system 1”, and another 
one which he refers to as “system 2”. Note that these are not actual brain structures but rather 
two terms that are used to more conveniently discuss and characterise human ways of 
thinking. System 1 is fast, automatic and requires little to no effort. It generates impressions, 
feelings and inclinations and is responsible for the execution of well-trained routines. In 
contrast, system 2 is slow, effortful, and used for more complex computations. System 2 is 
what people identify with when thinking about themselves. When making decisions, system 
2 may use inputs that are generated by system 1. System 2 can monitor these inputs and 
correct them if they are wrong. However, in many cases, this does not happen. As Kahneman 
(2011, p.39-49) puts it, system 2 is a “lazy controller”. 
 
The problem with system 2 being a “lazy controller” is that the inputs of system 1 are not 
always correct. This is related to use of heuristics by system 1. Heuristics are procedures to 
answer certain complex questions in less effortful ways. In a sense, they can be seen as 
“mental shortcuts” (Maier & Harr, 2020). The results are answers that are often approximately 
correct, thereby being “the origin of most of what we do right” (Kahneman, 2011, p.416). 
However, they are also sometimes wrong and may result in certain systematic errors. These 
are known as cognitive biases (Tversky & Kahneman, 1974).  
 
It is suspected that certain dark patterns exploit some of these biases (Luguri & Strahilevitz, 
2021; Mathur et al., 2019). Below, several biases are discussed and related to the dark pattern 
types that may (partially) rely upon them - largely based upon Mathur et al. (2019). Note that 
there are multiple theories that explain these biases and that not all of these are based upon 
the account of system 1 and 2 thinking. In addition, due to the large number of known biases, 
certain dark pattern types may use biases that are not included in the overview below. 
 
Default Effect 

The default effect describes the tendency of humans to choose a default option more often 
than one would expect based upon situations where the option is not marked as default 
(Dinner et al., 2011). In other words, setting an option as default is expected to increase the 
number of people that choose this option. If the same option is not marked as a default, then 
it is expected that less people choose this option. Dinner et al. (2011) discuss three potential 
explanations of this effect. The first is that it takes physical and/or cognitive effort to change 
the default option. For example, in the Netherlands, opting out of being a potential organ 
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donor requires one to either use a digital device to access the corresponding government 
website or to fill in a paper form and send it by post. In contrast, opting in is the default and 
requires no physical action at all. In some digital situations, the physical effort to deviate from 
the default is considerably less. For example, unchecking a checkbox or selecting another 
radio button. However, in this case it might still take time and cognitive effort to decide which 
option to select. Instead, one might thus be tempted go with the default option and – in a 
sense - decide not to decide. A second potential explanation is that the default option is seen 
as an implicit recommendation or advice as provided by the authors. Lastly, Dinner et al. 
(2011) argue that a default option might yield an endowment effect, which describes that 
people value something more if they own it. In this context, the user would feel that he or she 
“owns” the option that is selected (i.e., the default option) and therefore values it to a greater 
extent than if it was not selected. The clearest dark pattern that uses the default effect is 
preselection where certain provider-preferred options are selected by default. Mathur et al. 
(2019) identify several additional dark patterns that may utilise this effect. For example, the 
sneak into basket pattern where the item that is sneaked into the user’s shopping cart can be 
seen as part of the “default order”. The trick question pattern is also related to the default 
effect. However, only when the trick question is selected by default. In this case, it essentially 
operates as a preselection pattern. The confusing wording would then act as an additional 
incentive to stick with the default as it requires further cognitive effort to understand. 
 
Framing Effect 

The framing effect describes the (unjustified) effect that different ways of presenting the same 
information can have on the preferences of people (Kahneman, 2011, p.88, p.368). This 
specifically concerns whether something is framed positively or negatively. As an example, 
one can look at the previously discussed study by Johnson et al. (2002) who compared two 
checkbox questions. One was positively phrased: “Notify me about more health surveys”. The 
other was negatively phrased: “Do NOT notify me about more health surveys”. The positively 
phrased question resulted in roughly 48% of the participants wanting to be notified about 
more health surveys. The negatively phrased question resulted in roughly 96% of the 
participants wanting to be notified about more health surveys. This phenomenon can be 
explained by loss aversion, which asserts that losses feel worse than that an equivalent 
amount of gains feels good (Kahneman, 2011, p.283-286). Loss aversion can be seen as a 
feature of system 1 and is probably also the reason for the previously discussed endowment 
effect (Kahneman, 2011, p.289-299). In the context of framing, negatively phrased questions 
emphasize losses (e.g., missing out on the health survey), thereby utilising loss aversion. One 
type of dark pattern that may use the framing effect is that of confirmshaming (Mathur et al., 
2019), specifically in the cases were the confirmshaming message is framed negatively. For 
example, “I confirm that I want to unsubscribe and loose access to hundreds of movies and 
series”. In addition, Mathur et al. (2019) consider trick questions to be a dark pattern type that 
uses the framing effect. This does however depend on one’s definition of trick questions. If 
the definition solely encompasses the use of hard-to-understand sentences (e.g., by using 
complicated wording or double negatives), then these questions will most likely not use the 
framing effect as discussed here. If the definition encompasses any means of reframing a 
question to promote a provider-desired outcome, then some trick questions may indeed use 
the framing effect.  
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Scarcity Bias 

The scarcity bias describes people’s tendency place a greater subjective value on a good merely 
because it is scarce (Mittone & Savadori, 2009). Mittone & Savadori (2009) mention two 
potential explanations. One is that scarce goods are more unique, and therefore offer an 
opportunity to differentiate oneself from others, in turn raising the subjective value. Another 
explanation is that people may associate scarcity with higher prices, which in turn might 
signify that the good is of higher quality, thereby making it more valuable. Cialdini (2014) 
mentions the psychological reactance theory as a potential explanation for the scarcity bias. 
This theory poses that people feel that they have certain freedoms of behaviour and choice 
(Cialdini, 2014; Steindl et al., 2015). Reactance is an unpleasant state that people experience 
when they feel that these freedoms are threatened (Steindl et al., 2015). In the context of 
scarcity, this would be the freedom to choose and purchase a certain good. As people want to 
retain the freedoms to access these goods, the desire to obtain them also increases (Cialdini, 
2014). Four dark pattern types that may rely on the scarcity bias are countdown timers, limited-
time messages, low-stock messages, and high-demand messages (Mathur et al., 2019).  In terms 
of Gray et al.’s taxonomy, these patterns perhaps best fit within the toying with emotion type. 
Depending on the type, they might make products feel scarce either by claiming that there is 
limited time left to order the product, by claiming that there is a low stock or by suggesting 
that many other customers want to purchase the product (and by extension, that the product 
might be sold out if one does not order in a timely fashion).  
 
Anchoring Effect 

Another cognitive bias is that of anchoring. The anchoring effect describes people’s tendency 
to be disproportionality influenced by an initially presented value (Furnham & Boo, 2011; 
Tversky & Kahneman, 1974). This initially presented value or “anchor” does not even have to 
be related to the problem at hand. For example, Tversky & Kahneman (1974) build a rigged 
spinning wheel of fortune with numbers from 0 to 100. The wheel would stop at the number 
of either 10 or 65. Participants were asked to write down this number, determine whether the 
number was greater or equal than the percentage of African nations in the UN, and then make 
a best guess for this percentage. The median estimates of participants who saw the number 
10 was 25%. In contrast, the median estimates of participants who saw the number 65 was 
45%. There are several potential explanations for the anchoring effect (Furnham & Boo, 
2011), two of which are discussed. One of the early explanations is that of anchoring-and-
adjustment. This explanation asserts that people adjust the anchor value upwards or 
downwards to estimate the true value, yet that they tend to adjust this value insufficiently 
(Epley & Gilovich, 2001; Tversky & Kahneman 1974). Perhaps because people stop when they 
become uncertain about further adjustment (Kahneman, 2011, p.120). However, this 
adjustment does not seem to occur in every anchoring situation (Furnham & Boo, 2011). 
Another explanation is that people might view the anchor as a plausible answer and then try 
to confirm that this answer or “hypothesis” is true. The anchor then selectively increases the 
accessibility of anchor-consistent knowledge (Mussweiler & Strack, 1999) or thoughts 
(Kahneman, 2011, p.122-123) – something that is known as the priming effect. As such, 
information that might support the hypothesis becomes more readily accessible. It might 
seem somewhat unplausible that people try to confirm a (sometimes) entirely unrelated 
anchor. However, it is relevant to consider that – in terms of Kahneman’s systems (2011, 
p.122-123) - this would largely be a system 1 operation. As such, this is expected to happen 
automatically and involuntarily. Mahtur et al. (2019) identify pressured selling as a dark 
pattern type of which some instances may use the anchoring effect. This specifically concerns 
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instances in which so called “subtractive option framing” is used. To illustrate this technique, 
consider the situation in which a user wants to purchase a computer system. The provider may 
by default select the most affordable model or base configuration. This is called an additive 
option framing. A provider can also present costumers with the most expensive model or 
configuration. This therefore becomes the anchor, which consumers must adjust downwards 
(or “subtract”) in order select a more affordable model or configuration. This subtractive 
presentation of product options can lead consumers to choose options with higher prices 
compared to the use of additive presentation of product options (Park et al., 2000). Anchors 
that are embedded into product banners can also increase consumers’ willingness to pay (Wu 
& Cheng, 2011). As such, it does not seem to be necessary to explicitly “select” the most 
expensive option. Lastly, note that besides the anchoring effect, subtractive option framing 
may also use loss aversion and the default bias (Park et al., 2000). 
 
Sunk Cost Fallacy 

The sunk cost fallacy is an increased tendency of people to continue with something once they 
have invested money, time or effort (Arkes & Blumer, 1985). One potential explanation is that 
of “mental accounting”. According to Thaler (1999), people mentally keep track of financial 
costs. If money has been invested into something and this has yielded some valuable outcome, 
then the mental account is closed without a loss as the benefits are balanced out by the gains. 
However, if the money has been invested, yet the valued outcome is at risk, then the account 
may be closed at a loss. In turn, this provides an additional incentive to make sure that the 
valued outcome is achieved. According to Mathur et al. (2019), the hidden costs dark pattern 
may use the sunk cost fallacy. As certain costs are hidden until the last moment before 
ordering, users may feel that they have wasted their time and effort if they abort the order. As 
such, they might continue with the order to close the corresponding mental account without 
a loss. One considerable problem with this hypothesis is that the sunken costs in the hidden 
costs pattern are based upon time and effort rather than money. This is a relevant difference, 
as various studies that investigated the “behavioural” investments of time and effort could 
not replicate the sunk cost effect as found with monetary investments (Cunha & Caldieraro, 
2009). An exception is when the investments in time and effort are sufficiently linked to 
monetary values (Cunha & Caldieraro, 2009). As such, if this link is insufficient, then the 
corresponding hidden cost pattern might not rely on the sunk cost fallacy. 
 
Hyperbolic Discounting 

Hyperbolic discounting describes the “tendency to overweight the immediate consequences 
of a decision and to underweight those that will occur in the future” (Waldman, 2020, p. 106).  
In the context of privacy, Waldman (2020) notes that this can increase users’ willingness to 
disclose information in return for an immediate reward. As such, this bias might be relevant 
in various situations where dark patterns are used. For example, consider a situation where a 
user has been searching for an article and finally finds it on a certain website. When opening 
the corresponding page, a cookie banner appears that blocks the underlying article. The 
banner might have an “accept all” button and a “manage options” banner. As previously 
discussed, this is a form of obstruction. Even though the user might favour sharing the least 
amount of information (the long-term consequences), he or she might also want to quickly 
access the article and start reading (the short-term reward). Due to hyperbolic discounting, 
the user might therefore click on the “accept all” button rather than first spending his or her 
time “managing privacy options”. 
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Social Proof 

Social proof describes the psychological phenomenon of people looking at the behaviour of 
others to determine what is seen as correct in a certain situation (Cialdini, 2014). Specifically, 
in those situations when they are unsure about what they should do (Cialdini & Trost, 1998). 
This also extends to the digital domain. For example, to electronic retail (Roethke et al., 2020). 
Users might consider customer reviews in their purchasing decision. In addition, providers 
might tell customers how many other users have already subscribed to a service, or they might 
highlight positive experiences of prior customers. Technically, social proof is not a bias, as it 
is not a systematic error. For example, if many customers purchased a product and left positive 
reviews, then this could indeed be reasonable argument in favour of purchasing the product. 
However, this phenomenon can also leave people vulnerable (Cialdini, 2014), which is why it 
is included in this list. Patterns that may use social proof are activity messages and testimonials. 
These become problematic if they provide false information. In these situations, users might 
mistakenly consider them to be social proof that (e.g.) subscribing to a certain service is the 
right decision. 
 
2.6.4 Mechanisms from the Perspective of End-User Studies 

There are a few user studies where end-users themselves reflect upon dark patterns. Whilst 
several of these studies are discussed in the next subsection (see §2.7), some of them lead to 
the identification of additional mechanisms that dark patterns may use.  
 
Value Dependency 

One of the previously mentioned surface-level mechanisms was that a system might force 
users to perform certain actions in order to obtain a certain product, service or feature (see 
§2.6.1). As noted, this relates to patterns from the forced action category. However, one can 
argue that users are not actually “forced” to perform such actions. For instance, users might 
find an alternative service that does not require this action, or they might choose not the use 
the wished-for feature. The user study by Maier & Harr (2020) provides an insight that 
illustrates that this might not always be easy (or even viable) for certain end-users. Maier & 
Harr (2020) found that there was a tension between manipulation on one hand and the value 
that services offer on the other hand. There was a tendency for the provided value to outweigh 
the risk of (minor) negative experiences. For example, because the service is free, because 
friends use the service, because of the (related) fear of missing out, or because participants 
are dependent upon the service. A dark pattern study by Bhoot et al. (2020) provides a similar 
insight. Bhoot et al. (2020) mention that participants would still use websites with dark 
designs if it was necessary and provided enough motives. In the context of data sharing, some 
participants noted that they were dependent on a streaming service for its (exclusive) content. 
In the context of data breaches, some noted that they could not find a suitable alternative to 
one of the social media services that they used. As such, the value that services provide might 
decrease the ease by which customers can avoid forced actions (or other dark patterns) by 
choosing an alternative, especially when the user is dependent on a certain service. 
 
Cognitive Fatigue 

Another potential mechanism is that some users might have low willingness to counter dark 
patterns due to the time and effort that it requires. This was only mentioned by one of the 
participants of Maier & Harr (2020). However, it is included here as it relates to the decrease 
in motivation as discussed from the perspective of persuasion. If users want to “counter” a 
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dark pattern, they may have to exert a certain amount of (cognitive) effort and spend a certain 
amount of time. One could hypothesise that some users might become fatigued by repeatedly 
encountering certain dark patterns, in turn reducing their willingness to counter them. As a 
counterargument, one could note that time and effort might decrease as users get more aware 
of- and familiar with certain dark patterns. However, a certain minimum amount of effort and 
time might still be required. For example, consider the cookie consent banners which have 
become omnipresent in websites. Due to their prevalence, some of the users that prefer 
privacy-friendly options might have become fatigued of constantly having to decline cookies, 
especially in the cases where this requires more effort compared to accepting all cookies. 
Therefore, these users might revert to accepting all cookies by default, as it is the least 
effortful way to quickly dismiss the notice and carry on with their original task. Within the 
context of privacy, this is somewhat related to what Choi et al. (2018) call “privacy fatigue” 
and to what Schermer et al. (2014) refer to as “consent desensitisation”. As such, dark patterns 
that are used in privacy-related contexts might (partially) work because some users have 
become too fatigued to counter them. Nonetheless, dark patterns from (for example) the 
nagging category might also use this mechanism - regardless of the specific context. 
 
Inattention 

The last hypothetical mechanism that is discussed was included because of the comments of 
some participants from the current study (see “roach motel”, “preselection” and “bait and 
switch” in §5.2.1) and participants from Maier & Harr (2020) that suggest that users might 
not always pay sufficient attention when using a system. For example, usability studies by the 
Nielsen Norman Group have shown that users are more likely to scan webpages rather than to 
fully read them, although this does (amongst others) depend on the task type and the level of 
focus of the user (Moran, 2020). Moreover, Brignull (2011) highlights this scanning behaviour 
as one of the examples of how psychological user insights can be misused in a manner that 
benefits providers. Insufficient attention for certain elements within an interface might make 
users more vulnerable for certain dark pattern types such as trick questions (if the question is 
not carefully read), preselection (if what is preselected is not read), hidden information (if the 
hidden option is not seen), and some instances of aesthetic manipulation, including patterns 
of the disguised ad type (if indications that the design is an advertisement are not seen). Note 
how this may be used by some of the previously mentioned surface-level mechanisms such as 
hiding relevant information and options and presenting confusing information or options. 

Table 3. Overview of the mechanisms that potentially underly dark patterns. Note that this 
is a non-exhaustive list, that the mechanisms may overlap due to the different perspectives, 

and that the identified links between the mechanisms and dark patterns are hypothetical. 
Please see the in-text references for the sources of some of the mechanisms (e.g., Fogg, 

2009; Kahneman, 2011) and the sources that the links between the mechanisms and certain 
dark patterns are based upon (e.g., Gray et al, 2018; Mathur et al., 2019; Maier & Harr, 2020). 

Perspective Mechanism 
Examples of dark patterns that  
potentially use this mechanism 

Perspective of 
surface-level 
design 

Hiding relevant information 
or options  

Hidden information, misdirection, hidden costs, address 
book leeching, (some instances of) framing 

Presenting confusing 
information or options 

Trick question, obfuscating settings 
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Presenting false information 
Activity message, testimonial, low-stock message, high-
demand message, countdown-timer (for all of these 
only those instances with false information) 

Providing false affordances 
or warping conventions 

Bait and switch, interface interference (some instances 
of pattern types such as false hierarchy, based upon by 
Gray et al., 2018), wrong signal 

Increasing the required 
interactions to perform 
certain tasks 

Obstruction (certain patterns that belong to this 
category such as roach motel), (certain instances of) 
ease. 

Omitting certain options Roach motel (only instances where there is no option to 
get out of the given situation), entrapping 

Requiring certain user 
actions 

Forced action (certain patterns that belong to this 
category), forced action and timing, impenetrable wall 

Automatically performing 
certain actions 

Sneak into basket, bad defaults, preselection, 
automating the user away 

Perspective of 
persuasion 

Increasing or decreasing 
motivation 

Social pyramid (to increase motivation), gamification 
(to increase motivation), obstruction (to decrease 
motivation) 

Increasing or decreasing the 
required ability 

Obstruction, interface interference (some patterns that 
belong to this category such as hidden information) 

Adding, removing, or 
delaying prompts 

Nagging, sneaking (some patterns that belong to this 
category such as hidden costs), interface interference 
(some patterns that belong to this category such as 
hidden information) 

Perspective of 
heuristics and 
biases 

Default effect Preselection, sneak into basket, (some instances of) 
trick question (partially based upon Mathur et al., 2019) 

Framing effect Confirmshaming, trick question  
(based upon Mathur et al., 2019) 

Scarcity bias 
Countdown timers, limited-time message, low-stock 
message, high-demand message  
(based upon Mathur et al., 2019) 

Anchoring effect (Some instances of) pressured selling 
(based upon Mathur et al., 2019; Park et al., 2000) 

Sunk cost fallacy 
Hidden costs (those instances where time and effort are 
sufficiently linked to monetary value) (based upon 
Cunha & Caldieraro, 2009; Mathur et al., 2019) 

Hyperbolic discounting Obstruction (some patterns of this category) 

Social proof 
(or “bandwagon effect”) 

Activity messages, testimonials 
(based upon Mathur et al., 2019) 

Perspective of 
end-user studies 

Value dependency Forced action (patterns of this category) 
(based upon Bhoot et al., 2020; Maier & Harr, 2020) 

Cognitive fatigue 

Any often-repeating dark pattern (such as patterns from 
the obstruction category within cookie banners and 
patterns from the nagging category) (based upon Choi 
et al., 2018; Maier & Harr, 2020; Schermer et al., 2014) 

Inattention 

Trick question, preselection, hidden information, 
certain forms of aesthetic manipulation such as 
disguised ad (partially based upon Brignull, 2011; Maier 
& Harr, 2020) 
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2.7 Perception of Dark Patterns 

Given the discussed threats, prevalence, and potential effectiveness of dark patterns, a follow-
on question is how users feel about these design practices – something that is also relevant 
for potential countermeasures. Therefore, users’ perception of dark patterns is discussed in 
this subsection. In specific, their experiences with dark patterns and their attitudes towards 
dark patterns. There are also studies that investigate designers’ perceptions on ethics and the 
role of ethics within their design processes (e.g., Chivukula et al., 2018; Gray & Chivukula, 
2019). However, as this is too far outside of the scope of the current work, the discussion below 
will specifically focus on end-users. 
 
There are several studies that provide insights into users’ perceptions of dark patterns. Maier 
& Harr (2020) investigated end-users’ perspective on dark patterns. They conducted focus 
groups with nine participants and held interviews with five participants. Gray et al. (2021) 
investigated users’ experiences with manipulative digital technologies. They first used a 
survey which was filled in by over one hundred participants and then conducted nine follow-
up interviews. The studies by Bergman (2021), Bongard-Blanchy et al. (2021) and Luguri & 
Strahilevitz (2021) all feature an experiment, yet they also include an inquiry into users’ 
perceptions of dark patterns. To this end, all three studies employed a survey with respectively 
over ninety participants, just over four hundred participants, and over nineteen hundred 
participants. Lastly, Bhoot et al. (2020) conducted an experiment with ten participants to see 
how they reacted to different dark patterns. Below, several insights from these studies are 
discussed. 
 
Three points of caution should be noted with regard to this discussion. The first is that 
perceptions may vary depending on the type of users. For example, depending on their age, 
their level of education, and their cultural background. As the mentioned studies vary with 
regard to these aspects, the insights that they provide are not necessarily generalisable across 
all potential user groups. In addition, findings of the (two) studies with a lower number of 
participants may not always be generalisable to the entire user group from which they were 
sampled. The second point of caution is related to the scope in which participants view digital 
persuasion and manipulation. For example, Bongard-Blanchy et al. (2021) note how some 
participants mention fake news and Bhoot et al. (2020) note how privacy breaches were 
mentioned. As such, participants’ perceptions on digital persuasion and manipulation appear 
to extend beyond dark patterns. The third and related point is that these studies differ with 
regard to their methodology. Not only with respect to the participants and general data 
collection methods (e.g., surveys, interviews, focus groups), yet also with regard to more 
specific procedural choices. For example, whether they explicitly mention the term of “dark 
patterns” to their participants or whether they show concrete examples thereof. In turn, these 
choices might result in different responses from the participants (for more details on the 
corresponding participants and methods, see the studies as referenced to in this subsection). 
 
2.7.1 Awareness and Recognition of Dark Patterns 

Several of the studies investigated the level of awareness that users have of dark designs. 
Bongard-Blanchy et al. (2021) found that participants were generally aware that the designs 
of websites could influence their choices and behaviour. Several participants found that these 
designs could influence their spending behaviour, content consumption, or choice of services. 
Influencing factors that were mentioned included personalised content, recommendations, 
and special offers. A relatively small numbers of participants mentioned factors such as visual 
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appeal, layout, or ease of use. Participants seemed to particularly associate these designs with 
many well-known brands.   
 
Likewise, Gray et al. (2021) found that 79,3% of their participants were aware that mobile 
applications and websites might include manipulative elements. Participants could describe 
various manipulative situations where they felt that something was wrong or “off”. However, 
they often seemed to lack the dark pattern related terms to describe these situations – 
something that is not entirely unexpected.  
 
This is line with the study of Maier & Harr (2020) who found that their participants were 
unfamiliar with the term of “dark patterns”. However, when Maier & Harr (2020) showed 
examples to the participants, some dark patterns were recognised. This was because they were 
seen as predictable or because they were encountered before. Examples of the former category 
included the toying with emotion pattern and examples of the latter category included the 
nagging and preselection patterns. Maier & Harr (2020) found that their participants were only 
somewhat aware of manipulation within websites. However, this had increased in the recent 
years due to media coverage related to (e.g.) data incidents and the GDPR. In addition, 
participants felt that they had become more critical when using user interfaces. Somewhat 
related to this latter point of media and increased awareness, Bhoot et al. (2020) did find that 
part of their participants (15%) was vaguely familiar with the concept of “dark patterns”. They 
note that this was the case because some participants had come across the term in online 
articles. 
 
Besides general awareness, Gray et al. (2021) also investigated the aspects that may cause 
users to feel that they are at risk of being manipulated. A variety of such aspects was found. 
One frequently mentioned aspect was the feeling of distrust and insecurity that emerged for 
some participants when using unknown digital systems. To evaluate these systems, 
participants did not only look for potentially manipulative characteristics based on their own 
previous experiences. They also used external sources such as friends, television, security 
alerts from reliable software, and ratings and reviews.  Another frequently mentioned aspect 
was if systems ask for personal information in an aggressive manner. Especially if this 
information is seen as unnecessary, if the information is sensitive, or if permissions are asked 
to (e.g.) access one’s contact list. Another aspect was the use of free products. Some 
participants suspected that they might still have to pay at a later stage. In other words, a 
“freemium” pricing strategy. Yet another aspect was the feeling of being tracked to achieve 
provider-based goals without being explicitly notified of this practice. For example, when 
some participants saw specific advertisements or search results that seemed to be based upon 
their interests. Some participants used their initial impression or intuition to judge the 
product. During further inspection of the user interface, some participants looked at 
misspellings or the quantity, quality, and intrusiveness of advertisements. Another aspect 
that was mentioned by some participants is a direct attempt of persuasion. For example, 
through the means of misleading information or extreme emotional or political statements. 
Besides this inspection of the interface, some participants also mentioned aspects that are 
based upon further interactions with the digital product. One of these aspects was whether 
users could find what they were looking for within the system. Another aspect was whether 
the product behaved in a manner that they expected such that users could accomplish their 
goals without any undesired interactions. Some participants mentioned aspects that are based 
upon prolonged interactions and the results thereof.  For example, situations that were hard 
to get out of or systems that encouraged participants to repetitively perform undesired tasks. 
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Given these findings, a non-negligible group of end-users seem to be aware of the existence 
of manipulative designs. Various aspects of persuasion and manipulation are mentioned by 
participants. A subselection of these can be related to certain dark pattern types such as toying 
with emotion, obstruction, roach motel, and gamification. However, others seem to stretch 
beyond the scope of dark patterns, thereby aligning with one of the previously mentioned 
points of caution. Therefore, the level of awareness of dark patterns in specific might be lower 
compared to those that are reported. 
 
2.7.2 Perceived Influence and Harm of Dark Patterns 

As discussed, some users seem to be aware of the presence and potential influence of dark 
patterns. A subsequent question is how influential participants consider dark pattern to be 
and to what extent they worry about the potential harmful consequences thereof. 
 
Bongard-Blanchy et al. (2021) found that their participants were on average uncertain 
whether dark patterns cause harm. On average, they also had a tendency not to worry about 
being manipulated through online designs. Nonetheless, several potential types of harm were 
mentioned such as physical harm, mental harm, financial harm, cybersecurity harm, privacy 
harm, and harm to society. Interestingly, potential harm and worry about manipulative 
designs were rated higher when considering other people as opposed to themselves. In 
addition, some participants mentioned certain specific groups that they worried about with 
regard to manipulative designs such as young people and elderly.  
 
Bongard-Blanchy et al. (2021) also showed participants ten images of user interfaces. Nine of 
these included instances of dark patterns, of which seven where combinations of two dark 
pattern types. Amongst other questions, participants were asked to rate to what extent they 
thought that the dark patterns would influence them. This question was asked at a point after 
which the dark patterns had been explained to them. Results showed that – on average - 
participants considered the instance with the auto-play pattern to be the most influential. 
Three other instances that combined two dark patterns were seen as somewhat influential. 
These were the combination of a high-demand message and a limited-time message, the 
combination of trick question and hidden information, and the combination bundled consent 
with a pattern that required this consent in order to use the service. Confirmshaming and a 
combination of hidden information and false hierarchy were seen as the least influential. 
However, note that users’ self-reported influence does not necessarily correspond to the 
actual influence that dark patterns may have. 
 
Bergman (2021) investigated whether the use of dark patterns influences the user experience. 
To this end, an experiment was conducted where participants used a greeting card webshop – 
either with several dark patterns or without dark patterns. Results showed that the overall 
user experience was significantly worse in the condition with dark patterns compared to the 
condition without dark patterns. However, when looking at the user experience of specific 
pages within the webshop, this was only significantly lower on two specific pages compared 
to the control condition. These were the shopping cart page with a sneak into basket and toying 
with emotion pattern, and the order page with a hidden costs, hidden information, preselection, 
and trick question pattern. As such, at least certain dark pattern configurations can potentially 
worsen the user experience, though not necessarily all. 
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2.7.3 Experienced Emotions with Regard to Dark Patterns 

One specific area of influence and harm relates to users’ feelings and emotions. Some studies 
have separately investigated this specific area. Therefore, it is also discussed separately within 
this subsection. Note that one’s feelings and emotions during an encounter with a dark pattern 
can be different to those after having experienced a dark pattern and (in some cases) after 
having experienced the consequences thereof. 
 
Luguri & Strahilevitz (2021) present what are perhaps the most interesting findings with 
regard to emotions. As previously discussed, one of the experiments that they conducted 
involved a privacy survey (see §2.5). At the end, participants were asked to sign-up for a free 
trial of an identity theft protection service. One group of participants received a control 
variant without dark patterns. Another group received a variant with “mild” dark patterns and 
another group received a variant with “aggressive” dark patterns. Afterwards, participants 
were asked to self-report their mood on a scale from happy and relaxed to aggravated and 
annoyed. As discussed, almost four times as many participants in the “aggressive” variant 
signed up for the service. This also resulted in participants that were significantly more upset 
compared to the control condition. However, for the mild condition, no significant difference 
in mood was found compared to the control condition, even though the mild condition still 
had an acceptance rate that was more than twice as high compared to the control condition.  
 
Gray et al. (2021) also investigated emotions. They asked participants to rate the emotions 
that they felt with regard to past experiences of manipulation by digital products. This seemed 
to concern one’s “immediate and lasting emotional reaction” (Gray et al., 2021, p. 6). 
Emotions that were highly rated by many participants included being upset, distressed, 
irritable and hostile. On the other hand, feeling guiltily and ashamed was highly rated by 
relatively little participants. Feeling scared, nervous, or afraid was rated somewhere in 
between.  
 
Maier & Harr (2020) found that all participants felt annoyed when facing dark patterns. 
Bergman (2021) also used the term of annoyance when investigating how users felt about 
different dark patterns. To this end, participants were shown instances of dark patterns from 
the previously discussed taxonomy of Gray et al. (2018). Each example included the image of 
a user interface and a textual elaboration. Participants were asked how they felt about the 
pattern on a scale from not minding the pattern to finding it deeply annoying, which would 
in turn result in a “dark pattern severity score”. The top-five patterns that were seen as the 
most annoying were hidden costs, roach motel, and bait and switch, sneak into basket and 
disguised ads. The patterns that users minded the least were toying with emotion, preselection, 
gamification, false hierarchy and forced continuity. The other patterns were somewhere in 
between. Note that the question of how users feel about dark patterns might have been 
interpreted in different ways by the participants. For example, as solely referring to affect 
(e.g., the emotion of annoyance) but perhaps also as referring to one’s opinion (e.g., how 
problematic, bad, or severe one considers a dark pattern instance to be). Therefore, it is not 
necessarily the case that the corresponding responses solely reflect participants’ feelings in 
an affective sense (as discussed in §2.7.3). Depending on which aspects the participants 
considered when answering the questions, they might also (partially) reflect how the 
participants perceived the influence and potential harm of the dark patterns (as discussed in 
§2.7.2) and the perceived acceptability of the dark patterns (as discussed in §2.7.6). The 
previously discussed results of Bergman (2021) about the influence of dark patterns on the 
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user experience (see §2.7.2) may also partially (and indirectly) reflect users’ affective reaction. 
This is because emotions and feelings are generally seen as part of the user experience (e.g., 
see Hassenzahl & Tractinsky, 2006). 
 
2.7.4 Perceived Responsibility for Dark Patterns 

Several of the studies also investigated who end-users consider to be responsible for dark 
patterns. Maier & Harr (2020) found that their participants mostly considered the business 
owners to be responsible. These business owners were seen as having made the conscious 
decision to use dark patterns. This is in line with Bhoot et al. (2020), who also note that 
business owners were blamed by the participants. Gray et al. (2021) also investigated who 
participants blamed for dark patterns, which were the “designer”, “other stakeholders” (which 
meant parties such as the company and presumably excludes users as a stakeholder) and to a 
somewhat lesser extent the “developer”. However, it is perhaps a bit unclear how these 
categories differ (e.g., a company might be the developer of a system and an individual 
designer might also be a developer). With regard to individual designers and programmers, 
Maier & Harr (2020) note that two of their participants did not blame them as they were seen 
as carrying out orders from the management.  
 
One might also question to what extent users blame themselves for (being influenced by) dark 
patterns. The results of Gray et al. (2021) show that around one in five participants did so. 
Maier and Harr (2020) found that some participants considered users to be at least partially 
responsible because they should be sufficiently critical when using website and apps. It was 
also mentioned that the negative effects of many dark patterns were potentially avoidable if 
the average user was more attentive and aware of these techniques. However, participants 
acknowledge that users were not at fault if the patterns remained undetected by them. 
 
This latter point of attentiveness is not trivial. In the context of regulation regarding unfair 
and deceptive trade practices in the United States, Luguri & Strahilevitz (2021), note that the 
Federal Trade Commission (FTC) uses a three-part test to assess whether a practice is “unfair”. 
One of these parts is that the practice does or can cause substantial injury that is “not 
reasonably avoidable by consumers themselves” (Luguri & Strahilevitz, 2021, p. 87). Luguri 
& Strahilevitz (2021, p. 88) explain that customers should be able to make their own decisions 
and that reasonable consumers must be aware of potential risks in order to avoid harm.  
 
Besides the United States, one can also look at other countries. For example, the Dutch 
Authority of Consumers and Markets (ACM, 2020) published a set of guidelines with regard to 
the protection of online consumers. These outline how the ACM (2020) interprets several 
Dutch regulations in order to indicate what they consider to be the boundaries of online 
influence of customers. The main piece of Dutch regulation that they build upon is based on 
the European Directive of Unfair Commercial Practices (UCPD). The ACM (2020) explain the 
Dutch implementation thereof. In this context, they mention the so called “transaction test” 
which is used to determine whether certain trade practices are unfair - although there are also 
trade practices which are always considered unfair regardless of this test. The question of the 
test is whether the trade practice can cause an average consumer to make a transaction 
decision that he or she otherwise would not have made (ACM, 2020). The answer to this test 
depends upon open norms that may be different depending on the specific case (ACM, 2020). 
One particular aspect of this test is the previously mentioned “average consumer”. Such an 
average consumer is considered to be reasonably informed, careful and attentive (ACM, 2020). 
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However, to nuance this definition, the ACM (2020) note that this may not always be the case 
and that many societal, cultural, and linguistic factors play a role when determining what one 
might expect from an average consumer. In addition, the ACM (2020) note that the average 
consumer relates to the specific user group that the trade practice targets.  
 
This issue of user responsibility might also be relevant for future regulatory efforts. In a 
webinar on dark patterns in Dutch consumer law, M. Coster, D. Cuijpers & T. Klein (personal 
communication, November 16, 2021) discussed the proposition that customers should not be 
underestimated and that they can make their own decisions given that they are not provided 
with factually incorrect information. There were various stances towards this proposition. On 
hand, the danger was mentioned of too easily considering techniques to be “dark patterns” if 
one does not assume that consumers can make their own decisions. On the other hand, it was 
mentioned that consumers should also not be overestimated and that providers should not be 
able to hide themselves behind the presumed “rationality” of consumers. Note how these 
points relate to the discussion of dark pattern acceptability (see §2.1.4) and how the latter 
point of rationality relates the previously discussed topic of cognitive biases (see §2.6.3)  
 
2.7.5 Trust in Relation to Dark Patterns 

Another question is how users’ trust is influenced by dark patterns - at least, in the cases 
where they are aware of these design techniques, when they have been made aware of these 
techniques, or when they have experienced the consequences thereof.  
 
Bhoot et al. (2020) found that users’ trust in a website is decreased if they encounter a dark 
pattern. Similarly, based on their participants’ responses, Maier & Harr (2020) suspect that 
the use of too many manipulative techniques decreases users’ trust in a company and the 
credibility of this company. This is perhaps not unsurprising given that their participants 
generally considered dark patterns to be sneaky and intentional, given that some participants 
found that they were meant to trick users and benefit from them, and given that all 
participants mostly held the business owners responsible. 
 
Gray et al. (2021) found that many of their participants sometimes or frequently distrusted 
the mobile apps or websites that they regularly used. They also found that most participants 
felt that they were more valued as a customer rather than a person. However, this latter 
tendency was also the case for participants that were not aware of online manipulation. In 
addition, general distrust in apps or websites can be due to many aspects. For example, one 
might look at the aspects as found by Gray et al. (2021) that can cause users to feel at risk of 
being manipulated (see §2.7.1). Some of these were also labelled by Gray et al. (2021) as being 
characteristics that are used to assess trustworthiness. However, as discussed, not all of these 
aspects were related to dark patterns. As such, it is unclear to what extent dark patterns 
contribute to the general distrust of digital systems. 
 
2.7.6 Acceptability of Dark Patterns 

Given the previously discussed insights regarding responsibility and trust, one might question 
to what extent users accept the use of dark patterns. More specifically, does this cause users 
to stop using a certain digital system or are dark patterns somewhat tolerated? Findings from 
some of the studies seem to point at both directions. 
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On one hand Maier & Harr (2020) note that participants often fail to counteract dark patterns, 
and that this can result in the abandonment of the service. Similarly, Bhoot et al. (2020) 
suspect that users may leave a website when they consider it to be too untrustworthy or 
frustrating. In turn, Bhoot et al. (2020) argue that websites that use dark patterns may 
potentially lose customers. In addition, some participants of Maier & Harr (2020) noted that 
overly frustrating or interfering dark patterns may cause them to consider leaving the service. 
 
One the other hand Maier & Harr (2020) note that users sometimes do not abandon the 
service, but rather choose to accept dark patterns. More specifically, Maier & Harr (2020) 
identify a tension between the inclusion of behaviour-influencing elements and the value that 
services provide (a point that was previously mentioned in §2.6.4). They found that there is 
an inclination to accept minor negative aspects if they are sufficiently offset by the benefits 
that services offer. For example, if the service is free, if friends use the service, or if one might 
otherwise fear of missing out on something. In addition, some users seemed to be dependent 
on certain services and could not find a suitable alternative. This is in line with the results of 
Bhoot et al. (2020) who also found that participants would keep using a certain website if it 
provided enough motive to do so. Moreover, Bhoot et al. (2020) also found some instances 
where a participant simply could not find a viable alternative to a certain service.  
 
In general, Maier & Harr (2020) identified a form of resignation. Their participants did not see 
a way in which they could fully avoid dark patterns. These participants found that one must 
live with these design techniques. On a similar note, the participants of Bhoot et al. (2020) 
that were aware of dark strategies accepted it as a part of their internet experience. 
 
Lastly, certain dark pattern types may be perceived as more acceptable than others. As noted, 
Bongard-Blanchy et al. (2021) showed participants several images of user interfaces with dark 
pattern instances (see §2.7.2). Amongst others, they asked participants to rate how acceptable 
they found the dark patterns to be. On average, participants found most of the dark pattern 
types to be somewhat unacceptable. However, there were differences between the individual 
types of dark patterns (and between participants). The two instances that were seen as the 
most unacceptable were the combination of a trick question with hidden information and the 
combination of a false hierarchy with a trick question. The two instances that were seen as the 
most acceptable were the auto-play pattern and the confirmshaming pattern. The auto-play 
pattern was the only pattern to be seen as acceptable by the average participant. Interestingly, 
it also was the pattern to be seen as the most influential by the average participant. As such, 
auto-play shows that there are influential designs that users tolerate. 
 
Maier & Harr (2020) also investigated differences in acceptability between various types of 
dark patterns, though it should be noted that none of their participants preferred to be 
influenced by them. For most participants, the most accepted patterns had the characteristics 
of being visible, being are associated with classic “salesman” practices, and being seen as 
annoying rather than dangerous. These included patterns from the nagging and forced action 
categories. Patterns that were least accepted had the characteristics of being more dangerous 
and misleading users by hiding information regarding additional costs or personal 
information that was being shared. However, Maier & Harr (2020) also note that there were 
considerable individual differences with regard to the acceptability of specific dark pattern 
types, thereby making it hard to provide generalised findings. 
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Lastly, the previously discussed results of Bergman (2021) regarding how users felt about 
different dark patterns may also (partially) reflect acceptability (see §2.7.3). 
 
2.7.7 Measuring Perceived Darkness 

Various insights with regard to users’ perception have been discussed. Most of these are 
related to dark patterns in general, and a few related to more specific dark pattern types. 
However, one might also want to know what users think about the use of dark patterns within 
specific systems. To this end, Bergman (2021) developed the first version of a scale to measure 
the darkness of individual systems: the System Darkness Scale (SDS). The SDS consists of 
several questions that users can answer on a Likert-scale. Based on the provided answers a 
resulting “darkness score” can be calculated for the system in question. This can for example 
be used by researchers to compare the perceived darkness of different systems. In addition, it 
can be used by companies to measure the perceived darkness of their own systems. 
 
Bergman (2021) developed this scale through the means of an experiment with a greeting-
card webshop. Note that this was the same webshop and experiment which were also used to 
investigate the influence of dark patterns on the user experience (see §2.7.2). On this 
webshop, participants had to place a certain order. One part of the participants used a version 
of the webshop with several dark patterns from the taxonomy of Gray et al. (2018). Another 
part of the participants used a version of the webshop without any dark patterns. Afterwards, 
participants rated 25 statements that were devised by Bergman (2021). The System Darkness 
Scale was created based on the responses to these statements. Several analyses were 
performed to determine which statements were to be included in the final scale. Amongst 
others, this involved the consideration of the consistency of the items and the capacity of the 
items to discriminate between the version of the webshop with dark patterns and the version 
without dark patterns. This resulted in the selection of five items that were included in the 
final scale (see Table 7 in §4.4.5). 
  
One of the limitations that Bergman (2021) points out is that the scale was developed based 
on a single system: the greeting card webshop. If a different type of system would have been 
used with different types of dark patterns, than other items might have been selected. As such, 
one question is whether the current version of the scale can be used with other types of 
systems. As noted, this is addressed by the second research aim of the current work (see §3.2). 
 
2.8 Blindness towards Dark Patterns 

One phenomenon with regard to dark patterns is called “dark pattern blindness”. It is featured 
in the main research aim of the current work (see §3.1), and therefore discussed in a separate 
subsection. To the author’s knowledge, the term of dark pattern blindness was first used by 
Di Geronimo et al. (2020). As noted in the introduction, it describes situations in which users 
are not aware that they are being exposed to a dark pattern that was intentionally made to 
influence their behaviour. In other words, it describes the inability of users to recognize a dark 
pattern. Some users might have more dark patterns blindness than others, and there might be 
more blindness for some dark pattern types compared to others. At the time of writing, at 
least two to four studies have investigated dark pattern blindness. These are discussed below. 
 
Di Geronimo et al. (2020) first investigated dark pattern blindness through a survey with over 
five hundred participants. Six mobile applications were selected of which screen recordings 
were made. This included an app containing a nagging pattern, an app with a sneak into basket 
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and preselection pattern, an app with a pattern from the forced action category, an app with a 
false hierarchy pattern, an app with the intermediate currency pattern, and an app without any 
dark patterns. Participants were assigned to three of these apps. The first two would always 
be one of the apps with dark patterns and the third app would always be the one without any 
dark patterns. After watching the video of any one of the apps, several questions were asked. 
The main one was whether users recognised any “malicious designs”, which were defined as 
“user interfaces crafted to trick the users in doing things they do not want to do or try to 
manipulate the user in some way” (Di Geronimo et al., 2020, p. 7). Users that provided an 
affirmative answer or users that were unsure were asked to explain the “malicious design”. Di 
Geronimo et al. (2020) found that majority of the participants could not recognize the dark 
patterns (55%), whist around one fifth were unsure (20%). Before asking about malicious 
designs, participants were also asked to rate the user experience of the app. In their review, 
only 7% of the participants mentioned something related to the dark patterns. Furthermore, 
Geronimo et al. (2020) found that participants identified significantly more malicious designs 
in the second app. In turn, this indicates that users might become more sensitive towards dark 
patterns when primed about malicious designs. No differences were found with regard to age 
or level of education. When comparing the apps, the app with the sneak into basket and 
preselection had a significantly lower recognition rate compared to all other apps with dark 
patterns. There were no significant differences between the other apps with dark patterns. As 
a last point, after the question regarding the recognition of a “malicious design”, the dark 
pattern was revealed by showing a screenshot thereof. Participants that had previously 
identified a malicious design were asked if this corresponded to the dark pattern that was 
shown. Di Geronimo et al. (2020) found that on average 24% found that they identified the 
correct malicious design whilst the others did not or were unsure. As such, the actual 
recognition of dark patterns might be lower than the earlier reported 55%. 
 
Bongard-Blanchy et al. (2021) also investigated dark patterns blindness. This was using the 
same survey with over four hundred participants that was also used to investigate the 
previously discussed perceived influence (§2.7.2) and acceptability (§2.7.6) of dark patterns. 
As noted, ten screenshots of user interfaces were shown of which nine contained one or two 
dark patterns. The screenshots were shown for 10-40 seconds. Amongst other questions, 
participants were asked whether they could find any design element that could influence their 
behaviour. It was also noted that not all screenshots necessarily contained such elements. 
Bongard-Blanchy et al. (2021) found that around 98% of the participants could find at least 
one dark pattern, that around 59% could find five or more dark patterns, and that around 3% 
could find all dark patterns. In contrast to the study of Di Geronimo et al. (2020), Bongard-
Blanchy et al. (2021) did find differences in dark pattern blindness depending on age and 
educational level. More specifically, Bongard-Blanchy et al. (2021) found that participants 
that were around 40 years or younger and participants that had vocational training, a 
bachelor’s degree or higher level of education were better at recognising dark patterns 
compared to older participants with lower levels of education. There was also considerable 
variation between the specific dark pattern types. Bongard-Blanchy et al. (2021) found that 
most of the participants recognised interfaces with a high-demand message, limited-time 
message and confirmshaming whilst half or less recognised interfaces with a trick question, 
preselection, bundled consent, or a pattern that resembles the combination of the framing and 
rewards and punishment patterns (though this latter pattern was named differently in the 
study). Lastly, Bongard-Blanchy et al. (2021) found that participants who could detect more 
dark patterns also tended to indicate that they were less influenced by dark patterns. As such, 
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this suggest that the ability to recognize dark patterns relates to users’ ability to better protect 
themselves (Bongard-Blanchy et al., 2021). 
 
As part of a larger study, Bhoot et al. (2020, p. 27) investigated the “level of identification” for 
dark patterns. This was done using a survey with 300 participants. Amongst others, the survey 
included examples of twelve dark patterns in the form of screenshots and a textual 
explanation of the corresponding situation. In order from most to least identified, these were 
the patterns of forced continuity (88,6%), confirmshaming (82,3%), bait and switch (81,3%), 
misdirection (73%), hidden costs, (69,3%), disguised ads (55,3%), price comparison prevention 
(52,3%), sneak into basket (47,6%), friend spam (46%), privacy zuckering (40,6%), trick questions 
(32,6%), and roach motel (18,6%). Bhoot et al. (2020) do not report how participants were 
exactly asked to identify dark patterns, nor if this concept or a proxy thereof was already 
introduced as this point. A study by Nagda (2020) also used a survey to investigate the user-
awareness or identification of dark pattern types. Nagda (2020) notes that the participants 
could most easily identify the disguised ads and bait and switch patterns whilst forced 
continuity, price comparison prevention and friend spam were known to a lesser extent. This is 
somewhat in contrast with the study by Bhoot et al. (2020) where (e.g.) forced continuity was 
the best identified pattern. Unfortunately, Nagda (2020) also does not report how participants 
were exactly asked to identify dark patterns, nor if the concept or a proxy thereof was first 
introduced. As such, this makes it somewhat harder to interpret the context of the findings 
that are reported by both studies. This is relevant as recognition after having been provided 
with an explanation of a specific dark pattern is different from recognizing a pattern by 
oneself without such prior information. 
 
The findings as discussed above support the existence of dark pattern blindness, however 
there is considerable difference between the studies. For example, the results of Di Geronimo 
et al. (2020) suggest a higher overall dark pattern blindness compared to those of Bongard-
Blanchy et al. (2021). This is most clearly reflected by Di Geronimo et al. (2020) concluding 
that most of the users could not recognize dark patterns whilst Bongard-Blanchy et al. (2021) 
conclude that participants generally able to recognize dark patterns. Moreover, the former 
study could not find any differences between dark pattern blindness with regard to age and 
educational level whilst the latter study could. In addition, there are some limitations with 
the methodologies that were used by these two studies. One limitation is that asking 
participants to search for persuasive or manipulative elements can result in increased 
sensitivity and attentiveness (as shown by Di Geronimo et al., 2020). As pointed out by 
Bongard-Blanchy et al. (2021), this does not necessarily correspond to real-world situations. 
To counter this problem, Bongard-Blanchy et al. (2021) provided only 10 to 40 seconds to 
recognize a pattern and told participants that not all screenshots included a dark pattern. 
They also expect that users will notice that something is off in real-world situations. However, 
it is not certain that this will indeed be case, nor that the countermeasures fully offset the 
increased attentiveness. Another limitation is that participants do not really use the systems 
for a real-world task. Instead, a video or screenshot is provided. The current work aims to 
address both of these limitations (see §3.1 and §4). 
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2.9 Countermeasures against Dark Patterns 

Insights from the previous subsections have shown that dark patterns are used on part of the 
real-world websites and applications (see §2.4). Moreover, some dark pattern configurations 
have proven to be effective in steering users towards provider-preferred outcomes (see §2.5). 
Combined with the potential threats (see §2.3), the question arises what can be done to 
counteract dark patterns. To this end, several countermeasures have been proposed. Some of 
these are discussed below. 
 
2.9.1 Regulatory Interventions to Counteract Dark Patterns 

One class of countermeasures involves regulatory interventions. At the time of writing, 
several laws exist that may potentially be used to counteract certain dark pattern instances. 
According to Egberts (2021), dark patterns are in part covered by legislation from the 
European Union, even though they are not an explicit target thereof. Examples of relevant 
regulation are the directive against unfair commercial practices (UCPD), the general data 
protection regulation (GDPR) and the consumer rights directive (CRD). As discussed, the 
Dutch implementation of the former directive is mentioned by the Dutch Authority for 
Consumers and Markets (ACM, 2020) who do explicitly refer to the term of dark patterns. They 
also mention what is allowed and what is not allowed for areas such as price indications, 
scarcity messages, social proof, unclear information, hidden information, default settings, 
and hard to cancel services. From the perspective of the United States, Luguri & Strahilevitz 
(2021) discuss the potential applicability of unfair or deceptive interstate trade practices from 
the Federal Trade Commission Act, the unfair competition laws of individual states, and 
undue influence from contract law. They discuss several enforcement actions of the Federal 
Trade Commission (FTC) against practices that involve dark pattern-like techniques – though 
the specific term of “dark patterns” is not used (Luguri & Strahilevitz, 2021). Based on these 
cases, Luguri & Strahilevitz (2021) note that instances of false testimonials, roach motel, hidden 
costs, forced continuity, aesthetic manipulation, preselection, trick questions and disguised ads 
have been at the basis for some of the violations. They furthermore suspect that dark patterns 
that involve deception such as false activity messages, sneak into basket, bait and switch, forced 
registration, false low-stock messages and false high-demand messages would also be covered. 
However, Luguri & Strahilevitz (2021) are unsure about the (il)legality of patterns such as 
nagging, price comparison prevention, intermediate currency, toying with emotion and 
confirmshaming.  
 
Besides these existing laws and the current enforcement thereof, several works point out the 
possibility of further increasing regulatory efforts. For example, Bongard-Blanchy et al. (2021) 
find that legal safeguards should be more strongly enforced. Similarly, Luguri & Strahilevitz 
(2021) expect that the use of dark patterns will increase without a strong governmental 
response. They propose the use of “dark pattern audits” with the ability to perform limited 
A/B-tests on the providers’ user interfaces. In turn, this could be used to investigate 
potentially manipulative interface elements by checking whether customers’ choices are 
generally aligned with their preferences.  However, Luguri & Strahilevitz (2021) do mention 
that it might be hard to determine what a “neutral” baseline design should be. Leiser (2020) 
analysed the strengths, weaknesses, and developments with regard to the previously 
mentioned UCPD and GDPR regulations. Amongst others, he argues in favour of a future 
regulatory approach that combines the strengths of the former two regimes to better 
counteract dark patterns. In a webinar on dark patterns and Dutch consumer law, D. Cuijpers 
(personal communication, November 16, 2021) mentioned that the (more technology-
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independent) open norms with regard to unfair trade practices might be complemented by 
more specific prohibitions in the future, yet that a good balance between the two is required. 
 
One of the issues for further regulation is related to the previously discussed problem of dark 
pattern acceptability (see §2.1.4). In 2021, Gunawan et al. (2021) noted that proposals for 
regulation might be somewhat premature as the definition, boundaries and harms of these 
patterns are not yet sufficiently established. As mentioned by Luguri & Strahilevitz (2021), 
the hardest problem for regulators is to decide upon what dark patterns are seen as tolerable 
and what dark patterns are seen as intolerable. More specifically, at what point a technique is 
sufficiently misleading to offset the sellers’ freedom of speech and where the line is drawn 
between persuasion and manipulation (Luguri & Strahilevitz, 2021). This is a recurring 
problem that was previously discussed in the context of determining the acceptability of dark 
patterns (see §2.1.4), in the context of differentiating dark patterns from persuasive 
technology (see §2.1.3), and in the context of determining when individual autonomy is 
reduced (§2.3.5). As mentioned in some of these discussions, the relevant concepts often seem 
to have unclear boundaries and seem to be dependent on the specific context and definition 
that one uses. Nonetheless, one core aspect seems be whether a person is aware or unaware 
of the influence that is exerted upon them (Susser et al., 2019) – something that also relates 
to the previously discussed concept of dark pattern blindness (see §2.8). It was also discussed 
that Luguri & Strahilevitz (2021) found that the “mild” dark patterns condition within their 
experiment was effective, yet that it did not result in a significant decrease in the users’ mood 
compared to the condition without dark patterns – something that was the case for the 
“aggressive” dark pattern condition (see §2.5). Therefore, they find that the subtle rather than 
aggressive uses of dark patterns provide the strongest incentive for regulatory interventions. 
 
2.9.2 Educational Interventions to Counteract Dark Patterns 

Another potential countermeasure is to educate end-users about dark patterns. This can be 
done through multiple channels and by various organisations such as news media, 
educational institutions, or governmental institutions. Educational efforts might range for 
raising general awareness to more in-depth explanations, examples, or even gamified 
applications to increase users’ understanding of digital user interfaces and the manipulative 
elements that they might contain. As an example of the latter, Bongard-Blanchy et al. (2021) 
propose a (social media) game where users try to detect dark patterns. These educational 
efforts might be especially relevant for patterns that users are generally unaware of and for 
groups with an increased vulnerability towards dark patterns. For, example elderly users who 
are both worse at recognising dark patterns and less aware of the influence that online designs 
might have on them (Bongard-Blanchy et al., 2021). In turn, the hope is that these efforts to 
foster digital literacy might increase users’ vigilance, users’ recognition of dark patterns, and 
– in turn – the likelihood that users are able to counter these patterns (Chatellier et al., 2019). 
 
However, as pointed out by Maier & Harr (2020), awareness and recognition might not be 
sufficient for users to resist dark patterns. According to Weinschenk (2013, as cited in Maier 
& Harr, 2020) knowledge about persuasive technology does not make one unsusceptible to 
the influence thereof. In addition, Kahneman (2012, p. 131) is not optimistic about the ability 
of people to control their cognitive biases. Furthermore, patterns that are coercive cannot be 
avoided by users that want to access a certain service (Bongard-Blanchy et al., 2021). Even if 
there is no coercion, mechanisms such as cognitive fatigue might still prevent users from 
countering dark patterns (see §2.6.4), regardless of whether they are aware of the specific 
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technique or not. As such, Maier & Harr (2020) remark that literacy regarding manipulation 
is a starting point rather than an end. 
 
Education might also counteract dark patterns in a different manner than discussed above. 
More widespread public awareness and recognition of dark patterns might put pressure on the 
companies that use these design techniques. In the study of Maier & Harr (2020) it was 
mentioned that end-users could use social media to publicly point out companies that use 
dark patterns. In addition, there are various efforts to collect and share instances of real-world 
dark pattern usage (e.g., DarkPatterns.org, n.d.-b). In turn, these approaches might also make 
other users aware of the phenomenon of dark patterns. 
 
2.9.3 Software-based Interventions to Counteract Dark Patterns 

Another class of countermeasures involves software-based interventions. Several participants 
in the study of Bhoot et al. (2020) proposed the use of a browser plug-in that detects dark 
patterns on websites and warns users. Some participants in the study of Maier & Harr (2020) 
also mentioned the use of similar software to counteract dark patterns. Such extensions might 
also allow users to identify further instances of dark patterns (Mathur et al., 2019), thereby 
extending the catalogue of warnings. 
 
Software interventions such as described above do have several challenges. Just like with 
education, this intervention will likely not work for patterns that include coercion. In 
addition, if users experience cognitive fatigue due to dark patterns, then continuous dark 
pattern warnings might worsen this effect.  Another challenge is that frequent changes to 
websites might require regular updates to the catalogue of dark pattern warnings. If user 
submissions are allowed, then these may have to be curated. An alternative would be to 
automatically detect dark patterns, though this might be considerably more complex to 
implement and more prone to errors. Lastly, browser extensions work for websites, yet they 
are no viable option to counteract dark patterns on mobile or desktop applications. As such, 
alternative (software-based) solutions would be required for the latter two categories. 
 
2.9.4 Ethical Design to Counteract Dark Patterns 

The last class of countermeasures involves the support of ethical design. Therefore, it 
concerns all the people that are involved in the design of digital systems. As discussed, the 
designers’ perspective is not the focus of the current work. However, as several 
countermeasures against dark patterns fall within this area, it is briefly discussed below. 
 
If design practitioners are more aware of their responsibilities, the phenomenon of dark 
patterns, and the implications of persuasive or manipulative design, then this might increase 
their resilience towards the incorporation of ethically questionable designs. As such, one 
option is the education of future designers, developers, and their employers (Maier & Harr, 
2020). Gray et al. (2018) are in favour of more attention for ethics education within the fields 
of Human Computer Interaction (HCI) and User Experience (UX) Design  – both of which are 
(amongst others) related to the research and design of user interfaces. Gray et al. (2018) 
compare these to other fields and argue that both educational and practice-led efforts are 
required to define and teach ethical standards. 
 
Narayanan et al. (2020) find that ethics should be incorporated in the design process. They 
note that merely avoiding a list of (dark) patterns is insufficient. Rather, they find that 
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practitioners should define a set of values to guide their design decisions. Whilst the 
misalignment between design choices and values is often intuitively clear, sometimes further 
investigation is required (Narayanan et al., 2020). Therefore, Narayanan et al. (2020) find that 
partitioners should be aware of research related to dark designs. In addition, when conducting 
A/B-tests, designers should not only consider superficial metrics such as click-to-through 
rates (Narayanan et al., 2020). Instead, they should also try to investigate long-term impacts 
such as trust and try to think critically about why certain designs yield better results in A/B-
tests compared to others (Narayanan et al., 2020). Furthermore, several methods are available 
to support the incorporation of values, criticality, and reflection into the design process (Gray 
et al. 2018). However, as noted by Gray and colleagues, these methods have not seen 
substantial adaption by design practitioners (Gray et al., 2018; Gray et al., 2019). Presumably, 
because practitioners often have a more pragmatic stance towards ethics which does not 
include the use of structured methods (Gray et al., 2019). Therefore, Gray et al. (2018) identify 
the need for more applied and pragmatic ethical notions that can be used by design 
practitioners on a day-to-day basis. 
 
Besides looking at the education and processes of individual designers, one can also look at 
the companies that employ these designers and the design community as a whole. Narayanan 
et al. (2020) point out the possibility of self-regulation. One option is to set standards and 
guidelines for ethical design (Narayanan et al., 2020) – something that was also mentioned 
above in the context of education about ethical design. Another option is that certain third-
party organisations could develop a certification procedure for applications that do not use 
dark patterns (Narayanan et al., 2020). For example, if one uses a certain webshop, then a 
certificate might state to users that it has been reviewed and found free of dark patterns. 
Alternatively, such a check might also be incorporated into existing certifications. Narayanan 
et al. (2020) also argue that a cultural change is required such that companies care about ethics 
in the work of potential future employees and such that designers take ethics into account 
when looking for potential future employers. Lastly, Gray et al. (2021), mention that the 
platform policies of app stores could be used to counter dark patterns. For example, the 
guidelines of an app store could forbid the use of certain dark patterns. The presence thereof 
would be investigated when an app is being reviewed for admission. In turn, this would 
provide the users of these apps with a (near) dark pattern-free experience. 
 
 
 
 
 
 
A note on the literature review: 
The literature review as included in the related works section was mainly conducted during the 
initial months of the current study. During the subsequent months - in which the research aims 
were investigated - new studies have been published that could not be included anymore but that 
do provide contributions regarding one or more of the aspects of dark patterns that were discussed. 
For example, the European Commission released a report that features a comprehensive study 
regarding – amongst others - the prevalence of the dark patterns, the perception of dark patterns, 
the effects of dark patterns, dark patterns in the context of the legal framework of the European 
Union, and countermeasures for dark patterns (see European Commission, Directorate-General 
for Justice and Consumers, Lupiáñez-Villanueva, Boluda, & Bogliacino, 2022).  
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3. Research Aims 

As apparent from existing literature, dark patterns have been researched from various 
perspectives. One problem relates to the acceptability of dark patterns. It is the issue of what 
patterns are truly unacceptable and what patterns are more tolerable. As discussed, various 
aspects may be used to help answer the question of dark pattern acceptability (see §2.1.4). As 
noted in the introduction, the main research aim of the current study relates to one of these 
aspects: dark pattern blindness. The second research aim relates to the System Darkness Scale 
as developed by Bergman (2021). Both of the research aims are mainly quantitative in nature. 
 
3.1 Assessing Blindness for Different Dark Pattern Types 

The first and main research aim concerns dark pattern blindness as identified by Di Geronimo 
et al. (2020). Bongard-Blanchy et al. (2021) further investigated this phenomenon by asking 
participants to “spot the dark pattern” in a series of screenshots from various systems. As 
discussed, a limitation is that this explicit search for dark patterns does not fully correspond 
to real-world situations. Indeed, Di Geronimo et al.’s (2020) results suggest that users become 
more attentive after malicious design has been mentioned. Moreover, in both studies, users 
did not use the featured systems, but rather watched a video or looked at screenshots. As such, 
the current study aims to investigate dark pattern blindness by using a different approach. In 
this approach, users actively use a system for a given task without any upfront mention about 
dark patterns. The corresponding research question is as follows: 
 
RQ1:  To what extent does dark pattern blindness occur for different dark pattern types when 

using a system for a real-world task? 
 
The results of this research aim may provide an indication to what extent users are aware of 
various dark pattern types when they encounter them during day-to-day system use. In turn, 
this might provide further insights for the determination of the acceptability of certain dark 
pattern types. As noted, being aware of certain dark pattern types might enable users to better 
protect themselves (Bongard-Blanchy et al., 2021) (see §2.8). Conversely, this would also 
mean that not recognizing certain pattern types might leave users less able to protect 
themselves. In addition, awareness of influence was identified as one of the aspects to 
distinguish persuasion from manipulation (Susser et al., 2019) (see §2.9.1). Furthermore, 
Luguri & Strahilevitz (2021) noted how especially the subtle dark patterns are an incentive for 
future regulatory efforts (see §2.9.1). Lastly, the results about dark pattern blindness are also 
relevant for the System Darkness Scale (SDS), which is investigated in the second research 
aim. If users are not aware of certain patterns, then it is possible that these patterns also do 
not contribute to users’ evaluation of the “darkness” of a system.  
 
Two notes should be made regarding the main research aim. The first is that many different 
dark pattern types have been identified (see §2.2). As not all possible dark pattern types can 
be investigated within the current study, a selection has to be made (see §4.4.1-§4.4.4). The 
second note is that the same dark pattern type can have different specific implementations 
and contexts in which it is used, something that might influence blindness levels. As not all 
possible implementations and contexts can be investigated within the current study, a specific 
implementation and context have to be selected for each dark pattern (see §4.4.1-§4.4.4). 
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3.2 Assessing the System Darkness Scale across Different Types of Systems 

The second research aim concerns the System Darkness Scale (SDS) by Bergman (2021). As 
discussed, this scale was created to evaluate systems in terms of their “darkness” as perceived 
by end-users. Bergman (2021, p. 94) notes the need for further research to validate and build 
upon this scale in order for the tool to become accepted within the HCI community. As 
discussed, the original scale was developed based on an experiment with a “dark” and “light” 
version of a single-system: a greeting-card webshop. Therefore, one starting point for further 
research is to use the scale with different types of systems that use different combinations of 
dark patterns (Bergman, 2021, p. 94). The current work aims to do so by applying the scale to 
three different types of systems, each with a “dark” and “light” version. The corresponding 
research question is as follows: 
 
RQ2: Can the System Darkness Scale (SDS) differentiate between dark and light versions of 

systems other than the one it was developed with? 
 
The results of this research aim might provide a first step towards the further evaluation of 
the scale. If the scores of the scale are considerably different for the light versions compared 
to the dark versions, then this would provide a positive indication about the differentiative 
ability of the SDS. If the scale cannot sufficiently differentiate between the systems, then this 
might be a reason to try to improve the design of the scale. 
 
Three notes should be made regarding this second research aim. The first note is that the 
current study does not evaluate the validity or reliability of the scale using the conventional 
methods that one would use when developing, redesigning, or evaluating the scale in a 
dedicated study. Instead, the aim is specifically to apply the scale as-is to two systems other 
than the one it was developed with, and to evaluate the difference between the resulting 
scores for the light versions of these systems and the resulting scores for the dark versions of 
these systems. The second note relates to this approach. The ability to differentiate between 
dark and light systems is relative to the types of systems that are being used. Systems can have 
varying levels of “darkness” depending on (e.g.) which dark patterns they use, in what 
quantity these patterns are used, and in what context these patterns are used. Therefore, 
being able to differentiate between the light and dark version of one system does not 
necessarily mean that the scale can also differentiate between the light and dark version of 
another system. As the current research can only apply the scale to a select number of systems, 
results of this second research aim can only give an indication regarding the differentiative 
ability of the scale and not proof that the scale will always be able to differentiate any light 
system from any dark system. The third and last note is that a choice has to be made regarding 
what level of “differentiation” is seen as sufficient. This once again relates to the previously 
discussed point that the ability to differentiate between dark and light systems is relative to 
the type of systems that are being used. If the dark versions of the systems have many dark 
patterns, then it might become “easier” for the scale to successfully differentiate between the 
dark and light versions. In contrast, if the dark versions of the systems have somewhat fewer 
dark patterns, then this would require more sensitivity from the scale. As such, the specific 
operationalisation of the dark system versions is highly relevant for the sensitivity at which 
the scale is tested. The choices that are made regarding this operationalisation are addressed 
in the method section (in specific, see §4.4.1).
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4. Methodology 

To investigate both of the research questions (see §3), a single online experiment was 
conducted. The experiment included three systems that had a “light” version without dark 
patterns and a “dark” version with dark patterns. The three systems were a theatre website, a 
file-exchange website, and an anti-virus application. Each participant was assigned to a light 
version of one of the three systems and a dark version of one of the remaining two systems. 
For each of the assigned systems, participants were asked to conduct a certain task. For the 
theatre system, participants were asked to order three as-cheap-as-possible tickets for a 
specific show. For the file-exchange system, participants were asked to create an account, to 
download a certain photograph that had been shared, and then to remove the account again. 
For the anti-virus system, participants were asked to update the program and to perform a 
malware scan. Afterwards, participants evaluated the two assigned systems using the System 
Darkness Scale (for RQ2). Subsequently, participants were shown screenshots of the dark 
system version that they used. For each screenshot, they were asked whether they thought 
that it contained any dark design elements during the use of the system (for RQ1). This design 
allowed for both the investigation of dark pattern blindness and the evaluation of the System 
Darkness Scale. Below, the participants, experimental design, procedure, material, variables, 
and data analysis of the online experiment are discussed in more detail. 
 
4.1 Participants 

Participants were recruited through the use of convenience sampling. Sampling took place by 
inviting persons from the personal environment of the researcher, by inviting persons from 
the network of the primary thesis supervisor, and by inviting students from two of the ICT-
related programs of Utrecht University. This selection was made as these were the only 
potential participants that were available to the researcher. This choice does introduce a 
limitation that is discussed in a later section (see §7.1.1). Invitations were sent using various 
platforms such as a messaging platform, a learning management platform, and via e-mail. All 
participants had to be 18 years or older and had to be proficient in the English language. 
 
To the knowledge of the researcher, these participants did not have prior knowledge about 
the research aims and contents of the experiment. However, the researcher cannot rule out 
the possibility that some of the participants might have heard about the experiment or might 
have seen something from the experiment via others that had already participated, thereby 
being aware of the research aims or (part of the) contents of the experiment. 
 
4.2 Experimental Design 

As discussed, three systems were featured within the experiment, each with a light version 
without dark patterns and a dark version with dark patterns (see §4.4.1). For the experiment, 
participants were assigned to two of the three systems to perform a certain task. One of these 
two assigned systems would always be a light version and the other of these two assigned 
systems would always be a dark version. This type of assignment results in six possible 
combinations of systems that participants could be assigned to. A drawback of having 
participants use two systems is that this might introduce spill-over effects. To partially 
neutralise this effect, each of the combinations was additionally counterbalanced in terms of 
order of use. For example, given the combination of the dark version of the theatre system 
and the light version of the file-exchange system, roughly half of the participants with this 
assigned combination would first use the dark version of the theatre system and roughly half 
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would first use light version of the file-exchange system. When taking this counterbalancing 
into account, this effectively results in twelve possible conditions that participants could be 
assigned to. Each of the possible conditions is schematically represented in Table 4 (and 
visually represented as part of the procedure in Appendix A). The survey platform that was 
used for the experiment was set to (semi) randomly assign participants to one of the twelve 
conditions. The random assignment did take the condition sizes into account to make sure 
that each condition would receive a roughly equal number of participants. As such, 
assignment was not fully random. 
 
As noted, after using the two systems, participants evaluated both of the systems using the 
System Darkness Scale (SDS). In turn, the results could be used to evaluate the second 
research question of whether the SDS can differentiate between the dark and light versions of 
the systems (RQ2). This research question was separately investigated (and analysed) for each 
of the three systems. For each system, the system darkness scores (as obtained from the SDS 
scale) were the dependent variable and the system darkness (i.e., the light or dark version) 
was the independent variable (see §4.5.2). If the research question would not have been 
separately investigated for each of the three systems, then there would have been two 
independent variables: the system type (the theatre system, the file-exchange system, or the 
anti-virus system) and the system darkness (the light or dark version). However, this would 
not have resulted in a proper mixed-design as the system type variable it is neither fully 
between-subjects (as participants use more than one system type) and neither fully within-
subjects (as none of the participants use all of the three systems). Therefore, the choice was 
made to analyse the results of this research question on a per system-basis (also see §4.6.3). 
 
After evaluating the two systems using the SDS scale, participants were provided with 
screenshots from the dark system version that they used. Participants were asked whether 
they had noticed any dark design when they had used the depicted screen. In turn, the results 
could be used to investigate the first research question by evaluating the blindness and 
recognition levels for the dark patterns that were included in some of these screens (RQ1). As 
such, the analysis of the dark pattern blindness and recognition levels was performed on a 
per-pattern basis (see §4.6.2). The dark patterns that participants were exposed to (which 
depended on which of the three dark systems the participants were assigned to and how they 
performed the given task) formed the independent variable and the dark pattern blindness 
levels formed the dependent variable (see §4.5.1). The independent variable of the exposed-
to dark patterns is not fully between-subjects (as each dark system version had more than one 
dark pattern) nor fully within-subjects (as participants only use one dark system version and 
are not exposed to the dark patterns that are part of the other system versions). 
 
The specific choice to have participants use two systems was made because it allowed the 
investigation of more systems with the same number of participants whilst still providing an 
experiment that could be completed within a reasonable timeframe. If participants were only 
assigned to one of the three systems, then this would have required considerably more 
participants for the evaluation of the System Darkness Scale (for RQ2). In addition, assigning 
participants to only one system would also mean that roughly half of the participants would 
be assigned to a light system version (without any dark patterns) and would not have used a 
dark system version. In turn, this would have meant that dark pattern blindness (as in RQ1) 
could only have been evaluated for roughly half of the participants. If participants would have 
been assigned to three systems, then the total duration of the experiment would have been 
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considerably increased. In turn, this could have resulted in less participants or participants 
with increased levels of fatigue whilst participating. 

Table 4. Schematic overview of the conditions within the experiment. Per condition, the 
overview shows which two systems participants were assigned to and the order in which the 

systems were used by the participants (in the third step of the procedure, see §4.3.3). 

 Dark version Light version 

Condition Theatre 
System 

File-
Exchange 
System 

Anti-Virus 
System 

Theatre 
System 

File-
Exchange 
System 

Anti-Virus 
System 

1.TD-FL First    Second  

2. TD-AL First     Second 

3. FD-TL  First  Second   

4. FD-AL  First    Second 

5. AD-TL   First Second   

6. AD-FL   First  Second  

7. TL-FD  Second  First   

8. TL-AD   Second First   

9. FL-TD Second    First  

10. FL-AD   Second  First  

11. AL-TD Second     First 

12. AL-FD  Second    First 

 
 
4.3 Procedure 

The experiment was conducted from the 26th of April 2022 through the 9th of June 2022. It took 
place in a fully online environment consisting of an online survey and the three online 
systems. Therefore, participants could partake in the experiment from their homes or any 
other location with internet-access. Furthermore, participants could use their own laptop or 
desktop. Mobile phones or tablets could not be used. To open the online environment of the 
experiment, participants could click on the hyperlink that was included in the research 
invitation. From this point on, the procedure of the experiment consisted of six steps. These 
steps are: 
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(1) Reading the research information and providing informed consent.  
(2) Answering several demographic questions. 
(3) Performing one task using the assigned light version of one of the three systems 

and another task using the assigned dark version of one of the remaining systems.  
(4) Evaluating both of the used systems by filling in the System Darkness Scale. 
(5) Indicating if one had noticed any dark designs when using the assigned dark system 

version.  
(6) Answering one or two of the closing questions and reading the closing message. 

 
Each part of the procedure is elaborated on below. A schematic overview of the procedure is 
provided in Figure 8. Note that this overview abstracts away from the different conditions as 
a result of the counterbalanced assignment of participants to two of the three systems (see 
§4.2). As previously mentioned, a more elaborate schematic of the procedure that does include 
all of the different conditions is provided in Appendix A. In addition, screenshots of most of 
the pages from the online survey can be found in Appendix B. 
 

 

Figure 8. Schematic overview of the procedure of the experiment. The third step is depicted 
in a simplified manner that abstracts away from the different conditions as a result of 

assigning participants to two of the three systems. 
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4.3.1 Step 1: Research Information and Informed Consent 

After opening the hyperlink in the research invitation, participants were brought to the online 
survey. The first page of this survey showed information about the research and an informed 
consent form. Amongst others, participants were informed about the requirements for 
partaking in the study, the general outline of the experiment, the expected duration of the 
experiment, the fact that certain data would be collected, their right to quit the experiment at 
any time, and the possibility to contact the researcher via e-mail to ask any further questions 
regarding the study. The educational institution was also mentioned along with the fact that 
the study was part of a master’s thesis for the Human Computer Interaction (HCI) program. 
 
Requirements to partake in the study were that the participant was 18 years or older, that the 
participant was proficient in the English language, and that the participant would use a laptop 
or desktop computer. The reason why only laptop and desktop computers were allowed is 
discussed in a later subsection (see §4.4.1). The general outline of the experiment stated that 
participants would first answer some questions about themselves, that they would then be 
requested to perform two tasks in two online systems, and that they would subsequently be 
asked several questions about the systems.  
 
The research information did not mention the research topic of dark patterns, or the research 
aims of investigating dark pattern blindness and evaluating the System Darkness Scale. 
Rather, participants were informed that they would use and evaluate two systems and that the 
research topic would be mentioned in the second half of the experiment. This latter sentence 
was added as the researcher did want to inform participants upfront that there was more to 
the study without having to initially mention what this specifically was. Dark patterns were 
not mentioned upfront to avoid the risk of priming participants which might cause them to 
start looking for dark patterns when using the systems – or at least, to a greater extended then 
they might do during the “real-life” use of digital systems, which is what the current study 
aims to approximate. 
 
Regarding the tasks, participants were told that they did not have to pay for anything, that 
they could fill in fake personal information when asked for by one of the systems, and that 
any message from one of the systems was not reflective of the actual status of their own 
computer. This latter statement might be considered somewhat peculiar. However, it was 
specifically added for the participants where the anti-virus system would be one of the two 
assigned systems. As the anti-virus system contained security related messages (e.g., “your 
computer is protected” or “4 advanced issues were found on your computer”), the researcher 
wanted to avoid that some participants would believe that these messages were actually 
reflective of their own computer. 
 
Besides the research information, an informed consent form was provided. Participants that 
choose to provide their informed consent were allowed to continue with the experiment. If 
participants did not provide their consent, then the survey would be closed. 
 
4.3.2 Step 2: Answering Demographic Questions 

In the second step of the experiment, participants were asked to answer several demographic 
questions. These included (a) the age of the participant, (b) the gender of the participant, (c) 
the highest level of education of the participant and (d) whether the participant received an 
education or had a professional background related to Information and Communications 
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Technology (ICT). The question regarding gender was asked to ascertain the balance between 
males and females. The age- and education-questions were asked as previous research showed 
that older and less-educated users tend to recognize fewer dark patterns (Bongard-Blanchy et 
al., 2021). In addition, the ICT-question was specifically asked as participants with more ICT-
experience might use systems somewhat differently compared to average users. They might 
also be aware of more ICT-related phenomena such as dark patterns. As such, the 
demographics regarding age, education, and ICT-background were considered relevant for the 
interpretation of the dark pattern blindness results.  
 
No questions were asked about the use frequency of digital systems. This decision was made 
to reduce the duration of the experiment and because Bongard-Blanchy et al. (2021) found 
that the use frequency of online systems (which does not include offline applications) only 
had a very slight positive relation with the ability to detect dark patterns. As the experiment 
was anonymous, participants were not asked for their name. In addition, as investigating 
cultural differences was not part of the current study and to avoid collecting too much 
personal data, participants were not asked for their nationality. 
 

4.3.3 Step 3: Using Two of the Three Systems 

The third step can be seen as the “core” of the experiment. Here, participants were assigned 
to two systems and asked to perform a task in each of these two systems. The method of 
assignment and the resulting conditions were previously discussed (see §4.2). 
 
Before using each of the assigned systems, participants were provided with an instruction 
within the survey. This instruction explained the task that the participants were asked to 
perform within the system. Each system had its own task that was the same for both the light 
version and the dark version of the system. The tasks were chosen based on how well they 
fitted with the type of system that was to be used and the patterns that it contained. The task 
instructions are provided in Table 5. The realism of the tasks was assessed in a very small pilot 
study, which is described in a later subsection (see §4.7).  
 
A hyperlink to the corresponding system was provided that participants could click on to start 
with the task. Participants were told that they would see a confirmation message once they 
completed the task within the system, after which they would be asked to return to the survey. 
In addition, participants were told that they were allowed to close the system and return to 
the survey if they got stuck whilst trying to perform the task. Lastly, participants were 
requested to perform the tasks on their own and to perform the tasks as they would in “real-
life”. 
 
The three systems themselves are discussed in more detail in a later subsection (see §4.4.1-
§4.4.4). This discussion includes a description of the interaction flow within the systems when 
performing the tasks in a successful manner. It also includes an overview of each of the pages 
within the systems and the dark patterns that are included in the dark versions of the systems. 
 
Once returned to the survey, participants could indicate whether they successfully completed 
the task or not. If they could not successfully complete the task, then they were asked to briefly 
describe where they got stuck. The researcher partially relied on this description to assess to 
what extent their answers in the remainder of the survey could be used (see §4.6.1). After 
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using the first assigned system, the same procedure as described above was used for the 
second assigned system. 

Table 5. Task summaries for each of the three systems (note: see Appendix B for the full 
instructions which include an additional paragraph explaining how to access the systems). 

System Task Summary 

Theatre system Imagine that two of your friends that you haven’t seen for a 
long time will visit you in the summer. You want to surprise 
them. As there is a theatre just across the street where you live, 
you reckon that it would be nice to visit a theatre play called 
“Robin Hood”. Open the website of the theatre and try to find 
this show. Once found, order three tickets for the show. You are 
a bit short on money, so try to get the cheapest tickets. 

File-exchange system Imagine that you have been on vacation with some of your 
relatives. Your aunt Jane has shared several photos with you via 
an online file-exchange website. You want to download the 
picture that contains your dog. When sharing the files, your 
aunt chose the option to only make the photos accessible with 
an account. Therefore, first try to create an account on the 
website. Subsequently try to find the photo with the dog and try 
to download it. You are not planning to use the website 
anymore. Therefore, permanently delete your account after 
having downloaded the photograph. 

Anti-virus system Imagine that it has been a long time since you last scanned 
your computer. Therefore, you decide to run a scan to make 
sure that your computer is free of viruses and other malware. 
To this end, open the provided anti-virus software. If the anti-
virus asks you to first perform an update to the latest version, 
then do so. Subsequently, try to run the malware scan using the 
anti-virus program. When the scan is finished, you may close 
the anti-virus program. 

 
4.3.4 Step 4: Evaluating the Systems using the System Darkness Scale 

After using the two assigned systems, participants evaluated the systems by filling in the 
System Darkness Scale. An elaboration regarding the questions of the scale, the corresponding 
answer format, and the scoring thereof is provided in a later subsection (see §4.4.5). The scale 
was filled in twice, once for the first system and once for the second system. Participants filled 
in the SDS questions after they had used both systems. An alternative approach would have 
been to ask users to fill in the SDS directly after using each system rather than first having 
participants use both systems. This alternative would have the benefit that participants might 
better remember their experience, especially for the first system. This approach was however 
not used because showing the SDS after using the first system might result in a priming effect 
which could have influenced the participants’ when using the second system. Participants 
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might for example start to explicitly search for designs as described in the questions of the 
System Darkness Scale. To provide a small memory aid, the logo of each system was presented 
above the corresponding scale. This fourth step directly corresponds to the second research 
question that aims to assess whether the SDS can differentiate between the “light” and “dark” 
versions of the featured systems. 
 
4.3.5 Step 5: Indicating Suspected Dark Designs 

In the fifth step, the concept of “dark patterns” was explained to the participants. Participants 
were also informed that this was in fact the research topic of the study. However, the specific 
research aims of investigating dark pattern blindness and evaluating the System Darkness 
Scale were not mentioned. Dark patterns were explained as “ethically-dubious designs that 
are used to persuade, manipulate, deceive, coerce* or subtly steer users”. The explanation also 
included that “these designs try to get you to perform actions that are preferred by the 
organization that created the system” and that they “might also aim to prevent you from 
performing actions that are disadvantageous for the organization”. As the researcher 
expected that some Dutch participants would not be familiar with the term “coerce”, a 
footnote was included that explained that this term meant “to force”. 
 
Three considerations should be mentioned with regard to the definition that was presented 
to users. The first consideration is related to the fact that the term “dark patterns” was not 
mentioned to participants within the aforementioned explanation. This was done because the 
researcher expected that the term could be confusing for some participants. In addition, the 
researcher wanted to avoid situations in which participants look up the term “dark patterns” 
in a search engine and read different definitions or already see examples of certain dark 
patterns. However, as will be discussed, more than half the participants was already familiar 
or vaguely familiar with the term of dark patterns (see §5.1). The second consideration is that 
the researcher explicitly chose to use a broad definition instead of more compact proxies for 
dark patterns such as “manipulative designs”, “deceptive designs”, or “designs that trick users 
into doing things that they did not intend to do”. The reason for this choice was that not every 
dark pattern as identified in literature (and as included in the systems) necessarily 
manipulates, deceives, or tricks users (see §2.1.1) - for example, dark patterns of the nagging 
type and from the forced action category. The third consideration is the choice to include the 
excerpts “persuade” and “subtly steer” in the definition. These respectively relate to 
persuasive technology and nudging. As discussed, there currently seems to be an unclear 
boundary between these two concepts and the term of dark patterns (see §2.1.3). However, 
the researcher preferred the risk of participants mentioning designs that were out of the scope 
of dark patterns (which could always be filtered out) over the risk of participants recognising 
a certain design, but not mentioning it as they thought that it was not a dark pattern (which 
the researcher would not be able to find out). The aforementioned risk of mentioning out-of-
scope designs is perhaps especially present due to the inclusion of “persuade”. This is because 
many accepted design elements might be seen as persuasive. For example, pleasant colours 
and images that are used on a website. As discussed, some even consider the design of 
technology to be inherently persuasive (e.g., Redström, 2006). To somewhat reduce this risk, 
the researcher included the term “ethically dubious” in the definition. 
 
After dark patterns were explained, the participants were told that they would see screenshots 
of one of the systems that they had used and that they would be asked to indicate whether 
they recognised any dark pattern (though once again, without using the term “dark patterns”). 
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It was stressed that these questions related to what they had thought or felt during the 
performance of the tasks itself rather than upon second viewing of the screens via the to-be-
shown screenshots. This was explicitly mentioned to avoid situations in which participants 
would indicate that they noticed a dark pattern, but only noticed the pattern after looking at 
the screenshots as opposed to noticing the pattern when they were actually using the system 
(which was to be measured). It was also stressed that not all of the screenshots that would be 
presented necessarily contained a dark design.  
 
The screenshots that were presented to participants showed screens from the dark system 
version that they had used. The screenshots were shown sequentially in the order that one 
would encounter them when performing the given task (from step 3) without any “detours”. 
Only the screens were shown that were required to complete the task, both those that 
contained a dark pattern and those that did not contain a dark pattern. Each screenshot had 
its own separate page. On this page, participants were explicitly requested to inspect the 
screenshot. More information about the screenshots themselves is provided in §4.4.5 (most 
of the screenshots were static images, though three were videos). Participants were then asked 
whether they had noticed a dark pattern when they had used the shown screen(s) within the 
system. To this end, the following question was used: “When I was using the system to 
perform the task, I noticed a design related to the screen above that aimed to persuade, 
manipulate, deceive, coerce, or subtly steer me” (or “screens that were shown above” in the 
case that multiple screens were shown in a video-format). Contrary to the explanation of dark 
patterns, this question did not include the words “ethically dubious”. This was to avoid 
situations in which participants recognise a dark design, but do not indicate this as they feel 
that it is not (sufficiently) ethically dubious. The excerpt “when I was using the system to 
perform the task” was included to once again remind participants that the question was about 
what they thought or felt when they had been using the system. Participants could answer the 
question with “yes”, “perhaps”, “no”, “I can’t remember” or “I did not see this screen”. The 
option of “perhaps” was added to avoid situations in which participants are unsure about 
whether they recognised a dark design and therefore decide to select “no”. The option “I did 
not see this screen” was added as some participants might not have been successful in fully 
completing the given task. In turn, they might therefore not have seen every screen that one 
has to use to complete the task. When participants filled in “yes” or “perhaps”, a follow-up 
question would appear: “Please explain what you thought that this design was and how you 
thought that it worked when you were using the system to perform the task.”. An open-text 
box was provided to give a textual answer. This follow-up question was relevant as it allowed 
the researcher to check whether the participant recognised the correct dark pattern and 
correctly understood how the pattern worked. After answering the aforementioned 
question(s), a new page would open with the next screenshot and the same question(s) as 
described above. No screenshots were shown of the light system variant that participants 
used. This choice was made to limit the duration of the experiment. 
 
There were two special cases where an additional (set of) questions(s) was asked. The first of 
these cases was for a screen from the anti-virus system that contained a toying with emotion 
pattern (see §4.4.4 and Figure 23 for more details). This pattern was part of an advertisement 
banner that was placed on the lower half of the screen. Contrary to almost all of other dark 
patterns, no interaction with this banner was required to complete the task (though the screen 
in which the banner was placed would always have been shown when successfully completing 
the task). As such, participants that completed the task would have seen this screen, however, 
some might not have seen the specific area with this banner. This would effectively mean that 
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these participants were not exposed to this dark pattern. Therefore, at the end of the fifth 
step, an additional question was asked whether participants saw the aforementioned banner 
when performing the task. The question also once again displayed the corresponding 
screenshot. It was asked to all the participants that used the dark version of the anti-virus 
system except those that indicated that they had not seen the corresponding screen at all. The 
second of the special cases was for a screen from the file-exchange system that contained a 
disguised ad pattern. This pattern included a “download now” button that was designed such 
that users might think that it was a button to download the photograph of a dog that was 
shown on this screen as well (see §4.4.3 and Figure 17 for more details). For all participants 
that indicated that they had noticed a dark pattern (by providing a “yes” or “perhaps” 
response), it was relevant to ascertain whether they might have only noticed this after having 
clicked on the misleading “download now” button, and by extension, only after falling for the 
dark pattern. Therefore, at the end of the fifth step, an additional question was asked to these 
participants whether they had clicked on the “download now” button during the task. This 
question also once again included the corresponding screenshot. Participants that indicated 
that they had indeed clicked on this button were asked a follow-up question whether they had 
noticed the dark pattern before or after clicking on the button. The aforementioned questions 
for these two special cases will be referred to as the “control questions”. 
 
4.3.6 Step 6: Closing Questions and Closing Page 

In the sixth and last step participants were asked whether they were familiar with the term of 
“dark patterns” within the context of digital systems. This was the first and only time when 
the “dark pattern” term was explicitly mentioned within the experiment without using 
alternative wordings such as in the prior step. Participants could answer that they knew what 
this term meant, that they only vaguely knew what the term meant, that they had heard or 
read about the term but did not know what it meant (anymore), or that they could not 
remember ever having heard or read about the term. This question was asked as the researcher 
expected that being aware of the phenomenon of dark patterns might have an influence on 
participants’ ability to recognize dark patterns or their general vigilance towards dark designs. 
As such, it was relevant to ascertain participants’ familiarity with the term of “dark patterns”, 
especially given that the current study investigated dark pattern blindness. In two of the 
previous subsections, the reasons were discussed why dark patterns were not mentioned in 
the first four steps of the experiment (see §4.3.1) and why they were only mentioned with a 
proxy definition in the fifth step (see §4.3.5). For the same reasons, the aforementioned dark-
pattern-familiarity question was asked at the end of the survey rather than as a part of the 
demographic questions in the second step of the experiment. 
 
After the dark-pattern-familiarity question, participants were provided with an open textbox 
where they could optionally leave any comment regarding the study. After this last question, 
the closing page was shown where participants were thanked for their participation and 
informed that their response was saved. Furthermore, the closing page included a request for 
the participants not to discuss the topic or contents of the experiment with anyone that might 
still participate in the study. Lastly, the e-mail address of the researcher was provided as well. 
Participants were informed that they could use this address if they had any other comments 
regarding the study, if they had certain requests related to the study, or if they wanted to 
receive a summary of the research results. 
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4.4 Materials 

There are two main pieces of material for the online experiment: the three systems (for the 
third step of the procedure) and the online survey (for all steps of the procedure). First, several 
general aspects of the three systems are discussed. Subsequently, each of the three systems is 
described in more detail. Lastly, the materials from the survey are discussed. 
 
4.4.1 General Design Aspects of The Three Systems 

As previously noted, three systems were designed for the experiment: a theatre website, a file-
exchange website, and an anti-virus application. For each system, a light version was created 
without dark patterns and a dark version was created with dark patterns. Three general aspects 
of these systems are discussed: how the dark and light versions of the systems were 
operationalised, how the systems were technically realised, and the scope of the systems. 
 
Operationalisation of the Dark and Light Versions of the Three Systems 

One design aspect of the systems is how many dark patterns were to be included in total. The 
choice was made to include thirteen dark pattern instances. This choice was made for several 
reasons. As apparent from the literature review, a large number of dark pattern types have 
been identified (see §2.2). For the current study, it was unfeasible to include all of these 
pattern types in a single experiment. As such, a selection had to be made. The choice was 
made to use the patterns from the taxonomy by Gray et al. (2018) as an initial selection. This 
taxonomy was chosen as – based on the literature review – it was referenced to by various 
dark pattern researchers (e.g., Bongard-Blanchy et al., 2021; Di Geronimo et al., 2020), even 
those that propose their own taxonomy (e.g., Luguri & Strahilevitz, 2021; Mathur et al., 2019). 
As such, at least part of the dark patterns from the taxonomy by Gray et al. (2018) seem to be 
accepted within dark pattern literature. Nonetheless, six pattern types from the taxonomy of 
Gray et al. (2018) were excluded. These are intermediate currency, price comparison prevention, 
forced continuity, social pyramid, privacy zuckering and gamification. These patterns were not 
considered suitable by the researcher as they either required repeated or long-term use (which 
was not possible in the current experiment), required contacting friends (which was not 
practical in the current experiment nor considered appropriate to ask from participants), did 
not fit well enough within the given systems (also considering the other patterns that were 
already present) or only fit well enough in a way that would have required the combination of 
multiple dark patterns within the same screens. 
 
Another design aspect is how many systems were to be included, something that also 
influences the average number of dark patterns within the systems. The choice was made to 
create three systems over which the thirteen dark patterns were “spread out”, thereby 
resulting in an average of 4.33 patterns per system. More specifically, the theatre and file-
exchange system each included four dark pattern instances and the anti-virus system included 
five dark pattern instances. As discussed in the literature review, Di Geronimo et al. (2020) 
found an average of 7,4 dark patterns in the apps that they used, and Gunawan et al. (2021) 
found a median number of 7 to 8 patterns per service. With an average of 4,33 pattern types, 
the systems from the experiment thus appear to have somewhat fewer dark patterns compared 
to the findings from these studies. There are three reasons for the chosen number of systems. 
The first reason is that using three systems allows for the assessment of dark pattern blindness 
(RQ1) with a variety of pattern types without including too many or too little dark patterns 
within a single system. If too many patterns were to be included in each of the three systems, 
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then this would increase the chances that participants notice that the experiment is about 
dark designs. In turn, this could lead participants to pay more attention to dark patterns than 
they would otherwise have done (especially for patterns that appear at a later point within the 
systems), thereby influencing the results of the dark pattern recognition and blindness levels. 
In contrast, if too little patterns were to be included in each of the systems (e.g., one or two), 
then only a few dark patterns could be investigated, or more than three systems would have 
to be made, which would have increased the duration of the experiment or the required 
number of participants. The second reason is that the second research question (RQ2) aimed 
to evaluate the System Darkness Scale by using different system types. The “reach” of this 
evaluation would have been limited if only one system (type) was created. The third reason is 
that the second research question aimed to evaluate how well the System Darkness Scale could 
differentiate between the light and dark versions of these systems. For this evaluation, the 
number of dark patterns within the systems is a relevant factor as it changes the level of 
sensitivity that the scale is tested at. If the scale can successfully differentiate a light version 
of a system from a dark version that includes relatively little dark patterns, then it is also likely 
that it can differentiate from a dark version that includes more dark patterns. However, if the 
scale successfully differentiates a light version of a system from a dark version with relatively 
many dark patterns, then it is more uncertain whether it can also differentiate from a dark 
version with less dark patterns. As such, in terms of sensitivity, it is potentially more 
informative to evaluate the System Darkness Scale with systems that include somewhat less 
than average dark patterns. 
 
The choice was also made to separate most of the dark patterns and therefore to avoid 
combining multiple dark patterns on a single page. This was done to make sure that each dark 
pattern blindness level could be attributed to one specific dark pattern type. However, in some 
cases the same page did include multiple dark pattern types. This was not because the 
researcher explicitly chose to include separate dark patterns, but rather the result of a single 
dark pattern instance that could be classified as more than one dark pattern type according to 
the definitions by Gray et al. (2018) and Brignull (DarkPatterns.org, n.d.-b). 
 
In addition, the choice was made to use most of the dark patterns for various business-centric 
outcomes rather than for the same business-centric outcome. For example, in the theatre 
system, one dark pattern is used to direct users towards accepting cookies, another dark 
pattern is used to direct users towards more expensive tickets, and another dark pattern is 
used to get users to purchase additional items besides the tickets. This choice was made to 
make the patterns more independent of each other and to be able to better assess whether 
participants correctly understood each pattern. Nonetheless, in some cases, two separate dark 
patterns were used for the same provider-preferred action. For example, in the anti-virus 
system, two separate dark patterns both direct users towards activating the “premium” 
version of the anti-virus system. These exceptions were made as there sometimes were 
separate patterns that seemed to be best matched to the same business-centric outcome. The 
researcher considered a pattern “well matched” to a certain directed-towards-action if it 
seemed somewhat feasible that a same match might have been made in real-world-scenarios.  
 
Given the aforementioned design choices, the current study operationalised a “dark system 
version” as a system that contains (a) four to five dark pattern instances, (b) that are each of 
a different dark pattern type or a different combination of types, (c) that are separately placed 
across different pages, and (d) that are mostly used to achieve different business-centric 
outcomes. A “light system version” was operationalised as a system that contains no known 
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dark patterns. An overview of the structure of each system and the dark patterns that they 
contained is provided in Table 6. The screens and the dark patterns that are referred to in this 
table are discussed in the description of each of the three systems (see §4.4.2-§4.4.4). 

Table 6. Overview of the screens within the systems and the included dark patterns. 

System Screens to accomplish task Dark pattern in dark version 

Theatre system 1 Homepage Obstruction 

2 Program page - 

3 Show page - 

4 Seat selection page 
Hidden information + 
Aesthetic manipulation 

5 Shopping cart page Sneak into basket 

6 Checkout page Hidden costs 

File-exchange system 1 Invitation page False hierarchy 

2 Account creation page Trick question 

3 Shared files page - 

4 File list page - 

5 Image inspection page Disguised ad 

6 Settings page Roach motel 

7 Account deletion page (light only) - 

8 Account options page (dark only) Roach motel 

9 Support page (dark only) Roach motel 

10 Chatbot page (dark only) Roach motel 

Anti-virus system 1 Desktop - 

2 First free trial pop-up (dark only) Nagging 

3 Update pop-up - 

4 Installation introduction page Preselection 

5 Installation information page Forced action + Sneaking 

6 Installation progress page Forced action + Sneaking 

7 Installation completion page Forced action + Sneaking 

8 Second free trial pop-up (dark only) Nagging 

9 Status overview page Toying with emotion 

10 Scan pages (some dark only) Bait and switch 
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Two limitations regarding the operationalisation should be mentioned. The first is related to 
the choices regarding what system types to include, how each page should be designed, and 
what business-centric outcome should be matched to what dark pattern. These choices were 
carefully made and with real-world system designs and real-world dark pattern uses in mind. 
However, they did involve personal judgements and were not based upon a systematic 
empirical analysis (e.g., about what system types are most prevalent amongst the systems that 
use dark patterns, about what the most common design is for a certain system type, or about 
what actions certain dark pattern types are most often matched to). As such, the researcher 
acknowledges that the design is partially based upon subjective decisions and that other 
researchers might have designed the systems in a different manner. The second point is that 
not all dark pattern instances unambiguously fall within a certain category or type. As such, 
it cannot be ruled out that fellow researchers might find that certain pattern instances can 
also be classified as being part of another type (or as being a combination of types).  
 
Technical Implementation of the Three Systems 

From a technical perspective, all three of the systems were created as websites using HTML, 
CSS, and JavaScript. This includes the anti-virus application which represents a desktop 
application rather than a website. The website-format was chosen to make the systems 
accessible in an online-manner that aligns with the online survey and does not require 
participants to install software on their own devices. The website-files were stored on an 
Apache-based server from the university that was partially available to the researcher.  
 
For each system, the online survey included a hyperlink that participants could use to open 
the system. As noted, the systems provided a message to the participants if they successfully 
completed the given task. This message also included a hyperlink back to the online survey. 
This link could be used in the case that participants had accidentally closed the survey.  
 
Just like the online survey, all websites were only designed for laptop- or desktop screens. 
Therefore, tablets and smartphones were not supported, which is also the reason that none of 
the systems took the form of a mobile app. There were three reasons for focussing on laptop 
and desktop computers rather than on tablets or smartphones. The first is that the researcher 
wanted to include a desktop-based system as – based on the literature review - there seemed 
to be relatively little attention for the use of dark patterns within this class of applications. 
The second reason was that the researcher expected that answering a large number of 
questions (some of which required written answers) would be more comfortable on a laptop 
or desktop computer with a physical keyboard and a larger screen. For these first two reasons, 
one could argue that participants can switch between devices when they open a different 
system or when they move back from a system to the online survey. However, the researcher 
considered this to be impractical for the participants. The last reason was that the researcher 
expected that some participants might be more concentrated when seated behind their laptop 
or desktop computer compared to when partaking with their smartphone.  
 
Scope of the Three Systems 

The systems were designed with the aim of providing user interfaces that were representative 
of real-life situations and that could support the tasks that participants were given. However, 
the systems did not include all of the underlying (back-end) functionality that is simulated in 
the (front-end) graphical user interface (GUI). For example, purchasing a theatre ticket did 
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not require users to conduct an actual transaction, accepting all website cookies did not 
enable any cookies, and performing a virus scan did not actually scan any files nor detect any 
actual threats. This is because some of these functionalities would have undesirable 
implications and because the implementation of such functionalities was not necessary given 
the research aims. In addition, for the sake of the privacy and anonymity of the participants, 
the websites did not record any personal information. For example, the file-exchange system 
required users to create a user account. However, the username, password and e-mail address 
that were asked for were not saved. The same is true for the theatre-website which asked 
participants to provide an e-mail address and to select a payment method.  
 
In addition, some screens within the systems were not accessible to the participants as they 
fell out of the scope of the experiment. For example, the file-exchange website had a button 
to upload files, however this functionality was not present as it was not necessary for the task 
that participants were given. Similarly, the anti-virus application had a settings tab, yet there 
was no settings page present within the system. When requesting an inaccessible feature or 
page (e.g., by clicking on a corresponding button or link within the system), participants were 
shown a message which will be referred to as the “out-of-scope message”. This message stated 
that the function and/or page was not part of the experimental setting, however, that 
participants could assume that it would be present and fully functional in a non-experimental 
setting. The message also provided a button that would bring the participants back to the 
previous screen. When evaluating the system using the System Darkness Scale, participants 
were requested not to include these messages in their evaluation. They were also once again 
informed that they could assume that the missing page or function would have been present 
and fully functional in a non-experimental setting. A drawback of such a message is that it 
might decrease participants’ immersion when performing the tasks. However, given the scope 
of the current study, it would have been impractical to create fully functional systems of which 
only a small part was to be used in the experiment. Alternatively, providing no message would 
have resulted in participants clicking on certain buttons without any visible response from 
the systems. This would have been bad in terms of usability. It could also have influenced the 
ratings that participants gave using the System Darkness Scale as it would have been unclear 
whether something did not work because it was not part of the experiment or because it was 
part of a dark pattern. One last alternative would have been to exclude any button or link that 
would lead to an inaccessible page or unavailable feature. However, this would have decreased 
the realism of some of the pages. It is for example unlikely that an anti-virus system does not 
have a settings button or that a file-exchange system does not have a page for uploading files. 
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4.4.2 System 1: Theatre System 

The first of the three systems was the website of a fictional theatre called “The Athlerion”. As 
discussed, participants used the theatre website to order three tickets for a specific theatre 
play called “Robin Hood”. The reason for choosing this type of system is that it allowed for 
the inclusion of dark patterns that can be used in e-commerce (such as sneak into basket and 
hidden costs) whilst still being different compared to product-based webshops (such as the one 
used by Bergman, 2021). The author took inspiration from existing theatre and cinema 
websites when creating the website. Multiple pages were created that users went through to 
accomplish the given task. An impression of the system is provided in Figure 9. Screenshots 
of most of the accessible pages are included in Appendix C. 
 
Below, each of the main screens from the system is described in more detail. Each of the 
screens is given a number. Note the number does not always align with the order in which 
participants used the screens. This is because participants could have taken other “routes” 
whilst navigating through the system (such as opening a wrong screen and then going back to 
a previous screen or exploring some screens before trying to perform the given task). In 
addition, the light version sometimes has a different number of screens compared to the dark 
version. As such, the numbering is added purely for convenience’s sake to more easily identify 
each of the screens. This also holds for the descriptions of the other two systems. 
 
 
Screen 1: Homepage 
Obstruction pattern in dark version (see Figure 10) 
 
The first screen that users saw was the homepage of the theatre. In the dark version of the 
website, this page contained a cookie consent banner with an “accept all” and “more options” 
button. However, it did not contain a “decline all” button. To reject the cookies, participants 
had to click on the “more options” button such that a subsequent screen would open. In this 
subsequent screen, a “decline all’ button was provided. Such a design makes rejecting all 
cookies harder than accepting all cookies as it requires more clicks and because users must 
search for the “decline all” button. In terms of Gray et al.’s taxonomy it is a dark pattern of 
the obstruction category (see Figure 10). In the light version users did not have to click on 
“more options” as the “decline all” button was included in first screen of the cookie consent 
banner besides the “accept all” button. For both the dark and light version the cookie consent 
banner was persistent. In order words, whilst the banner was first presented on the homepage 
of the theatre website, it would keep appearing on every page until participants made a choice 
regarding what cookies to accept or decline.  
 
 
Screen 2: Program Page 

 
A second screen was the program page. Amongst others, the page could be opened by clicking 
on the “program & tickets” link within the navigation bar of the website. The program page 
provided an overview of all the shows that were planned for the next three months. This list 
contained twenty-four fictional shows. One of these was the “Robin Hood” play that 
participants were asked to purchase tickets for. 
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Figure 9. Selection of screens from the dark version of the theatre system. Not all screens 
are shown in the figure above, see Appendix C for a more comprehensive overview. 
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Figure 10. Impression of the obstruction pattern as operationalised in the theatre system. 
The depicted interactions show how users can decline all cookies. 
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Screen 3: Show Page 

 
Upon clicking on the “Robin Hood” show, the show-page would be opened which provided a 
description of the show. Amongst others, the description included a short summary of the 
show, the price range of a ticket for one person, and a button to purchase tickets. 
  
 
Screen 4: Seat Selection Page 
Hidden information + aesthetic manipulation pattern in dark version (see Figure 11) 

 
When pressing the button to purchase tickets, the seat-selection page would open. This page 
showed the seating plan of the theatre hall. Participants could select one or more tickets by 
clicking on the corresponding seats. The latter action would also show the price of the seats. 
Three seating categories were available to choose from: the stalls (first rank), the dress circle 
(second rank) and the balcony (third rank). Tickets for the balcony had a price that was equal 
to the base price of the show (which was 29,99 euro). Tickets for the dress circle were priced 
at the base price of the show plus five euros (34,99 euro). Tickets for the stalls were priced at 
the base price plus ten euros (39,99 euro). As participants were requested to purchase three 
as-cheap-as-possible tickets, the correct choice was to select tickets from the balcony (third 
rank). For the light version, the full theatre plan was shown. For the dark version, only the 
first rank seats were shown. Participants had to click on a small light-grey button to “show 
seats from all ranks”, upon which seats from the cheaper second and third ranks were shown. 
This is a dark pattern of the hidden information type as the page tries to hide the ability for 
users to select cheaper seats (see Figure 11). In terms of Brignull’s dark patterns, it can be 
considered a form of misdirection as users’ attention is directed towards the selection of seats 
from the first rank whilst their attention is diverted away from the ability to select seats from 
other ranks. In their taxonomy, Gray et al. (2018) consider misdirection to be part of aesthetic 
manipulation. 
 
 
Screen 5: Shopping cart page 
Sneak into basket pattern in dark version (see Figure 12) 

 
After selecting the seats, participants could click on a “confirm seating selection” button. This 
would bring them to the shopping cart page. This page listed the tickets as an item in the 
shopping cart. If participants had selected the correct tickets, then this would cost 89,97 euro. 
A button was available that participants could use to change their seating selection. In the 
dark version, the shopping cart page also automatically included a book called “The Theatre 
Guide” with a price of 19,99 euro. The page also included a pretence for adding this item, 
which was to “get to know theatre before visiting the show”.  The addition of the book is a 
dark pattern of the sneak into basket type (see Figure 12). A “remove from cart” button was 
available that participants could use to remove the book from their shopping cart. The light 
version of the theatre system did not include the book. The shopping cart page also included 
the total price of the items in the cart. 
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Figure 11. Impression of the hidden information + aesthetic manipulation pattern as 
operationalised in the theatre system. The depicted interaction shows how users can avoid 

falling for the dark pattern by opening the full theatre plan. 
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Figure 12. Impression of the sneak into to basket pattern as operationalised in the theatre 
system. The depicted interactions show how users can avoid falling for the dark pattern by 

removing the item that was automatically added to the basket. 
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Screen 6: Checkout page 
Hidden costs pattern in dark version (see Figure 13) 

 
A “to checkout” button would bring users to the checkout-page. This page asked users to 
provide an e-mail address and to select a preferred payment method. It also listed the “grand 
total” price of the order. In the light version, this grand total was the same as the total price 
from the shopping cart page. In the dark version, this grand total was larger as it included a 
“theatre service fee” of 4,99 euro. This is a dark pattern of the hidden costs type (see Figure 
13). The page also included a “place order” button. If pressed, it would present a message that 
the task was completed, and that the participant could go back to the online survey. 
 
 
Optional screens  

 
The system also included a news page with five accessible news articles and an about page 
with some information about the theatre. To complete the given task, it was not necessary to 
visit the about page or the news pages. However, they were nonetheless added to make the 
system somewhat more immersive and realistic. 
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Figure 13. Impression of the hidden costs pattern as operationalised in the theatre system. 
Upon initial use, there is no way for users to avoid this dark pattern. 
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4.4.3 System 2: File-Exchange System 

The second of the three systems was a fictional file-exchange website called “DataWarbler”. 
As discussed, participants were given the task to create an account on this website, to 
download a specific photograph with a dog, and then to delete the account again. This specific 
system was chosen as it supports a scenario where users would create an account and – shortly 
after - delete the account again. For the design of the system, the researcher took inspiration 
from existing file-exchange and cloud storage websites. Once again, multiple pages were 
designed that participants used to complete the given task. An impression of the system is 
provided in Figure 14. Screenshots of most of the pages are included in Appendix C.  
 
 
Screen 1: Invitation Page 
False hierarchy pattern in dark version (see Figure 15) 

 
The first screen was an invitation page. This page told users that a folder called “Holiday 
Photos 2018-2019” had been shared. To access the folder, users were asked to create an 
account using the corresponding button. The invitation page also displayed a cookie consent 
banner asking for consent to use tracking cookies. Users could click on “accept all”, “decline 
all”, or on a “customize” button which would open a separate screen to choose which cookie 
categories to allow. For the light version, all of these three buttons had the same visual 
appearance. For the dark version, the “accept all” button was specifically highlighted with a 
blue accent colour. This is a dark pattern of the false hierarchy type as the more prominent 
design of the “accept all” button (falsely) suggests that it has a higher place in the hierarchy 
of options (see Figure 15). Just like with the theatre website, the banner was persistent and 
kept appearing on every page until participants choose to accept all cookies, to decline all 
cookies, or to make a custom selection of what cookie categories to allow. 
 
 
Screen 2: Account Creation Page 
Trick question in dark version (see Figure 16) 

 
When clicking on the button to create an account, participants were brought to the second 
screen. This screen contained the account creation page that asked users to provide a 
username, an e-mail address, and a password. Furthermore, users were required to check the 
checkbox stating: “I have read and agree with the terms of service of DataWarbler”. There was 
also a second checkbox. For the light version, this checkbox stated: “I want to receive 
promotional e-mails from DataWarbler (optional)”. It was not necessary to check this box in 
order to create an account. For the dark version, the checkbox stated: "I agree with 
DataWarbler forgoing to send me promotional e-mails". This is a trick question as it is 
intentionally formulated in a confusing manner (see Figure 16). Based on the words “I agree” 
and “promotional e-mails”, the question may evoke the impression that it asks for permission 
to send promotional e-mails. Inattentive users that do not want promotional e-mails might 
thus leave the box unchecked. However, the question is in effect asking for permission to stop 
DataWarbler from sending promotional e-mails. Though it is not categorised as such in the 
current study, one could argue that this is therefore also a form of preselection as sending 
promotional emails is the default that users must opt-out from by checking the checkbox. 
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Figure 14. Selection of screens from the dark version of the file-exchange system. Not all 
screens are shown in the figure above, see Appendix C for a more comprehensive overview. 
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Figure 15. Impression of the false hierarchy pattern as operationalised in the file-exchange 
system. The depicted interaction shows how users can decline all cookies. 

 

Figure 16. Impression of the trick question pattern as operationalised in the file-exchange 
system. The depicted interactions show how users can avoid falling for the dark pattern. 

 
 
Screen 3: Shared Files Page 

 
Upon creating an account, users were brought to the shared-files page. In the experiment, this 
page only listed one item: the “Holiday Photos 2018-2019”.  
 
 
Screen 4: File List Page 

 
When clicking on “Holiday Photos 2018-2019”, this would open the file list page. This page 
provided a list of all of the photographs that were included in the aforementioned folder. The 
list included the name of the photo and a small thumbnail of the photo. One of the listed 
photographs included a dog. This was the image that participants were asked to download. 
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Screen 5: Image Inspection Page 
Disguised ad pattern in dark version (see Figure 17) 

 
After clicking on the photograph with the dog, the image inspection page was opened. This 
page showed a large preview of the photo. Above the photo, a download icon was present. 
When hovering over the icon, the text “download image” would appear (something that is 
known as a “tooltip”). Clicking on the icon would download the image. However, in the dark 
version, a box was presented directly below the photograph. This box included a large button 
with the text “download now”. It also included the text “DataWarbler desktop” and “local 
files, automatic synchronisation, offline accessibility”. This button was thus part of an 
advertisement to download the desktop application of DataWarbler. However, it could also be 
mistaken for the button to download the photograph that was being viewed, especially for 
users that did not read the text besides the button. It is therefore a disguised ad (see Figure 
17). The light version did not include the box with the disguised ad. 
 
 

 

Figure 17. Impression of the disguised ad pattern as operationalised in the file-exchange 
system. The depicted interaction shows how users can download the photograph without 

falling for the dark pattern. 
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Screen 6: Settings Page 
Roach Motel pattern in dark version (see Figure 18) 

 
As discussed, participants were asked to permanently delete their account after having 
downloaded the photo. To do so, participants had to click on the “account” button which 
would reveal a dropdown menu. This menu included a “settings” button which would open 
the settings page. The settings page presented a list of options that were organised into three 
categories: “general and appearance”, “sharing and notifications” and “account and privacy”. 
For the light version, participants could find a “delete account” button under the “account 
and privacy” category. Besides this button, the text “delete account and all corresponding 
data” was presented as an elaboration on the functionality of the button.  This button would 
open the account deletion page (screen 7).  
 
For the dark version of the system, there was a dark pattern of the roach motel type which was 
used to make it harder for users to permanently delete their account (see Figure 18). This 
started on the settings page. Contrary to the light version, there was no “delete account” 
button under the “account and privacy” category. Rather, the text “other account options” 
was presented besides a button with the text “learn more”. This would open the other account 
options screen (screen 8). 
 
 
Screen 7: Account Deletion Page (light version only) 

 
As discussed, the light version of the file-exchange system had a “delete account” button. 
Clicking on this button would open a separate screen that was only included in the light 
version. This screen allowed users to delete their account and showed a warning about the 
consequences thereof. The warning message stated that all of the user’s data would be 
permanently deleted, that files shared with them could no longer be accessed, and that it 
would not be possible to login anymore. To proceed with the closure, users could click on a 
red “confirm account closure” button. There was also a “back to settings” button. When 
clicking on the “confirm account closure” button, users where informed that they had to wait 
for a few seconds, after which a message was displayed that the account had been successfully 
deleted. Participants could then click on a button with the text “definitively log out and close 
this page”. This would then show the message that they had completed the task and they could 
go back to the online survey. 
 
One can argue that the red “confirm account closure” button and the enumeration of the 
consequences of deleting an account are a dark pattern. However, the researcher does not 
consider this to be the case as it would be reasonable for systems to provide some sort of visual 
warning such that users do not accidently remove their account. Moreover, it also stands to 
reason that a system would inform users of the consequences of deleting an account, some of 
which the users might not have thought about.  
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Figure 18. Impression of the roach motel pattern as operationalised in the file-exchange 
system. The depicted interactions show how users can permanently delete their account 

despite the use of the dark pattern to avoid this user action. 
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Screen 8: Other Account Options Screen (dark version only) 
Continuation of roach motel pattern (see Figure 18) 

 
As discussed, the dark version of the file-exchange system did not have a “delete account” 
button. Rather, it only had a “learn more” button as part of the roach motel pattern. Upon 
clicking on this button, a separate screen would be opened that was only included in the dark 
version. This screen contained a message that referred users to the customer support page for 
“inquiries or additional options regarding your account such as closing your account”. The 
message included a link that could be used to open the customer support page. 
 
 
Screen 9: Customer Support Page (dark version only) 
Continuation of roach motel pattern (see Figure 18) 

 
Three support options were offered on the customer support page. One option was to call 
support by using a telephone. A textual elaboration explained that this would be possible “on 
working days from 9:00 till 18:00” and that the waiting time was “generally less than fifteen 
minutes”. Another option was to send an e-mail to the customer support. For this option, 
users could “expect a reply within at least two working days”. For the experiment, these two 
options were unavailable as it was unfeasible and inappropriate to ask participants to call a 
phone number or to send an e-mail. As such, clicking on one of these options would show the 
previously discussed out-of-scope message. Nonetheless, there had to be a way to close the 
account. Therefore, the researcher added a third option in the form of a “support bot”. This 
seemed to be the closest to a customer-support-like interaction without actually having to 
contact customer support. 
 
 
Screen 10: Chatbot Page (dark version only) 
Continuation of roach motel pattern (see Figure 18) 

 
When clicking on the “support bot” option, the chatbot page would open. This page included 
a dialogue-like interface with text bubbles that represented the questions or remarks from the 
chatbot and the answers of the user. Users could not type their answer. Rather, questions from 
the chatbot resulted in a corresponding list of answer options that were displayed to the user. 
Users could read these answers options and click on the one that they deemed appropriate. 
The chatbot would then respond to the selected option. For the experiment, only the response 
options that led to the deletion of the account were available. The other response options 
would result in the previously discussed out-of-scope message. The researcher is aware that 
this makes it somewhat easier to close the account, as “wrong” answer options are not 
selectable, thereby steering users towards the “right” answer options. However, given the 
planned timeframe to create the systems, the researcher considered it to be too inefficient to 
design a chatbot where all of the (branching) answer options would be available.  
 
To successfully close the account, participants had to go through nine question-and-answer 
sets. The full conversation can be read in Figure C25 of Appendix C. Firstly, the chatbot would 
ask how it could help the user. For this question, there was no direct answer option to 
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permanently delete the account. Rather, participants had to select that they wanted help for 
“my account”. The chatbot would then ask a follow-up question about what aspect of the 
user’s account it could help with. The user then had to select the “account data and privacy” 
option. The chatbot would then ask a second follow-up question what the user’s inquiry 
regarding data and privacy was related to. The user then had to select that it was about 
“deleting account data”. The chatbot would then ask yet another follow-up question about 
what data the user wanted to delete. One of the corresponding response options was: “I want 
to delete my entire account and all corresponding data”. When selected, the chatbot would 
say that it was “sorry to hear that” and would ask for the reason to remove the account. For 
all of the possible reasons that the user could select, the chatbot would provide a response 
that tried to direct users away from deleting the account. For example, if the user selected 
that “I have another reason or I would rather not say”, then the chatbot would remind users 
that there is a “feedback center where you can provide anonymous feedback” and that “we 
continuously aim to improve DataWarbler”. Response options were “take me to the feedback 
center” or “no thanks, I would rather not provide any anonymous feedback”. If users 
dismissed one of these diverting suggestions, the chatbot would offer to “disable” their 
account instead of permanently deleting it. If users dismissed this suggestion as well, the 
chatbot enumerated the consequences of deleting one’s account. If the user indicated that 
they understood these consequences, the chatbot would ask for yet another confirmation to 
close the account. After this confirmation was given, users had to wait for a number of seconds 
for the process to complete. However, when completed, the chatbot would notify users that 
their account closure request had been forwarded to customer support and that they would 
close the account within one to three working days. The chatbot would also notify the user 
that they could login to the service within 30 days to prevent the account from being 
permanently deleted. Subsequently, participants could log out and the message was shown 
that they successfully completed the task. 
 
 
Optional screen 

 
The file-exchange system also had an “uploaded files page” that acted as a counterpart to the 
“shared files” page. This page would have a message that stated that the user had not yet 
uploaded any files, and that the user could do so to share these files with other DataWarbler 
users. To this end, the page included an “upload files” button. However, it was not possible 
for participants to upload or share any files. Therefore, the out-of-scope message would 
appear when clicking on the “upload files” button. To complete the given task, it was not 
necessary to visit this page. However, it was nonetheless added as it seemed realistic that a 
file-exchange system would not only include a page for files that were shared with the user, 
but also a page with files that the user had shared. 
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4.4.4 System 3: Anti-Virus System  

The third and last system represented a fictional anti-virus application called “VectaWatch”. 
As discussed, participants were given the task to run a “virus scan” to remove any malware 
and to update the anti-virus application to the latest version if this was requested by the 
system. As previously mentioned, the main reason to include this system type was that the 
researcher found that desktop-based applications had received relatively little attention 
within dark pattern literature. In addition, this system type added variety to the system 
selection, especially given that the other two systems were websites. An impression of the 
system is provided in Figure 19 and screenshots of most of the screens are included in 
Appendix C. 
 
 
Screen 1: Desktop 

 
As noted, the anti-virus system was technically implemented as a website, even though it had 
to represent a desktop application running in a desktop environment. To create a somewhat 
realistic simulation, the researcher took inspiration from the graphical user interfaces of 
existing anti-virus applications and operating systems. The desktop environment was not 
based on one particular operating system, but rather combined common aspects. One of these 
aspects was that the anti-virus application and pop-up messages were presented in windows. 
These windows could be dragged around by the participants, they could be minimised by the 
participants, and some of the windows could also closed by the participants. To this end, the 
corner of each window included a close button and a minimize button. An animation was 
implemented for both of these functions. Another aspect was that a taskbar was included. The 
left-side of the taskbar housed icons of various applications including a file browser, an 
internet browser, and the anti-virus application. When hovering over these icons, the name 
of the application would be shown. However, only the anti-virus could be opened. Clicking on 
the icons of the other applications resulted in the out-of-scope message. The right-side of the 
taskbar included various controls and status icons including a volume indicator, a network 
indicator, a battery indicator, and a clock that displayed the current time. Clicking on one of 
these icons also resulted in the out-of-scope message. The desktop environment also featured 
a desktop wallpaper in the form of a landscape photograph. To increase the ease by which 
participants could open the anti-virus application, a shortcut to this application was placed 
on the upper left area of the wallpaper. The first screen that participants saw was the desktop 
environment without any opened window. 
 
 
Screen 2: First Free Trial Pop-up (dark version only) 
Nagging pattern (see Figure 20) 

 
To open the anti-virus application, participants could click on the anti-virus icon in the 
taskbar or the anti-virus shortcut on the desktop. In the dark version, a pop-up would open 
that asked users whether they wanted to activate a thirty-day free trial of the premium version 
of the anti-virus application. Users could click on “activate trial” or “not now” (though it 
should be noted that “trial” was misspelled within the system, an error that was not spotted 
during the pilot phase). Only the latter option was available for the experiment and the former 
option would result in an out-of-scope message. As there was no “don’t ask again” button, 
this pop-up is a dark pattern of the nagging type (see Figure 20).  
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Figure 19. Selection of screens from the dark version of the anti-virus system. Not all 
screens are shown in the figure above, see Appendix C for a more comprehensive overview. 
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Figure 20. Impression of the nagging pattern as operationalised in the anti-virus system. 
The depicted interactions show how users can dismiss the two pop-up messages of this dark 

pattern. 
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Screen 3: Update Pop-Up 

 
After dismissing this pop-up, a second pop-up message appeared (or the first pop-up message 
for the light version of the system). This pop-up notified users that an update was available 
for the VectaWatch application and that it was recommended to install the update. Users 
could click on “install update” or “skip update”. However, for the experiment, only the former 
option was available, and the latter option would result in an out-of-scope message. Upon 
clicking on the “install update” button, the anti-virus application would close, and an 
installation window was opened. 
 
 
Screen 4: Installation Introduction Page 
Preselection pattern in dark version (see Figure 21) 

 
The installation window was modelled after the so called “installation wizards” which help 
users to configure and install a new application. The initial screen of the installation window 
notified the users that it would guide them through the installation of the corresponding 
VectaWatch software. The initial screen also contained a checkbox with the text “send system 
information to VectaWatch”. For the light version, this checkbox was not checked. For the 
dark version, this checkbox was checked by default. This is therefore a dark pattern of the 
preselection type (see Figure 21).  
 
 
Screen 5: Installation Information Page 
Forced action + sneaking pattern in dark version (see Figure 22) 

 
Upon clicking on the “next” button, a second screen of the installation window would inform 
users that the installer would update the VectaWatch application. It also stated how much 
free storage would be required for the installation. In the dark version, this second installation 
screen would not only notify users that the VectaWatch application would be updated, but 
also that the “VectaWatch Secure Internet Browser” would be installed. This is a dark pattern 
of the forced action category as updating the anti-virus application was not possible without 
also installing another application from the same provider (see Figure 22). It is also partially 
a dark pattern of the sneaking category as users initially open the installation window to 
update the anti-virus application but then learn that another application is installed as well. 
To proceed with the installation, users could click on an “install” button. It was not possible 
for participants to close the installation window or to cancel the update. Both of these latter 
options would result in the out-of-scope message. 
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Figure 21. Impression of the preselection pattern as operationalised in the anti-virus system. 
The depicted interactions show how users can opt out of sharing their data and continue 

with the installation process. 
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Figure 22. Impression of the forced action + sneaking pattern as operationalised in the anti-
virus system. Users cannot update the anti-virus application without avoiding this dark 

pattern which forces users to install another application as well. 
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Screen 6: Installation Progress Page 
Continuation of forced action + sneaking pattern in dark version (see Figure 22) 

 
After clicking on the “install” button, a third screen of the installation window was presented 
that mimicked the installation of the update. This screen included a progress bar that would 
slowly fill up and showed a textual elaboration on what was happening (e.g., “Removing old 
program files …”, “Installing VectaWatch Anti-Virus Update 12.8 …”, etc.).  
 
For the dark version, this screen also mimicked the installation of the second program in the 
form of the secure internet browser. To this end, one of the elaborations was that the installer 
was “Installing VectaWatch Secure Internet Browser 2.0 …”. A new shortcut for this 
application would also be placed on the desktop.  
 
 
Screen 7: Installation Completion Page 
Continuation of forced action + sneaking pattern in dark version (see Figure 22) 

 
After the (simulated) installation was completed, the fourth and last screen of the installation 
window was presented. This screen included a message that the anti-virus application had 
been successfully updated (in which “successfully” was misspelled for both the dark and light 
version, a second spelling error that was not spotted during the pilot phase). In the dark 
version, the message also stated that the secure internet browser was successfully installed. 
Users could click on a “complete” button to close the installation window and to open the 
(now “updated”) anti-virus application. 
 
 
Screen 8: Second Free Trial Pop-Up (dark version only) 
Continuation of nagging pattern (see Figure 20) 

 
After clicking on the “complete” button in the installation window, the installation window 
would close, and the anti-virus application would once again open. In the dark version, the 
pop-up window would also once again be opened to ask users whether they wanted to activate 
the free trial of the premium version of the application. This reinforced the previously 
mentioned nagging pattern (see Figure 20).  
 
 
Screen 9: Status Overview Page 
Toying with emotion pattern in dark version (see Figure 23) 

 
The anti-virus application contained an “overview” page which would be shown by default 
after opening the application. The overview page included a message that the user’s computer 
was protected. For the dark version, it would also contain an advertisement with the message: 
“Your internet connection is exposed. Without a virtual private network, your IP-address is 
visible for everyone and can be used to track you”. The advertisement also included an image 
that contained a laptop that represented the users’ computer and the icon of a globe that 
represented the internet. In between, a red lock was depicted which was opened. The 
computer icon contained the text “IP” surrounded by a red triangle.  
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Figure 23. Impression of the toying with emotion pattern as operationalised in the anti-virus 
system. The depicted interactions show how users can hide the banner that contains this 

dark pattern, although the banner can also be ignored. 
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Although users were not required to interact with the advertisement, it contained two 
buttons: a button with the text “Get VectaWatch VPN” and a button with the text “I’d rather 
have my connection exposed”. Clicking on the former button would result in an out-of-scope 
message whilst clicking on the latter button would remove the entire advertisement. 
Together, the aforementioned elements of the advertisement create a dark pattern of the 
toying with emotion type (see Figure 23). The “I’d rather have my connection exposed” button 
is a form of Brignull’s confirmshaming pattern, which Gray et al. (2018) consider to be part of 
toying with emotion.  
 
The light version of the system also contained an advertisement, however, without any overly 
emotional visuals or messages. Instead, the advertisement contained the message: “Are you 
interested in a virtual private network? A virtual private network makes it harder to track you 
on the internet. Check out our VPN service”. The confirmshaming button was replaced with a 
more neutral button with the text: "No thanks, close this message”. The red opened lock and 
red triangle where not included in the accompanying picture. Rather, the red lock was 
replaced with the text “VPN” in black. 
 
 
Screen 10 and Beyond: Scan Pages (some in dark version only) 
Bait and switch pattern in dark version (see Figure 24) 

 
To perform the scan as requested in the task, users had to navigate from the “overview” page 
to the “scan” page of the anti-virus software. Here, users could click on a “Scan Now” button. 
For the light version, clicking on this button would mimic a malware-scan. This was done by 
showing a progress bar that would slowly fill up and the elaboration “Scanning for viruses and 
other malware …”. Subsequently, users would receive the message: “your system is clean, no 
malware was found”.  Upon clicking on a “next” button, another message was shown that “the 
scan was successfully completed” and that “your computer is free of viruses and other 
malware’. 
 
For the dark version, not one but three scans would be sequentially performed: a 
“performance” scan, a virus scan, and an “advanced” scan. The “performance” scan would 
find no issues, after which users had to click on a “next” button to proceed to the virus scan. 
The virus scan would also find no issues. Once again, users had to click on a “next” button to 
proceed to the “advanced” scan which would search for “advanced issues”. This scan would 
result in a red coloured message stating that “4 advanced issues were found on your 
computer”. Below the message, these issues were listed. None of them were malware 
infections as the scan was originally performed for. Rather, these issues pointed out certain 
vulnerabilities (e.g., “files are not protected against unwanted encryption”, “vulnerable to 
counterfeit website routing”). One the same spot that had housed the previously discussed 
“next” button, users could now click on a green “resolve” button. Users could also click on a 
red “skip” button. When clicking on the “resolve” button, the anti-virus would notify the users 
that they could click on an “activate and resolve” button (now in the place of the “resolve” 
button) to resolve the detected issues by activating and using the premium version of 
VectaWatch anti-virus, which would be free for thirty days. There also was a red “do not 
resolve” button in the place of the “skip” button. When clicking on the “activate and resolve” 
button, a progress bar would be shown after which a message was presented that stated that 
all detected issues were resolved.  
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This design is a dark pattern of the bait and switch type (see Figure 24). The so called “advanced 
issues” that are found by the scan are the bait. The activation of the premium-trial to resolve 
these issues is the switch. To avoid the bait, users could click on the previously mentioned 
“skip” button or on the previously mentioned “do not resolve” button. Regardless of the users’ 
choice, the scan always ended with a message that “the scan was successfully completed” and 
that “your computer is free of viruses and other malware”. Below this message, a “close scan” 
button was available. When participants clicked on this button or closed the anti-virus 
window, a message would be shown that the users successfully completed the task. 
 

 

Figure 24. Impression of the bait and switch pattern as operationalised in the anti-virus 
system. The depicted interactions in the last two screens show how users can avoid falling 

for this pattern by skipping the activation of the premium version of VectaWatch. 

 
Optional screen 

 
The system also included a “protection” page. This screen would list the protection layers of 
the anti-virus application: “realtime malware protection”, “internet firewall protection”, 
“advanced file protection”, and “smart system protection”. Contrary to the former two layers, 
the latter two layers had an indication that they were disabled and available for the premium 
version only. To complete the given task, it was not necessary to visit this screen. However, it 
was nonetheless added to make the system somewhat more realistic and to emphasize the 
difference between the free and premium version of the anti-virus system. 
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4.4.5 Online Survey 

The online survey for the experiment was created using the Qualtrics eXperience Management 
platform. The survey included (1) the research information and informed consent form, (2) 
the demographic questions, (3) the task descriptions, (4) the System Darkness Scale for 
evaluating the systems that participants had used, (5) the screenshots for the dark pattern 
blindness questions, and (6) the closing questions and closing message. Each of these is 
discussed below. Most of the pages from the survey are included in Appendix B. 
 
Research Information and Consent Form 

As noted, the research information was a piece of text that provided participants with some 
general information about the experiment, though without mentioning the specific research 
topic and research aims. The consent form enumerated the conditions that participants had 
to agree to in order to partake in the experiment. Both the research information and consent 
form are provided in full in Figure B1 of Appendix B. They were used in the first step of the 
procedure (see §4.3.1).  
 
Demographic Questions 

As discussed, the demographic questions asked participants for their age, their gender, the 
highest level of education that they had completed or were currently following, and asked 
participants if they had an ICT-related education or an ICT-related professional background. 
These questions were used in the second step of the procedure (see §4.3.2). 
 
Task Descriptions 

The task descriptions were part of the third step of the procedure where participants were 
asked to perform two tasks in two of the digital systems. The task descriptions described the 
task that was to be performed in the system, they included some general information about 
using the systems, and provided a hyperlink to the systems. The tasks that were given to the 
participants were previously discussed and are provided in Table 5 (see §4.3.3).  
 
The System Darkness Scale (SDS) 

The System Darkness Scale (SDS) was used in the fourth step of the procedure (see §4.3.4). 
The scale was used in its original form as developed Bergman (2021). In total, it consists of 
the five questions that are listed in Table 5. The SDS uses a 5-point Likert-scale with response 
options ranging from “strongly disagree” (corresponding to score of 0) to “strongly agree” 
(corresponding to a score of 4). The system darkness score is calculated by adding the scores 
from every separate question and by multiplying this sum by 5. This results in an overall score 
that can range between 0 and 100, with higher scores indicating a “darker” system (Bergman, 
2021, p.77). An alternative would have been to include the entire pool of 25 questions that 
were used to create the System Darkness Scale (see Bergman, 2021). In addition, it would be 
possible to add new potential questions to the pool. This alternative approach was however 
not taken as the current study aimed to apply the scale as-is rather than to redesign it. For 
formatting-related reasons, the current study did use a slightly different layout for the 5-point 
response options compared to Bergman (2021), as all of the five points were labelled (e.g., 
“strongly disagree”, “somewhat disagree”, etc.) rather than only the two endpoints, and as no 
numbers were included for each point (e.g., “1”, “2”, etc.) within the current study. 
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Table 7. All items of the System Darkness Scale (SDS). Adapted from Bergman (2021, p.76). 

1.  The system tricked me into performing certain actions I did not intend to do. 

2. The system performed certain actions I was not aware of.  

3.  The system pushed me into spending more money than I originally anticipated. 

4. The system performed certain actions without my consent. 

5. I felt deceived / misled by the system. 

 
 
Screenshots for the Dark Pattern Blindness Questions 

In the fifth step of the procedure participants were shown screenshots which they used to 
indicate whether they noticed any dark patterns (see §4.3.5). Each of these screenshots 
showed the screens of the dark system version that participants had used. As such, a set of 
screenshots was made for the dark version of the theatre system, a set of screenshots was 
made for the dark version of the file-exchange system, and a set of screenshots was made for 
the dark version of the anti-virus system. For each system, screenshots were only made of the 
screens that participants had to use to successfully accomplish the given task. There were no 
screenshots of optional pages that were not required to perform the given task. For example, 
for the theatre system, screenshots were made of the “homepage”, the “program page” the 
“show page”, the “seat selection page”, the “shopping cart page” and the “checkout page” as 
all of these would be used to when successfully ordering three theatre tickets. However, it was 
no not necessary to open the “about page” or the “news pages” to order the tickets. Therefore, 
no screenshot was made of these pages. 
 
There were three exceptional cases in which a static screenshot was not sufficient to portray 
certain screens within the system. These cases included a dark pattern that spanned across 
multiple screens and included certain interactions and animations that were relevant to show 
to the participants. These were the screens used to update the anti-virus system (see §4.4.4 
and Figures C38-C40 from Appendix C), the screens used to perform a virus scan within the 
anti-virus system (see §4.4.4 and Figures C44-C50), and the screens used to close one’s 
account via a chatbot within the file-exchange system (see §4.4.3 and Figures C21-C25). For 
these cases, a video was used instead of a static screenshot. The researcher pre-recorded these 
videos. They showed the previously mentioned screens, the interactions with these screens 
by depicting the mouse pointer (and its clicks), and the corresponding animations or changes 
to the screens. The interactions that were performed in the video (such as clicking on certain 
buttons) were those that participants had to perform as well to successfully complete the task.  
 
It is highly likely that not all of the participants used the same screen-size or the same internet 
browser. Therefore, the systems as depicted in the screenshots and videos (that were made by 
the researcher) might have looked slightly different from the systems that the participants 
saw. For example, some elements might have looked somewhat larger (as if zoomed in) or 
somewhat smaller (as if zoomed out) depending on the participant’s screen size and display 
settings. Another example are fonts which are sometimes displayed differently depending on 
the used internet browser. However, the overall appearance of the pages would have been the 
same as shown in the screenshots and videos. 
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Closing Questions and Closing Message 

The closing questions and closing message were displayed in the sixth and last step of the 
experiment. Their contents have been previously discussed (see §4.3.6). 
 
4.5 Variables 

Given the presented experimental design (see §4.2), the first research question regarding dark 
pattern blindness has one independent variable and one dependent variable. Likewise, the 
second research question regarding the System Darkness Scale also has one independent 
variable and one dependent variable.  Each of these is discussed below. 
 
4.5.1 Variables for Assessing Dark Pattern Blindness 

The first research question aims to assess to what extent dark pattern blindness is present for 
each of featured dark pattern types (RQ1). Within the presented research design, the 
independent variable (IV1) is the dark pattern instance. The dependent variable (DP1) is the 
blindness level. For the independent variable, the term “instance” is specifically used instead 
of “type” to emphasize that the blindness levels relate to the specific instances of a dark 
pattern type (or two dark pattern types) as operationalised in the systems of the current study. 
 
Blindness levels can be viewed from two perspectives: on a per pattern basis and on a per 
participant basis. For each of the included dark patterns, the blindness level can show the 
proportion of participants that did not notice the corresponding dark design - and by 
extension, the proportion of participants that did recognize the corresponding dark design. 
This is the main perspective that aligns with the first research aim of assessing the blindness 
levels per dark pattern. With respect to the second perspective, for each participant, the 
blindness level can show the proportion of dark patterns that were and were not recognised 
relative to the total number of dark patterns that the participant was exposed to.  
 
Three points should be mentioned regarding the blindness levels. The first relates to the way 
in which the results are described in subsequent sections. For example, if it is noted that a 
certain percentage of the participants “fully recognize the false hierarchy dark pattern”, then 
this means that these participants recognised the corresponding (interface) elements of the 
dark design in-question and understood the way in which these are intended to influence 
them. It is not meant to imply that these participants know that this type of dark design is 
labelled with the name “false hierarchy” and that this is part of a phenomenon known as “dark 
patterns”. The second point is that recognizing a dark pattern does not imply that users can 
also avoid being influenced by this dark pattern. Conversely, not recognising a dark pattern 
also does not necessary imply that users are influenced by this dark pattern. As such, the 
blindness levels of a certain dark pattern (as measured in the current study) are not the same 
as the effectivity of a certain dark patten (which is not measured in the current study). The 
third and last point relates to the comparability of the measured blindness levels to those of 
other studies, in specific to the studies of Di Geronimo et al. (2020) and Bongard-Blanchy et 
al. (2021). As discussed in previous sections (see §2.8 and §3.1), the current study uses a 
different methodology to measure dark pattern blindness. In addition, only some dark pattern 
types correspond to those in the previously mentioned studies (several types are the same but 
are used in combination with other types), instances of the same dark pattern type can be 
implemented differently, they can be used in different contexts, and there may be differences 
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with regard to the sample demographic. As such, the blindness levels as measured in the 
current study are not directly comparable to those of the aforementioned two studies. 
 
4.5.2 Variables for Assessing the System Darkness Scale 

The second research question aims to assess whether the system darkness scale can 
differentiate between the dark and light versions of the presented systems (RQ2). This will be 
assessed on a per-system basis. Given this approach, the independent variable (IV2) is the 
system darkness. The dependent variable (DP2) is the system darkness score from the System 
Darkness Scale (SDS). As discussed, these scores aim to reflect system “darkness”. 
 
The independent system darkness variable has a categorical measurement level in the form of 
the dark system version with dark patterns and the light system version without dark patterns. 
The choices that were made to operationalise the “light” and “dark” versions and the rationale 
thereof were previously discussed within this section (see §4.4.1). The dependent system 
darkness score variable is initially measured on an ordinal level as participants use a Likert-
scale to fill out the System Darkness Scale. However, as discussed, the results from the Likert-
scale are subsequently transformed into a system darkness score ranging from 0 to 100 with 
higher scores representing a “darker” system and lower scores representing a “lighter” system 
(see §4.4.5). Therefore, the resulting system darkness scores are treated as interval level data.  
 
4.6 Data Analysis 

Two data analysis approaches were used to analyse the results of the experiment. Both of 
these approaches are discussed below in the context of the corresponding research question. 
In addition, before analysing the data, data preparation took place of which some steps are 
briefly discussed as well.  
 
4.6.1 Preparing the Collected Data for Analysis 

All of the collected anonymous data for the experiment were automatically stored by the 
Qualtrics survey platform. This data was subsequently downloaded for the data preparation 
and analysis process. 
 
During the data preparation, the researcher first checked whether any of the responses 
reflected cases where the participant had not completed the experiment. If the participant 
had not completed the experiment, then the corresponding response was removed and 
excluded from the analysis. In addition, the researcher checked the answers to the open 
question where participants (that did complete the experiment) could optionally provide a 
remark regarding the experiment. This was done to ascertain whether the remarks contained 
any information that might warrant the exclusion of the corresponding response. The 
researcher also checked whether the participants that completed the experiment had 
indicated that they also successfully completed the two tasks that they were asked to perform. 
Lastly, the researcher checked the total completion times for filling in the survey. In specific, 
whether any of the surveys were completed in less than five minutes or took longer than one 
hour to complete. 
 
The resulting data was then split up into separate files for the specific analyses, which were – 
amongst others - the analysis of the demographic questions, the analysis for dark pattern 
blindness (see §4.6.2), and the analysis of the System Darkness Scale (see §4.6.3). In these 
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separate files, only the fields that were relevant for the corresponding analysis were retained. 
For the analysis of dark pattern blindness (RQ1), one file contained the blindness-related 
responses for the dark version of the theatre website, one file contained the blindness-related 
responses for the dark version of the file-exchange website, and one file contained the 
blindness-related responses for the dark version of the anti-virus application. For each of 
these files, an additional (initially empty) field was created where the researcher could 
indicate whether the participants correctly recognised the dark patterns. For the analysis of 
the System Darkness Scale (RQ2), responses with participants’ answers to the scale were split 
up into a file with the responses for the dark and light versions of the theatre website, a file 
with the responses for the dark and light versions of the file-exchange website, and a file with 
the responses for the dark and light versions of the anti-virus systems. According to the 
formula as provided by Bergman (2021, p.77), the Likert-scale responses of each participant 
were transformed into a single darkness score. This involved transforming each response into 
a number (with “strongly disagree” being coded as “0” and “strongly agree” being coded as 
“5”), subsequently adding the response numbers for each of the five questions within the 
scale, and then multiplying the resulting sum by 5. As discussed in a previous subsection, this 
results in a system darkness score that can range from 0 to 100 (see §4.4.5). Before splitting 
the files, each entry was given a unique participant identifier such that the responses could 
always be linked. 
 
4.6.2 Analysing the Levels of Dark Pattern Blindness 

For the first research question (RQ1), the level of dark pattern blindness was analysed for each 
dark pattern that was included in the experiment. As discussed (see §4.3.5), participants were 
shown screenshots of the dark system version that they used and were asked whether they 
recognised any dark pattern during the use of the system (though without mentioning the 
“dark pattern” term). Possible answers were “yes”, “perhaps”, “no”, “I can’t remember” or “I 
did not see this screen”. If “yes” or “perhaps” were answered, a follow-up question would ask 
participants to explain what they thought that the pattern was and how they thought that it 
worked when they were using the system. 
 
For each dark pattern, the response of each participant was classified into a “full recognition”, 
“partial recognition” or “dark pattern blindness” category. To support a consistent 
classification, a set of criteria were formulated for each of the dark patterns. The full list of 
criteria is presented in Table 5. A “full recognition” classification was only given if the 
participant had both indicated having noticed a dark pattern (with a “yes” or “perhaps” 
answer) and if the corresponding explanation also met the criteria. In general, this was the 
case if it was clear from the explanation that the participant referred to the design element(s) 
of the dark pattern and if the participant correctly explained how this pattern worked. No 
distinction was made when applying the criteria between participants that answered “yes” 
and participants that answered “perhaps” to the question if they recognised a dark pattern. 
For example, if a participant selected “perhaps” and met the criteria for full recognition, then 
he or she would be classified as such, just as a participant that selected “yes” and met the 
criteria for full recognition. If the explanation of the participant clearly did not meet the 
criteria, or if the participant had indicated not having noticed any dark pattern, then the “dark 
pattern blindness” classification would be given. As noted, besides the “full recognition” and 
“dark pattern blindness” categories, a third “partial recognition” category was used as well. 
This classification was given for edge-cases that did not fully meet the criteria for “full 
recognition”, but where the participant did mention one or more aspects of the corresponding 
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dark pattern. For example, by highlighting the specific interface element that contained the 
dark pattern or by highlighting the intention with which a certain dark pattern was used. In 
addition, a special criterium was added for the disguised ad pattern in the file-exchange 
system. Participants that correctly noticed this pattern, yet only after clicking on the 
misleading “download now” button were still classified in the “dark pattern blindness” 
category. As discussed, a separate (set of) control question(s) was asked to find out whether 
participants clicked on this button before or after noticing a dark design (see §4.3.5).  
 
Subsequently, the full recognition percentage, the partial recognition percentage, and the 
dark pattern blindness percentage were determined for each of the thirteen dark patterns. 
These percentages were calculated by respectively dividing the total number of full 
recognition, partial recognition or dark pattern blindness classifications (that were given for 
the dark pattern in-question) by the total number of participants that were exposed to this 
pattern and that could remember seeing the screen that the pattern was included in. The 
result was then multiplied by one hundred.  
 
For this calculation, participants that answered “I can’t remember” or “I did not see this 
screen” were not included in the total number of participants. In addition, for the toying with 
emotion pattern that could be overlooked, participants were not included in the total number 
of participants if they indicated that they did not notice this banner (a special control question 
was asked about this as discussed in §4.3.5). The choice of excluding participants that 
answered “I can’t remember” might be somewhat controversial. One can speculate that 
participants that do recognize a dark pattern will also remember this, and – by extension - 
that participants who do not remember a screen thus also did not notice any dark pattern. 
However, given the current experiment, the researcher cannot check whether this assumption 
is indeed always true. For example, it cannot be ruled out that a participant did notice a dark 
design but truly could not remember this anymore, especially if this was during the use of the 
first assigned system after which the participant still had to use the second system. 
 
Three limitations regarding the aforementioned methodology should be mentioned. The first 
is that even though the researcher tried to classify the responses as objectively as possible, 
there still remains a level of subjectivity. This is also true for the formulation of the 
classification criteria. As such, other researchers may find some of the criteria too lenient or 
too strict. Similarly, other researchers might have categorised some of the responses into a 
different category, especially for the “edge” cases where it is unclear whether a participant 
did or did not sufficiently recognise the dark pattern. The second (related) limitation is that 
there was no form of triangulation as only the researcher of the current study formulated the 
criteria and performed the classification. If multiple researchers would have been involved in 
this process, then this would have increased the reliability thereof. The last limitation is that 
– in some cases – a participant might have fully understood a dark pattern but was not able 
to clearly articulate his or her understanding. However, the researcher cannot ascertain 
whether a deficient explanation is due to the participant not understanding the corresponding 
dark pattern or due to the explanation being insufficiently articulated. As a result, such a 
response might have been classified into the “dark pattern blindness” or “partial recognition” 
category, even though the participant’s understanding should have warranted a “full 
recognition” classification. 
 
Related to this aforementioned situation, an alternative would have been to follow the 
approach of Di Geronimo et al. (2020) where – besides a written elaboration from the 
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participants – the dark pattern was revealed to the participants by showing a corresponding 
screenshot. Participants then had to indicate to what extent this corresponded to what they 
had thought that the dark pattern was. This approach was not chosen as the researcher did 
not want to risk influencing the participants’ textual elaborations (for subsequent questions) 
which might reveal (qualitative) insights regarding participants’ conceptions about the dark 
designs. However, the researcher acknowledges that the approach by Di Geronimo et al. (2020) 
would have mitigated the aforementioned limitation. 
 
Besides determining dark pattern blindness per dark pattern, the results of the previously 
explained classification were also used to determine how many dark patterns participants did 
or did not recognise relative to the number of patterns that they were assumed to be exposed 
to (based on their responses). In turn, this was used to determine the full recognition level, 
the partial recognition level, and the blindness level of the average participant within the 
experiment. These average recognition and blindness levels were also calculated for certain 
subgroups within the sample. In specific, three subgroups depending on what dark system 
version the participants had used, three subgroups depending on the familiarity of the 
participants with the “dark patterns” term, and two subgroups depending on the presence of 
an ICT-background. The differences between these groups were not tested for statistical 
significance to avoid increasing the number of multiple comparisons (also see §4.6.3). 

Table 8. Criteria for “full recognition” that were used to evaluate dark pattern blindness. 

Dark Pattern As Used in System Criteria for full recognition 

Any explanation that reflected one or more of the following 
elements, either with a similar choice of wording or in a 
paraphrased manner. 

Obstruction Theatre System There was no option to decline all cookies; one has to open the 
“more options” screen to decline all cookies; declining al cookies 
is harder compared to accepting all cookies. 

Hidden info. +  
Aesthetic man. 

Theatre System The seats from the second and third rank are initially hidden and 
have to be revealed by clicking a corresponding button; the option 
to show more seats is designed such that it is harder to see (at the 
bottom of the page, or in small print, or in grey print). 

Sneak into basket Theatre System An additional order item / the book is (automatically) added to the 
basket; the book is present in the basket without having added 
this book as a user. 

Hidden costs Theatre System Costs are shown that were not present in the previous screen; a 
service fee has been added; the total costs have suddenly 
increased; the grand total is different compared to the total price 
that was indicated in an earlier page. 

False hierarchy File-Exchange System The “accept all” button is made more prominent / is highlighted / 
is preselected; it is easier accept all cookies than to decline all 
cookies; the system wants the user to click the “accept all” button. 

Trick question File-Exchange System The question for the promotional mails is phrased such that it can 
be misread / such that it is hard to read / with complicated 
wording / with a double negation. 
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Disguised ad File-Exchange System The “download now” button is made more prominent compared to 
the actual image download button / is designed (based on the 
location below the photo / based on the written-out text / based 
on the highlighted colour) such that it might seem that this 
button can be used to download the photograph (note: additional 
criterium that should be met for full recognition is that the 
participant understood this without / before clicking on the 
“download now” button) 

Roach motel File-Exchange System (It was easy to create an account, however) the website makes it 
hard to (find the options to) remove the account; there is no 
(simple) account deletion option; the chatbot tries to convince 
users not to remove the account (but to perform some other 
action); users have to contact customer support or use the chatbot 
to remove the account; users have to answer many questions to 
remove the account. 

Nagging Anti-Virus System The anti-virus application repeatedly asks users about the 
(activation of the trial of the) premium version; after dismissing 
the question about the (activation of the trial of the) premium 
version the question is asked again; there is no button to never 
show the question again; there is only a “not now” button. 

Preselection Anti-Virus System The option to collect data (about the users or systems of the users) 
is already preselected / has to be unticked / is opt-out (instead of 
opt-in). 

Forced action + 
Sneaking 

Anti-Virus System If users want to update / are updating / have updated the anti-
virus application, then the secure internet browser is also 
downloaded/installed; users cannot perform an update without 
downloading the secure internet browser; users are suddenly 
informed that the internet browser is installed as well without 
telling this at an earlier stage.  

Toying with 
emotion 

Anti-Virus System The message/text/imagery regarding (the advertisement for) the 
VectaWatch VPN service is phrased/designed in an (overly) 
emotional manner / in a frightening manner / with red colours / in 
a manner to make people feel insecure; users have to indicate that 
they want their connection to be exposed in order to hide the 
message.  

Bait and switch Anti-Virus System The anti-virus scans for more things than only malware (and 
subsequently asks you activate the premium version); it is 
required to activate the premium version of VectaWatch (or the 
trial thereof) to solve the detected issues; the detected issues are 
actually features from the premium version. 

 

4.6.3 Analysing the System Darkness Scores 

For the second research question (RQ2), the responses to the System Darkness Scale were 
analysed to investigate whether the scale could provide significantly different scores for the 
dark versions of the systems compared to the light versions of the systems. The Mann-
Whitney U test was used to compare the scores as the data was expected to be non-normal. 
The Shapiro-Wilk test was used to test the scores for a potential departure of normality. The 
distributions of the scores were visually inspected for any difference in shape. In addition, 
Levene’s test based on the median (and with adjusted df) was used to test the homogeneity of 
variance. The level of significance was set at (α	= ) .05. However, as the Mann-Whitney U test 
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was performed for each of the three systems, a corresponding Bonferroni correction was 
applied. Therefore, the effective level of significance for each Mann-Whitney U test was set at 
.0167 (= α/k, with k = 3). The presence or absence of a significant difference was used to 
determine whether the scale could differentiate between the light and dark version of each of 
the featured systems. As the System Darkness Scale is intended to measure perceived system 
darkness, it is hypothesized that for each system the dark version obtains a significantly 
higher darkness score compared to the light version. As such, all Mann-Whitney U tests were 
treated as one-tailed. All of the aforementioned statistical tests (Mann-Whitney U test, 
Shapiro-Wilk test, Levene’s test) were performed using the IBM SPSS Statistics 28 software. 
If the Mann-Whitney U test returned a significant result, then the effect size r (= z/√n) was 
calculated. 
 
Besides comparing the system darkness scores, the recognition levels of the participants were 
also visualised in relation to the system darkness scores that they gave to the dark system 
versions that they used. However, the relation between the recognition levels and the system 
darkness scores was not tested for statistical significance as this would further increase the 
multiple comparisons. 
 
Lastly, as previously mentioned (see §3.2), the current study aimed to test the scale by 
applying it “as-is” rather than to redesign the scale or to perform an in-depth evaluation as 
one would in a dedicated study. As such no conventional techniques were used to investigate 
reliability and validity such as by calculating Cronbach’s alpha (or other measures of internal 
consistency), by performing a qualitative analysis with experts, or by performing a factor 
analysis (EFA/CFA). 
 
4.7. Pilot 

Before running the experiment, a (very) small pilot study was conducted. In this pilot study, 
participants first participated in the experiment itself. Subsequently, they filled in a feedback 
survey which was created for the pilot. Five aspects were specifically investigated in the pilot, 
four of which had a corresponding question in the feedback survey. The first was whether the 
given tasks were considered to be realistic. The second was whether the systems themselves 
were considered to be realistic. Both of these aspects are relevant for the ecological validity 
of the study. The corresponding questions in the feedback survey used a semantic differential 
scale where participants could give a rating from 0 (for “very unrealistic”) to 5 (for “very 
realistic”). If a score of 3 or below was given, then participants could provide additional 
feedback in an open textbox. The third aspect was whether there were any problems regarding 
the tasks and systems. For example, whether the tasks were clear and whether the systems 
worked properly. The fourth aspect was whether there were any problems regarding the 
explanations and questions within the experiment. For example, whether the questions and 
answer formats were clear. An open textbox was provided for the latter two aspects. The fifth 
and last aspect was how long it took to complete the experiment. The pilot participants were 
also asked whether they had any other feedback regarding the experiment. 
 
Four participants took part in the pilot. Each of these participants were young-adult students. 
All of the participants rated the tasks to be realistic (average score of 5/5). In addition, the 
systems themselves were also rated as realistic by all of the participants (average score of 
4.25/5). Two points of feedback were provided regarding the theatre system. In addition, one 
point of feedback was provided regarding the explanation of dark patterns and the questions 
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related to dark pattern blindness. Based on these points of feedback, several adjustments were 
made to the phrasing of the aforementioned explanation and questions. In addition, two small 
adjustments were made to the theatre system. The average duration to complete the 
experiment was around 21.4 minutes (or 19.1 minutes when excluding one of the participants 
who later indicated to have re-opened one of the systems to view it for a second time). Based 
on these numbers, the researcher included an average duration of 20 to 25 minutes within the 
research information sheet. All of the adjustments that were made after the pilot study are 
already reflected in the previous methodology-related subsections. 
 
There are several limitations of the pilot study. One limitation is the very small number of 
participants. This considerably reduces the generalisability of the quantitative realism scores. 
Some additional qualitative issues might also have been found with more participants. 
Furthermore, due to the randomised system assignment, two systems versions were not used 
by any of the pilot participants (the dark version of the theatre system and the light version 
of the file-exchange system). A related limitation is that there were no middle-aged adults in 
the pilot, who might have found different types of issues and who might have required a 
different amount of time to complete the experiment. In addition, it should be noted that all 
of the four pilot participants knew the researcher. This might have made the pilot participants 
somewhat less inclined to provide lower realism scores. Lastly, all of the four pilot participants 
had prior knowledge regarding dark patterns and one or both of the research aims (at least, to 
some extent). This might have made it easier to understand the questions and explanations 
that were included in the survey. 
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5. Results 

In this fifth section, the results of the experiment are presented. The results are divided into 
three parts. In the first part, several statistics are provided that describe the sample of 
participants that took part in the experiment (§5.1). In the second part, the results of the dark 
pattern blindness evaluation are presented (§5.2). These results relate to the first and main 
research question. In the third and last part, the results of the evaluation of the System 
Darkness Scale are presented (§5.3). These results relate to the second research question. 
 
5.1 Descriptive Statistics on the Sample Demographic 

In total, thirty participants completed the experiment (n = 30). Several responses that 
reflected that the experiment had not been completed were discarded and are therefore also 
not included in the previously mentioned number. The participants that completed the 
experiment were on average 30,7 years old (SD = 14,0). The median age was 24 years old and 
thereby considerably lower compared to the mean. This can be explained by considering the 
distribution of ages that shows that the largest part of the participants was between 18 and 35 
years old (80%), whilst another smaller part of the participants was 50 years or older (16,7%). 
The youngest participant was 18 years old, and the oldest participant was 62 years old. In 
terms of gender, 17 of the participants were female (56,7%) whilst 13 were male (43,3%). As 
such, females were slightly overrepresented in the sample. For most of the participants, the 
highest level of education that they had completed or were currently following was a 
university-level master (66,7%) or a university-level bachelor (16,7%). For three participants 
this was the university of applied sciences (10%), for one participant this was secondary 
vocational education (3,3%) and for one participant this was high school (3,3%). In addition, 
more than two-thirds of the participants had an education or professional background related 
to ICT (70%). Eight participants did not have a background related to ICT (26,7%) and one 
participant did not know (3,3%). Lastly, a considerable proportion of the participants were 
familiar (36,7%) or vaguely familiar (23,3%) with the term of “dark patterns”. When combined, 
this is thus over half of the of participants (60%). In contrast, one-third of the participants 
where unfamiliar with the term (33,3%) and two participants had heard or read about the term 
but did not know what it meant (anymore) (6,7%). Based on these statistics, the sample can 
be described as largely (though not entirely) consisting of young adults with a relatively high 
level of education, of which more than half has an ICT-related background and either knows 
or vaguely knows about dark patterns. 
 
As discussed, participants were assigned to two of the three systems, in turn resulting in 
twelve conditions (see §4.2 and Table 4). The exact number of participants for each of these 
twelve conditions can be found in Appendix A. The evaluation of dark pattern blindness (for 
RQ1) featured three different subsets of participants: the subset of participants that used the 
dark version of the theatre website (n = 11), the subset of participants that used the dark 
version of the file-exchange system (n = 11), and the subset of participants that used the dark 
version of the anti-virus system (n = 7). The evaluation of the scores from the SDS scale (for 
RQ2) also featured three subsets of participants: the subset of participants that either used 
the dark or light version of the theatre system (n = 22), the subset of participants that either 
used the dark or light version of the file-exchange system (n = 17), and the subset of the 
participants that either used the dark or light version of the anti-virus system (n = 18). Table 
9 includes an overview of some of the descriptive statistics for both the entire sample of 
participants and for each of the previously mentioned subsets.  
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Table 9. An overview of several descriptive statistics regarding the participants from the 
current experiment and the relevant subsets thereof. 

 Total 
sample of 
participants 
that 
completed 
the 
experiment 

DP Blindness 
evaluation 
for patterns 
in theatre 
system  
(for RQ1) 

DP Blindness 
evaluation 
for patterns 
in file-
exchange 
system  
(for RQ1) 

DP Blindness 
evaluation 
for patterns 
in anti-virus 
system  
(for RQ1) 

SDS Score 
comparison 
between 
light and 
dark theatre 
system  
(for RQ2) 

SDS Score 
comparison 
between 
light and 
dark file-
exchange 
system  
(for RQ2) 

SDS Score 
comparison 
between 
light and 
dark anti-
virus system 
(for RQ2) 

Number of 
participants (n) 

30 11 11 7 22 17 18 

Mean age  
(in years) 

30,7 
(SD = 14,0) 

33,7 
(SD = 17,0) 

29,4 
(SD = 13,2) 

24,4 
(SD = 3,0) 

31,8 
(SD = 14,3) 

28,1 
(SD = 12,9) 

29,7 
(SD = 13,4) 

Following or 
completed 
education of 
university-level 
bachelor or 
above (in %) 

83,3% 81,8% 81,8% 100% 81,8% 82,4% 88,9% 

Education or 
professional 
background 
related to ICT  
(in %) 

70% 54,5% 81,8% 71,4% 68,2% 64,7% 77,8% 

Familiar or 
vaguely 
familiar with 
“dark patterns” 
term (in %) 

60% 54,5% 63,6% 71,4% 63,6% 52,9% 61,1% 

 
When comparing the subsets using Table 9, four sets of descriptive statistics may be 
emphasized. These statistics are emphasised as they might influence the dark pattern 
recognition and blindness levels (also see §7.1.1). Firstly, there was a relatively low mean age 
for the subset of participants that used the dark version of the anti-virus system (24,4 years) 
when compared to the subsets of participants that used the dark version of the theatre system 
(33,7 years) or file-exchange system (29,4 years). Secondly, regarding the level of education, 
all of the participants that used the dark version of the anti-virus system had completed or 
were currently following a university-level bachelor or above (100%), whilst this was 
somewhat lower for the subsets of participants that used the dark version of the theatre 
system (81,8%) or the dark version of the file-exchange system (81,8%). Thirdly, one might 
highlight the differences regarding the presence of an ICT-background between the subsets 
of participants that used the dark version of the theatre (54,5%), the dark version of the anti-
virus system (71,4%) and the dark version of the file-exchange system (81,8%). Fourthly, one 
might highlight the differences in familiarity or vague familiarity with the “dark patterns” 
term between the subsets of participants that used the dark version of the theatre system 
(54,5%), the dark version of the file-exchange system (63,6%) and the dark version of the anti-
virus system (71,4%). It should be noted that these relative differences were not tested for 
statistical significance. In addition, due to the relatively small number of participants in the 
mentioned subsets, individual participants have a relatively large influence on the (averaged 
descriptive) statistics of the subsets that they are in. 
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5.2 Results of the Evaluation of Dark Pattern Blindness 

The results of the evaluation of  dark pattern blindness are presented in two parts. Firstly, the 
dark pattern recognition and blindness levels are discussed on a per-pattern basis (§5.2.1). 
Secondly, the dark pattern recognition and blindness levels are discussed per participant 
group (§5.2.2) 
 
5.2.1 Blindness and Recognition Levels Per Dark Pattern 

The responses from (n =) 29 participants were analysed and classified to evaluate the levels of 
dark pattern recognition and dark pattern blindness. Eleven participants used the dark version 
of the theatre system and indicated whether they had noticed any dark designs within this 
system (n =11). Eleven participants used the dark version of the file-exchange system and 
indicated whether they had noticed any dark designs within this system (n = 11). Eight 
participants used the dark version of the anti-virus system and indicated whether they had 
noticed any dark designs for this system. However, one of these participants did not provide 
any explanation regarding the noticed dark designs and was therefore excluded from the 
analysis, thereby resulting in a total of seven participants (n = 7). Before discussing the results, 
it should be noted that the reported percentages are only reflective of the previously 
mentioned subsets of participants from the current sample (see Table 9) and cannot be 
directly generalised to a wider population or to different contexts (see §7.1.1). 
 
Figure 25 provides an overview of the resulting recognition and blindness levels per dark 
pattern. Note that the dark patterns of the disguised ad and toying with emotion are not shown 
in this figure for reasons that will be mentioned in the individual discussion of these patterns. 
  
 

 

Figure 25. The recognition levels, partial recognition levels and blindness levels for most of 
the dark pattern instances that were included in one of the dark versions of the systems from 

the experiment. The levels of each of the patterns are reflective of the specific subset of 
participants that used the corresponding dark system version. 
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As can be seen in Figure 25, there are considerable differences in recognition levels across the 
various dark patterns. On average, when excluding the two previously mentioned patterns, 
the dark patterns within the experiment had a full recognition level of 52,5%, a partial 
recognition level of 17,7%, and a blindness level of 29,7%. As such, in roughly half of the cases 
the average dark pattern was recognised, and in roughly half of the cases it was not or only 
partially recognised. The recognition and blindness levels are discussed for each of the 
individual patterns below. In addition, several relevant quotes from the participants (PQ’s) 
are included.  
 
Obstruction 

The dark pattern instance of the obstruction category is the first to be discussed and has what 
is perhaps the most notable result. This dark pattern had a full recognition level of 0% percent 
(n = 0), a partial recognition level of 0% (n = 0), and a blindness level of 100% (n = 10). One 
participant could not recall if he or she had noticed a dark design (n = 1) and was therefore 
excluded from the analysis of this dark pattern instance. As such, none of the included 
participants noticed the dark design where users could more easily accept all cookies 
compared to declining all cookies. One might argue that participants might not have noticed 
the cookie banner. However, the researcher expects that this is not the case given the results 
of the false hierarchy pattern (which also related to a cookie banner) and given the persistence 
of the banner across the pages if participants did not make a choice regarding their cookie 
preferences. Two hypothetical reasons for this high dark pattern blindness level might be that 
the banner had a relatively subtle visual appearance and that the participants might be highly 
accustomed to the type of cookie banner design with only an “accept all” option and an option 
to set custom preferences. In turn, the banner might be subject of considerably less 
scrutinization when compared to other design elements that are less common, that have a 
more striking design, or that are more relevant for the task-at-hand. 
 
Hidden information + Aesthetic Manipulation 

The dark pattern instance of the hidden information + aesthetic manipulation types was used 
within the theatre system to hide theatre seats from the cheaper ranks and to promote the 
seats from the most expensive rank. This pattern instance had a full recognition level of 54,5% 
(n = 6), a partial recognition level of 27,3% (n = 3), and a blindness level of 18,2% (n = 2). 
Several participants specifically highlighted the design of the button to show all ranks. For 
example, the small text of the button was highlighted (see PQ1) or the colour thereof (see 
PQ2). Based on their responses, the participants that partially recognised the pattern seemed 
to be aware that only the most expensive seats were shown but did not seem to be aware that 
a button was available to reveal the remaining seats (see PQ3). Nonetheless, when combining 
the full and partial recognition levels, the majority of the participants was at least aware that 
something was off regarding the seat selection. 
 
PQ1:  “I tried finding cheaper tickets further from the stage, but they were all the same price (all 

1st rank). Later I saw the small text below ("show seats from all ranks"), so I clicked there 
and selected the cheaper ones. It seems like they tried to sell the most expensive tickets first 
by not presenting all the available options from the start.” 

 
PQ2: “Not all ranks are initially shown on the page. In fact, you need to press "Show seats from 

all ranks" button. This button does not stand out, due to the badly chosen colour.” 
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PQ3: “… the screen before showed a price range for the tickets, but here when I clicked on the 

seats to choose, it only showed one price for all of them, the most expensive one. So in the 
end the combination of this and the screen before persuaded me into thinking there are 
cheaper tickets but they might not be available anymore or that something is wrong with 
the seat system.” 

 
Sneak into basket 

The dark pattern instance of the sneak into basket type was amongst the two best recognised 
dark designs. It had a full recognition level of 100% (n = 11), a partial recognition level of 0% 
(n = 0) and a blindness level of 0% (n = 0). As such, all of the participants that were exposed to 
this pattern noticed that a book was added to their shopping cart. Several participants also 
mentioned the mechanisms by which this pattern might work (see PQ4 and PQ5). One 
participant mentioned a more appropriate way to promote the book (see PQ6). In addition, 
one participant did notice the book having been sneaked into the basket but did not notice 
the button to remove the item from the cart – something that was not meant to be part of the 
dark pattern. One hypothetical reason for this high level of recognition is that – contrary to 
the corresponding name – the dark pattern instance was rather overt as the book was clearly 
visible within the cart and no visual or interactive designs were used that aimed to hide the 
presence thereof. Another hypothetical reason is that users might pay additional attention if 
they are aware of the presence of information that will determine how much they will have to 
pay – a reason that is potentially contradicted by the subsequent dark pattern instance. 
 
PQ4:  “There was a book in your shopping cart that I didn't put in. If you miss this, you will buy 

it without knowing.” 
 
PQ5:  “It automatically added the theatre guide to the cart, which was not written anywhere and 

not wanted. This could persuade people into accidentally buying it by not really noticing it, 
or they might think it is even necessary to buy it.” 

 
PQ6:  “It is however a useful suggestion to inform someone of the fact that there is a book. [I] 

Would swap the shopping cart item for a suggestion to add the corresponding book.” 
 
Hidden costs 

The dark pattern instance of the hidden costs type was the last dark pattern to be used within 
the theatre system. It had a full recognition level of 54,5% (n = 6), a partial recognition level 
of 0% (n = 0), and a blindness level of 45,5% (n = 5). As such, just over half of the participants 
noticed this dark pattern where a previously unmentioned service fee was added during the 
checkout process. One of the participants that noticed the dark pattern even mentioned the 
potential underlying mechanism (PQ7). Nonetheless, just short of half of the participants did 
not notice the pattern. One hypothetical reason for this relatively large proportion is that the 
indication of the increased total price on the checkout page was revealed relatively quicky 
after the indication of the initial (lower) total price one screen earlier. As such, with the 
specific instance of hidden costs that was used within the experiment, the time in which users 
used the system under the presumption of having to pay the initial total price was relatively 
short. In turn, this might have decreased the feeling of being tricked. Another hypothetical 
reason is that users might be accustomed to the (delayed) addition of service fees. This reason 
seems to be supported by the explanation of two of the participants (see PQ8 and PQ9), one 
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of which also expressed a form of resignation regarding this practice. Interestingly, regardless 
of the potential underlying reasons, most of the participants that fully recognised the design 
seemed to be unsure whether this was indeed a dark pattern as all but one of them answered 
with “perhaps” rather than “yes” to the question of whether they had noticed a dark design.  
 
PQ7: “It's a three step process to buy the theatre tickets. Once you've reached the final step you 

are presumably less likely to cancel. Furthermore, the additional service fees weren't 
mentioned anywhere prior to the final screen. However, you take those for granted.” 

 
PQ8: “There are some additional costs that I don't think I've seen mentioned before, however, it 

is quite common to pay service fees for concert/festival etc tickets so I'm not sure if the 
system is deceiving the customer, but they could've stated the ticket price followed by: (excl. 
service fees), maybe even mention how much the fees are.” 

 
PQ9: “The theatre service fee is a bit of a tricky thing, as it again makes the ticket price more 

expensive and it did not say that at the beginning. However, this is (unfortunately) a very 
common thing you see in online shops and probably also just not really preventable.” 

 
False hierarchy 

The dark pattern instance of the false hierarchy type was the first dark pattern that participants 
were exposed to within the dark version of the file-exchange system. It had a recognition level 
of 54,5% (n = 6), a partial recognition level of 9,1% (n = 1) and a blindness level of 36,4% (n = 
4). As such, just over half of the participants noticed the design where the “accept all” button 
within the presented cookie banner was highlighted. Interestingly, several participants 
mentioned the inclination that this design evokes to press the “accept all” button (see PQ10, 
PQ11, and PQ12). One participant only mentioned the cookie banner without providing an 
explanation and was therefore categorised into the partial recognition category. One 
hypothetical reason that several participants did not notice this dark pattern is that users 
might be accustomed to this type of cookie banner design, which might decrease the 
likelihood of the banner being scrutinized – a hypothetical reason that was also mentioned in 
relation to the dark pattern instance of the obstruction category. Another hypothetical reason 
is that users might not consider the highlighted “accept all” button as something that could 
influence users’ behaviour. 
 
PQ10: “The cookie bar inclines you to just press "Accept All" ” 
 
PQ11: “[I noticed] The blue button "accept all" for the cookies, which in turn made me click it 

without looking further into it.” 
 
PQ12: “Because the cookies accept button is a different and more vibrant colour than the customize 

and decline all button, I was more tempted to click the accept all button. However, I 
normally decline all cookies so this did not influence me enough to click the accept all 
button.” 

 
Several participants (most of which did not notice the false hierarchy pattern) pointed to 
another design aspect that was part of the same screen. This was the requirement to create an 
account to download one of the shared photographs (e.g., see PQ13 and PQ14). For privacy 
reasons, the requirement for an account of the user that files are shared with (rather than 
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sharing the files in a way such that everyone with the link can access them) seemed like an 
appropriate functionality for a file-exchange system. Nonetheless, this might not be apparent 
to every user and the researcher expected that this design aspect might be seen as a dark 
pattern (of the forced action category) – something that was further supported by the pilot 
study. Therefore, the researcher added the sentence “when sharing the files, your aunt chose 
the option to only make the photos accessible with an account” to the task description in order 
to deflect responsibility away from the system (the word “privacy” was not mentioned to avoid 
priming the participants). Unfortunately, this addition was insufficient to clearly portray that 
the login requirement was set by the user who shared the files. In turn, this might also have 
diverted attention away from the cookie banner. In addition, this exemplifies the ambiguity 
of whether a certain design is a dark pattern when the intentions behind the design are not 
(fully) known – something that was discussed in the related works section (see §2.1.4). 
 
PQ13: “I had to make an account I didn't want to download the pictures” 
 
PQ14: “… in my opinion there is no need to create an account to access  photos when a link is more 

than enough.” 
 
Trick question 

As discussed, the dark pattern instance of the trick question type used a checkbox with the 
phrasing: “I agree with DataWarbler forgoing to send me promotional e-mails”. This dark 
pattern instance was one of the least noticed and had a full recognition level of 0% (n = 0), a 
partial recognition level of 44,4% (n = 4), and a blindness level of 55,6% (n = 5). One participant 
indicated having seen a dark pattern but provided no explanation and another participant 
indicated not having seen the corresponding screen. As such, these two participants were 
excluded from the analysis of this specific dark pattern (n = 2). As apparent from the presented 
percentages, none of the participants fully recognised this dark pattern. Those participants 
that did not highlight the deceptive wording of the question but that did mention the 
inclusion of the checkbox regarding the promotional e-mails were classified into the partial 
recognition category. A full recognition classification was not given in this case as the core of 
this trick question instance was the phrasing rather than the inclusion of the question itself.  
 
Based on the responses, it seems that some (if not most) of the participants from the partial 
category believed that checking the checkbox meant the acceptation of promotional e-mails 
(see PQ15 and PQ16) – even though this was the opposite of how the checkbox worked. One 
hypothetical reason for these results is that users did not pay sufficient attention when 
reading the question. In relation to this point, it should be noted that this specific trick 
question instance is perhaps harder than most trick question instances. For example, if the 
phrasing “I disagree with DataWarbler sending me promotional e-mails” was used, then it 
would still be a trick question, yet it might have been easier to notice due to the use of 
“disagree” rather than the combination of “agree” and “forgoing”. Another hypothetical 
reason is related to the background of the participants that were exposed to this pattern. 
Whilst participants’ nationality was not asked for, the researcher expects that most of the 
participants were Dutch. In turn, the participants might not have been familiar with the word 
“forgoing”, thereby potentially further increasing the likelihood of participants not noticing 
this dark pattern. As such, if this trick question instance would have been phrased differently 
or in Dutch, it might have received higher recognition levels. 
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PQ15: “They try to let you check the box for promotional emails” 
 
PQ16: “They want you to press the "send me promotional emails" button” 
 
Disguised ad 

Initially, the dark pattern instance of the disguised ad type appeared to have a full recognition 
level of 30% (n = 3), a partial recognition level of 10% (n = 1), and a blindness level of 60% (n 
= 6). One participant indicated not having seen the corresponding screen and was therefore 
excluded from the analysis (n = 1). Based on the information from a control question (see the 
last paragraph of §4.3.5), two participants that only noticed the dark pattern after having 
mistakenly clicked on the disguised ad were classified into the blindness category. One 
participant that noticed the advertisement but did not mention the misleading “download 
now” button was classified into the partial category. In contrast, the participants that fully 
recognised the dark pattern pointed out how the “download now” button was for downloading 
the DataWarbler desktop application rather than for downloading the photograph. The 
reported blindness level suggests that over half of the participants did not notice this dark 
pattern. However, both this percentage and the full recognition percentage may be inaccurate. 
Based on the results of the toying with emotion pattern (which are discussed below), the 
researcher expects that several participants might not have seen the advertisement banner 
that contained the disguised ad, in which case they were not exposed to the pattern. Therefore, 
the blindness levels may in reality be (somewhat or considerably) lower, and the recognition 
levels may in reality be (somewhat or considerably) higher. This is also the reason that the 
percentages for this dark pattern are not included in Figure 25. In retrospect, an additional 
control question should have been asked regarding whether participants had noticed this 
banner or not. 
 
Roach motel 

The dark pattern instance of the roach motel type is the second of the two best recognised dark 
patterns. It had a full recognition level of 100% (n = 8), a partial recognition level of 0% (n = 
0), and a blindness level of 0% (n = 0). Three participants either did not see the corresponding 
screen or could not recall whether they had noticed a dark design and were therefore excluded 
for the analysis of this particular pattern (n = 3). Given these results, it seems that all of the 
included participants were aware that the deletion of their account was being obstructed. 
Various aspects of the roach motel pattern were mentioned such as the inability to delete 
one’s account without contacting customer support or using the chatbot (see PQ17), the 
various questions that users had to answer (see PQ18), and the attempt of the system to 
persuade users into keeping their account (see PQ19). One participant indicated how a 
different mode of reviewing the pages was needed (see PQ20) - something that is also 
interesting in the context of the trick question pattern. Furthermore, two interesting remarks 
were made that relate to the previously mentioned problem of ambiguity when the intention 
behind a design aspect is not (fully) known. One of these remarks related to the red colour of 
the button to delete one’s account (see PQ21) - a design element that was also included in the 
light version of the system (see the description of the account deletion page in §4.4.3) and not 
intended to be part of the roach motel pattern. Conversely, the other remark highlighted an 
advantage of being able to recover one’s account thirty days after the deletion thereof (see 
PQ22) – something that was meant to be part of the roach motel pattern. Lastly, it should be 
noted that it was not necessary for a participant to identify every element of the roach motel 
pattern to be classified into the “full” recognition category (for more details, see Table 8). 
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PQ17:  “to find out that you have to contact support really bothered me.” 
 
PQ18:  “[It was] Very hard to find how to delete all account data (seemingly only possible through 

the chatbot) and a lot of tricky questions until the account is finally removed” 
 
PQ19: “The system offered options to explain why you wanted to delete your account and it also 

was trying to convince you to keep your account or at least not permanently delete it.” 
 
PQ20: “It was very hard to find how to delete your account, this also required really reading 

everything instead of scanning over the text. I went to this screen twice and only the second 
time I realized that I should contact customer support to delete my account.” 

 
PQ21: “the "confirm account closure" button was red, even though usually red is associated with 

the option you do not want to choose.” 
 
PQ22: “Afterwards there is also a 30 day period where your data is not deleted even after 

requesting it. This is however fine in my opinion since if an account gets hacked, then the 
hacker might request to delete the account and this leaves time for the original owner to 
stop this.” 

 
Nagging 

The dark pattern instance of the nagging type was the first that participants were exposed to 
within the dark version of the anti-virus system. It had a full recognition level of 0% (n = 0), a 
partial recognition level of 85,7% (n = 6), and a blindness level of 14,3% (n = 1). As such, none 
of the participants fully recognised the nagging pattern. Most of the participants did partially 
recognise the pattern. The partial classification was given when participants did refer to the 
pop-up message regarding the free trial but did not mention that the pop-up could not be 
permanently dismissed. Based on the answers, it became clear that most of the participants 
understood the goal of the free trial and either expected that the provider hoped that they 
would start paying after the trial had ended or that they might even be automatically charged 
(see PQ23 and PQ24). In addition, two participants mentioned their familiarity with these 
types of constructions and emphasized the frequent occurrence thereof (see PQ25 and PQ26). 
One participant though that the anti-virus scanner could only be used when the trial was 
activated. Another participant did notice the message but had not correctly understood it. 
Notably, the participant expected that he or she would have filled in the SDS differently if he 
or she would have correctly understood the message – a comment that exemplifies how the 
levels of recognition and blindness might influence the use of the System Darkness Scale (see 
PQ27). 
 
PQ23: “The system offers you a sort of upgrade to the premium version, but it is only for 30 days; 

they probably hope you will pay for it afterwards” 
 
PQ24: “I thought it was a stupid pop-up that wants me to activate a free trail [sic] that i [sic] then 

forget about and have to pay a months worth [sic] of anti-virus and then stop the 
subscription” 

 
 



126 
 

PQ25: “This design is trying to get me to use the premium version of the scan by offering me a free 
version. It would probably automatically take money from me when the free trial is up. 
However, I have come across this strategy so often that I don't even register it as a ploy 
anymore and I can easily bypass it. If a design doesn't allow me to bypass it, I tend to avoid 
using the system altogether.” 

 
PQ26: “Immediately after I opened the anti-virus program it asked me to activate for the premium 

version before I could even click on something. As quite a few programs do this, I was not 
surprised and therefore didn't necessary feel that i [sic] was being forced into something, as 
I was used to being asked this question. I was mostly annoyed that this happens a lot.” 

 
PQ27: “I just thought that it was a free update of the current edition and did not pay enough 

attention to the fact that it was only a trial and available for a limited number of days. Most 
probably, after these 30 days you have to pay. If I would have noticed this while performing 
the action, I would have ticked other boxes at the previous questions whether I felt deceived 
or spent more money than wanted.” 

 
Regardless of the contents of the message, the main characteristic of the nagging pattern is 
the recurring nature of the interruptions that can only be permanently avoided by performing 
the action that is preferred by the provider. None of the participants remarked that the pop-
up would reappear after updating the application, nor did any of the participants mention the 
“not now” button and the absence of a button to never ask about the trial again. One 
hypothetical explanation is that participants consider the periodic repetition of such a 
question to be an acceptable practice. Another hypothetical explanation is that participants 
were too distracted by the contents of the message to either notice or mention the recurring 
nature of the pop-up. Lastly, another hypothetical explanation is the short duration in which 
the system was used. Participants that successfully completed the given task only saw the free 
trial pop-up twice. Note that these last two hypothetical reasons are (partially) measurement 
related and thereby draw the reported blindness and recognition levels into question. If the 
same participants would have used the system on a regular basis and/or if the contents of the 
pop-up message would have been different, then the full recognition levels might have been 
higher. If this were to be true, then the recognition level of zero percent might be somewhat 
less problematic compared to other patterns with low recognition levels - at least, in terms of 
dark pattern blindness. 
 
Preselection 

The dark pattern instance of the preselection type had a full recognition level of 57,1% (n = 4), 
a partial recognition level of 28,6% (n = 2), and a blindness level of 14,3% (n = 1). Participants 
were classified into the partial category if they did mention the checkbox or the function 
thereof but did not mention that it was already preselected. Given the reported levels, just 
over half of the included participants noticed that the checkbox was preselected whilst just 
short of half of the participants did not. Two participants mentioned the relevance of carefully 
reading what the checkbox would do in order to avoid falling for this pattern (see PQ28 and 
PQ29), one of which also saw the inclusion of the checkbox as a form of sneaking. One 
participant indeed noted not having paid sufficient attention (see PQ30). Lastly, one 
participant mentioned how the preselection evoked the inclination to leave the checkbox 
checked (see PQ31) – something that may relate to the discussed default effect (see §2.6.3) and 
exemplifies how the presentation of a question might influence decision making. 
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PQ28: “I thought it was only supposed to update, as in fix bugs or make the system better. Yet, the 

update performance [sic] would have send [sic] my data to VectaWatch if I didn't take my 
time to read what was being done and unclick that option. They should ask first, not 
automatically assume that personal data being sent to them is fine. And for that matter, I 
do not think that an important privacy question should be sneakily placed in an update 
installation. That is not what updating is supposed to do.” 

 
PQ29: “It does have the box ticked that says it will send my info to VectaWatch. I am wary of such 

things, so I unticked it immediately. But I can imagine other people not reading it and 
getting tricked into sending their info to VectaWatch.” 

 
PQ30: “I did not pay any attention to the already selected box to send system information. It just 

seemed an introduction screen to start the installation.” 
 
PQ31: “the box was already ticked, so I was more eager to leave it ticked (compared to when it was 

not ticked in the first place).” 
 
Forced Action + Sneaking 

The dark pattern instance of the forced action + sneaking categories had a recognition level of 
85,7% (n = 6), a partial recognition level of 0% (n = 0) and a blindness level of 14,3% (n = 1). In 
their responses, some of the participants that noticed the dark pattern highlighted the lack of 
consent from the user (see PQ32 and PQ33) and some mentioned their surprise. One 
participant explicitly mentioned the aspect of coercion (PQ35). Another participant 
commented on the experience resulting from the way in which the installation of the 
additional application was sneaked into update of the system, thereby seemingly providing a 
potential reason for why one might not notice this dark pattern (see PQ36). Nonetheless, the 
pattern had a high recognition level as it was noticed by all but one of the participants. A 
hypothetical reason for this high recognition level is that the pattern is relatively overt. Even 
though the installation of an additional application is sneaked into the update process, once 
the application is being installed, the installer does provide a textual indication of this (see 
PQ33), and the icon of the application appears on the desktop (see PQ34). 
 
PQ32: “It installed the update but also installed an additional browser program for which you did 

not ask and that you did not want.” 
 
PQ33: “The bar says what it is updating, after the first three messages . . . a browser gets installed 

which hasn't been asked anywhere and just gets done” 
 
PQ34: “there was another app coming up on the home screen, I was slightly offended, I thought, 

well I need to remove that after installing this!” 
 
PQ35: “When the update finished, all of the sudden I had a whole new browser downloaded on my 

computer. Where did that come from? That is definitely a noticeable way to coerce users in 
getting VectaWatchs' [sic] personal browser.” 

 
PQ36: “I indeed noticed the installation of the internet browser, but it just felt as part of the whole 

process in a natural way.” 
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Toying with Emotion 

As discussed, the dark pattern instance of the toying with emotion type was shown in the form 
of an advertisement banner on the status overview page of the anti-virus system (see §4.4.4). 
As participants were not required to interact with this banner in order to complete the given 
task, the researcher expected that some participants might not see the banner and a control 
question was added to assess this (see the last paragraph of §4.3.5). The results of the control 
question showed that five participants either did no see the banner or could not remember 
seeing the banner. In addition, one participant did indicate noticing a dark design but 
subsequently provided a contradictory explanation that could not be used to establish 
whether the dark pattern had been correctly recognised. As such, six participants were 
excluded from the analysis of this pattern (n = 6), thereby leaving only one participant who 
partially recognised the dark pattern (n = 1). Due to the inclusion of only one participant 
within the analysis, the recognition and blindness levels for this pattern are not meaningful 
and therefore also not included in Figure 25. 
 
Bait and Switch 

The dark pattern instance of the bait and switch type was the last that participants were 
exposed to within the dark version of the anti-virus system. As discussed, it would show 
several threats as part of a malware scan that could be protected against by activating the 
premium version of the system. It had a full recognition level of 71,4% (n = 5), a partial 
recognition level of 0% (n = 0), and a blindness level of 28,6% (n = 2). Of the participants that 
fully recognised the dark pattern, at least two also seemed to be aware that these threats 
should not have been part of the malware scan (see PQ37 and PQ38). One of these participants 
mentioned initially being somewhat scared, thereby providing an argument that there also is 
a toying with emotion aspect to this pattern. Notably, another participant already expected this 
dark pattern due to his or her own anti-virus software (see PQ39). One of the participants that 
did not notice the pattern mentioned that he or she did not pay sufficient attention, and 
thereby accidentally activated the trial of the premium version (see PQ40). Nonetheless, the 
reported results show that the majority of participants were able to detect the dark pattern. 
 
PQ37: “In this instance I felt a bit manipulated by the program. I expected it to to [sic] resolve the 

issues without having to pay for the premium version, as the problems it found weren't that 
severe in my opinion. However, now it just felt like the only reason the program scanned for 
malware is to get me to buy their security. It felt like a cheap trick. Telling me I'm not that 
well protected (but no actual threats now), and do I want [sic] to get the premium version 
to become better protected, while it's not actually necessary.” 

 
PQ38: “At first I was a bit "scared" when 4 issues popped up in the end indicating some problems. 

However, the mentioned problems were vague to me and didn't indicate a real problem to 
me so I such [sic] clicked "Skip"” 

 
PQ39: “I noticed that when clicking resolve for the issues in the 'advanced scan' it was again 

leading to the page for upgrading to premium, for which I was already anticipating as my 
own antivirus software uses this exact same trick as well . . . ” 

 
PQ40: “It is quite deceiving that in the text it states that Premium was going to be activated. I 

didn't really read that when I was performing the action and just clicked on resolve.” 
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Comparison between the Dark Pattern Recognition and Blindness Levels 

Given the discussed results, the sneak into basket, roach motel, bait and switch, and forced action 
+ sneaking dark pattern instances all had relatively high full recognition levels. One of the 
discussed hypothetical explanations that is shared between these dark patterns is that they 
are all relatively overt. For example, for the sneak into basket pattern the additional shopping 
cart item is not hidden, for the roach motel type the chatbot made several relatively clear 
attempts to direct users away from deleting their account, and for the bait and switch type the 
system would indicate that the premium version of the anti-virus system would be activated. 
 
In contrast, the obstruction, trick question, false hierarchy and hidden cost dark pattern 
instances all had relatively high blindness levels as more than one-thirds of the participants 
that encountered these patterns did not notice them. One of the discussed hypothetical 
explanations that is shared between all of these dark patterns except for the trick question is 
that users might be accustomed to these types of designs.  In turn, one could hypothesize that 
users do not consider them as atypical designs that should be scrutinised or do not consider 
them as elements that might intentionally be included to influence one’s behaviour - just as 
the researcher would not expect participants to comment on the psychological pricing of (e.g.) 
the theatre seats (29,99 euro) and the theatre service fee (4,99 euro), even though these are 
practices that are meant to influence one’s behaviour as well. As a counterargument, the 
preselection dark pattern is also relatively common as shown by the discussed studies of (e.g.) 
Di Geronimo et al. (2020) and Gunawan et al. (2021) (see §2.4), yet the instance of this dark 
pattern type did have a relatively high recognition level within the current study. Another 
discussed hypothetical explanation that is shared between all of these dark patterns (this 
time, including trick question) is that they are more subtle compared to the dark patterns that 
received the highest recognition levels.  
 
Several dark patterns have not been mentioned in the comparison above. Two of these 
patterns are those of the preselection and hidden information + aesthetic manipulation types, 
both of which had relatively low blindness levels. Nonetheless, for these patterns, it is also 
relevant to take the partial recognition levels into account. For example, the participants that 
partially recognised the former pattern did not mention that the checkbox for sharing data 
was preselected, and the participants that partially recognised the latter pattern did not 
mention the button to reveal the hidden seats. When combining the blindness levels with the 
partial recognition levels, a percentage above 40% in reached for both of these dark patterns, 
based on which one might argue that these patterns should also be added to the list of patterns 
with relatively high blindness levels. The instances of the disguised ad and toying with emotion 
patterns cannot be compared for the same reason that they were excluded from Figure 25 (see 
the individual discussion of these patterns). The nagging pattern is also harder to compare, as 
the researcher expects that the long-term use of this pattern might have yielded different 
recognition levels (see the individual discussion of this pattern). 
 
Lastly, one might question how the recognition and blindness levels as measured within the 
current study compare to those of Di Geronimo et al. (2020) and Bongard-Blanchy et al. (2021). 
However, as discussed (see §4.5.1), no direct comparison between both the across-pattern 
average and per-pattern recognition levels is possible because these studies use a different 
methodology to measure dark pattern blindness (see §2.8 and §3.1), because most of the dark 
pattern types (or combinations thereof) do not correspond to the (combinations) of dark 
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pattern types that are used within the current study, and because they have different sample 
demographics – all of which can influence the resulting recognition and blindness levels.  
 
5.2.2 Blindness and Recognition Levels Per Participant Group 

The blindness and recognition levels can also be grouped by participant (type) rather than on 
a per dark pattern basis. Figure 26 shows the average recognition and blindness levels for 
different subgroups of the participants. Three notes should be made regarding the 
percentages as displayed within the figure. The first is that a “full plus partial” category is 
included that contains the sum of the full recognition percentage and the partial recognition 
percentage. The second note is that all of the percentages are relative to (n =) 29 participants 
rather than 30 participants. As discussed, one participant was fully excluded from the dark 
pattern blindness analysis of the anti-virus system (see §5.2.1). Therefore, no blindness and 
recognition levels are available for this participant. The third and last note is that the 
percentages per participant include those of the disguised ad dark pattern. As discussed, it is 
possible that some (or all) of the four participants that did not notice this pattern were not 
exposed to it (see §5.2.1). In turn, the average (full or partial) recognition levels that feature 
these participants may in reality be several percentage points higher than reported and the 
average blindness levels that feature these participants may be somewhat lower. 
 

 

Figure 26. Average recognition and blindness levels across all participants (leftmost), when 
grouped by the dark system that was used (middle-left), when grouped by familiarity with 

the “dark patterns” term (middle-right), and when grouped by ICT-background (rightmost). 

The set of bars as displayed in the leftmost part of Figure 26 show the recognition and 
blindness levels for the average participant within the experiment. As can be seen, the average 
participant roughly recognised half of the dark patterns that he or she was assumed to be 
exposed to. The average participant was blind for roughly one-third of the exposed-to dark 
patterns. 
 
The set of bars in the middle-left of Figure 26 show the average recognition and blindness 
levels for the participants depending on which of the dark systems they had used. On average, 
the participants that used the dark version of the theatre system (n = 11) had the highest full 
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recognition percentage, closely followed by the participants that used the dark version of the 
anti-virus system (n = 7) who had the lowest blindness levels. On average, the participants of 
the file-exchange system had the lowest full recognition levels (n = 11). One can hypothesise 
that the depicted differences might be the result of both system-related factors (such as the 
included dark patterns and the type of task that was given), and participant-related factors 
(such as age, education, familiarity with the “dark pattern” term, ICT-background, or other 
properties that were not measured).  One percentage that stands out is the partial plus full 
recognition level for the anti-virus system. The researcher expects that this is most likely due 
to the high partial recognition level for the nagging pattern that was included in this system 
(see Figure 25 from §5.2.1). 
 
The set of bars in the middle-right of Figure 26 show the average recognition and blindness 
levels grouped by what is perhaps the most interesting participant-related property: the level 
of familiarity with the “dark pattern” term. As can be seen, participants that were familiar (n 
= 11) or vaguely familiar (n = 7) with the term had slightly higher full and partial recognition 
levels and lower blindness levels when compared to the participants that were not familiar 
with the term (anymore) (n = 11) - something that might be interesting for future research 
(see §7.2.1). However, should be emphasised that – based on the current study - it is not 
possible to conclude that users that are better informed about dark patterns are also able to 
better recognise dark patterns. On one hand because the differences are not tested for 
statistical significance and may thus be coincidental. On the other hand, because within each 
of the depicted groups participants used different systems with different dark patterns that 
act as moderating factors. 
 
The set of bars in the rightmost part of Figure 26 show the average recognition and blindness 
levels grouped by whether the participants had an education or professional background 
related to ICT (n = 20) or whether they did not have such a background or did not know (n = 
9). Participants with an ICT-background had slightly higher full and partial recognition levels 
and lower blindness levels. Nevertheless, it should once again be noted that - based on the 
current data - it is not possible to conclude that persons with an ICT-background tend to 
recognise more dark patterns. This is because of the same two reasons that were mentioned 
in the paragraph above. 
 
The average recognition and blindness levels as presented in the leftmost part of Figure 26 
can be complemented by visualising the percentage of participants that fall within certain 
recognition and blindness ranges as shown in Figure 27. The same three notes that were made 
for Figure 26 also hold for Figure 27. The partial recognition levels are not separately included 
to avoid overcomplicating the figure. As can be seen, almost 70% of the participants fully 
recognised half or more of the dark patterns that they were (assumed to be) exposed to. 
Moreover, none of the participants was blind for all of the patterns that he or she was exposed 
to. In contrast, roughly 40% of the participants were blind for half or more of the dark patterns 
that they were (assumed to be) exposed to and none of the participants recognised all of the 
dark patterns that they were (assumed to be) exposed to. 
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Figure 27. Bar chart that visualises the percentage of participants (on the vertical axis) that 
fall within a selection of recognition and blindness ranges (as indicated on the horizontal 

axis, except for the “= 100%” value which is not a range). For example, the bars for “level ≥ 
50%” show the percentage of participants that had a full + partial recognition level (grey), 

full recognition level (green), and blindness level (red) that was greater than or equal to 50%. 

 
5.3 Results of the Evaluation of the System Darkness Scale 

For the second research question (RQ2), the system darkness scores resulting from the 
participants’ use of the System Darkness Scale were analysed to evaluate whether the dark 
version of each of the three systems resulted in higher darkness scores compared to the light 
version of each the three systems. As this analysis was performed on a per-system basis, the 
results thereof are also presented on a per-system basis. As discussed, the Mann-Whitney U 
test was used to compare the scores, and in addition, the Shapiro-Wilk test was used to test 
for normality and Levene’s test was used to test the homogeneity of variance (see §4.6.3). 
 
5.3.1 Scores from the System Darkness Scale when Used for the Theatre System 

Twenty-two participants were assigned to either the dark or light version of the theatre 
system and used the SDS to evaluate the “darkness” of this system (n = 22). The darkness 
scores from the group of participants that used the light version of the system showed a 
significant departure from normality, W(11) = .85, p = .038. Likewise, the darkness scores from 
the group of participants that used the dark version of the system also showed a significant 
departure from normality, W(11) = .78, p = .006. Levene’s test (based on the median and with 
adjusted df) did not show a significant difference between the variance of the scores for the 
light and dark version of the theatre system, F(1,18.51) = 0.002 , p = .966. The Mann-Whitney 
U test revealed that the mean rank of the system darkness scores for the dark version of the 
theatre system (mean rank = 15.7, n = 11) was significantly higher compared to the mean rank 
of the system darkness scores from the light version of the theatre system (mean rank = 7.3 , 
n = 11), U = 14.50, z = -3.04, p < .001, one-tailed, with a large effect size r = -.65. 
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Figure 28. Visualisations of the system darkness scores for both the light and dark versions 
of the theatre system. On the left: a boxplot that depicts the spread of the scores using 

inclusive quartiles. On the right: the distribution of the scores.  

The spread and distribution of both the scores for the light version of the theatre system (Mdn 
= 15, M = 27.7, SD = 27.1) and the scores for the dark version of the theatre system (Mdn = 90, 
M = 73.2, SD = 30.4) are visualised in Figure 28. When inspecting the distribution of the scores 
(see the right part of Figure 28), the shapes are somewhat hard to establish due to the small 
number of scores for each of the system versions. Nonetheless, the shapes do not seem to be 
the same, which means that the result of the Mann-Whitney U test cannot be interpreted as a 
significant difference in means. Whilst the distribution of system darkness scores for the light 
version appears to be positively skewed, the distribution of scores for the dark version seems 
to be negatively skewed. In line with these skews, the most frequently obtained scores for the 
dark version of the theatre are relatively high whilst the most frequently obtained scores for 
the light version are relatively low. Nonetheless, as can be seen in the distribution, several 
participants gave relatively high darkness scores even though they used the light version of 
the theatre system. Similarly, two participants gave relatively low darkness scores even 
though they used the dark version of the theatre system. When inspecting the boxplot (see 
the left part of Figure 28), these two formerly mentioned scores are marked as outliers, which 
might have been a reason to exclude them from the analysis. However, there are several 
hypothetical reasons why these values might be natural occurrences (see §5.3.4). 
 
In relation to the first research aim, one might question whether the participants that 
provided the lowest system darkness scores for the dark version of the theatre also recognised 
or partially recognised the least dark patterns. When visually comparing the system darkness 
scores of the participants with the dark pattern blindness scores, this does not seem be the 
case - at least, in these particular instances. Figure 29 provides two visualisations where the 
number of fully recognised dark patterns (on the left) and the combined number of fully plus 
partially recognised dark patterns (on the right) is shown in relation to the system darkness 
score that was given. As can be seen (see the right part of Figure 29), whilst both the 
participants that gave the lowest darkness scores only recognised or partially recognised half 
of the dark patterns within the theatre system, there were three participants were these levels 
were either the same or lower, yet these three participants still provided considerably higher 
darkness scores. The six participants that partially or fully recognised the most dark patterns 
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- three of which are displayed at the same point within the scatterplot on the right (x = 90, y 
= 3) - all provided relatively high darkness scores. Note that the depicted trendlines in the 
scatterplots for the theatre system and the scatterplots for the other two systems are included 
as a reference only and are not meant to imply that there is a (linear) relation. 
 

 

Figure 29. Two scatterplots depicting the number of fully recognised dark patterns (left) and 
the number of fully plus partially recognised dark patterns (right) from the dark version of 

the theatre system relative to the system darkness score that was given by the corresponding 
participant. The plots include a linear trendline as a reference only. 

5.3.2 Scores from the System Darkness Scale when Used for the File-Exchange System 

Twenty participants were assigned to either the dark or light version of the file-exchange 
system and used the SDS to evaluate the “darkness” of this system. However, three 
participants that used the dark version of the file-exchange system were excluded from the 
analysis of the SDS-scores. For the dark pattern blindness question regarding the screens with 
the roach motel pattern, two participants indicated that they had not seen these screens (see 
“roach motel” in §5.2.1). Nonetheless, earlier within the experiment, they did indicate having 
completed the task within the file-exchange system, which was not possible without seeing 
these screens. Therefore, these participants may have forgotten to perform the last part of the 
task which asked them to delete the account that they had created for the file-exchange 
system. In the judgement of the researcher, the SDS-responses from these two participants 
cannot be compared to the other responses as these two participants had not used screens 
that were a key part of the given task. Another participant had indicated not having seen the 
account creation page and the image inspection page of the file-exchange system – which 
respectively contained a dark pattern of the trick question type and a dark pattern of the 
disguised ad type. Once again, the participant did indicate having completed the task within 
the system, which was not possible without seeing these screens. In the judgement of the 
researcher, the SDS-responses from this participant were also not comparable to the other 
responses because this participant had not seen (or perhaps had forgotten having seen) 
screens that were a key part of the given task.  
 
As a result of the previously mentioned exclusions, (n =) 17 participants were included in the 
analysis of the system darkness scores for the file-exchange system. The darkness scores from 
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the group of participants that used the light version of the system showed a significant 
departure from normality, W(9) = .82, p = .033. In contrast, the darkness scores from the group 
of participants that used the dark version of the system did not show a significant departure 
from normality, W(8) = .89, p = .244. Levene’s test (based on the median and with adjusted df) 
did not show a significant difference between the variance of the scores for the light and dark 
version of the file-exchange system, F(1, 13.09) = 2.06, p = .175. The Mann-Whitney U test did 
not reveal a significant difference between the mean rank of the system darkness scores for 
the dark version of the file-exchange system (mean rank = 11.6, n = 8) and the mean rank of 
the system darkness scores for the light version of the file-exchange system (mean rank = 6.7, 
n = 9), U = 15.50, z = -1.99, p = .023, one-tailed. Note that whilst the p-value is below .05, the 
significance level alpha was set at (α	= ) .0167 as a result of the Bonferroni correction (see 
§4.6.3). 
 
The spread and distribution of the scores for the light version of the file-exchange system 
(Mdn = 10, M = 13.3, SD = 16.2) and the dark version of the file-exchange system (Mdn = 47.5, 
M = 43.8, SD = 28.3) are visualised in Figure 30. When inspecting the distributions of the scores 
(see the right part of Figure 30), the shapes are once again somewhat hard to discern, yet they 
also once again seem to be different for the light version compared to the dark version. The 
scores of the light version have a positive skew with the most frequent darkness scores being 
relatively low. In addition, none of the participants that used the light version gave a darkness 
score that was higher than fifty. This is also reflected in the boxplot (see the left part of Figure 
30), where the score of fifty is marked as an outlier. In contrast, the scores for the dark version 
seem to have a slight negative skew, yet this is considerably less pronounced compared to the 
(positive) skew of the scores for the light version. As can be seen,  two of the participants gave 
relatively low darkness scores, even though they used the dark version of the file-exchange 
system. In addition, no darkness score was given for the dark version that was higher than 75. 
 
It is once again also possible to inspect the system darkness scores in relation to the dark 
pattern recognition levels. As can be seen in Figure 31, the limited number of datapoints do 
not show any clear relation between these two aspects. 
 
 

 

Figure 30. Visualisations of the system darkness scores for both the light and dark versions 
of the file-exchange system. On the left: a boxplot depicting the spread of the scores using 

inclusive quartiles. On the right: the distribution of the scores. 
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Figure 31. Two scatterplots depicting the number of fully recognised dark patterns (left) and 
the number of fully plus partially recognised dark patterns (right) from the dark version of 

the file-exchange system relative to the system darkness score that was given by the 
corresponding participant. The plots include a linear trendline as a reference only. 

5.3.3 Scores from the System Darkness Scale when Used for the Anti-Virus System 

Eighteen participants were assigned to either the light or dark version of the anti-virus system 
and used the SDS to evaluate the “darkness” of this system (n = 18). The darkness scores from 
the group of participants that used the light version of the system showed a significant 
departure from normality, W(10) = .82, p = .026. In contrast, the darkness scores from the 
group of participants that used the dark version of the system did not show a significant 
departure from normality, W(8) = .88, p = .188. Levene’s test (based on the median and with 
adjusted df) did not show a significant difference between the variance of the scores for the 
light and dark version of the anti-virus system, F(1,14.77) = 2.37, p = .145. The Mann-Whitney 
U test did not reveal a significant difference between the mean rank of the scores for the dark 
version of the anti-virus system (mean rank = 11.9, n = 8) and the mean rank of the scores for 
the light version of the anti-virus system (mean rank = 7.6, n = 10), U = 21.00, z = -1.70, p = 
.051, one-tailed. 
 
The spread and distribution of the darkness scores for the light version of the anti-virus 
system (Mdn = 15, M = 21.0, SD = 22.3) and the dark version of the anti-virus system (Mdn = 
62.5, M = 55.6, SD = 38.0) are visualised in Figure 32. Once more, when inspecting the 
distribution of scores (see the right part of Figure 32), the shapes both seem to differ – 
although it should be emphasized that no significant difference was found when based upon 
the previously mentioned Mann-Whitney U test. Most of the scores for the light version seem 
to be relatively low. However, one participant gave a relatively high darkness score, even 
though the light system version was used. As can be seen from the boxplot (see the left part 
of Figure 32), this score is also marked as an outlier. In contrast, most of the scores for the 
dark version seem to be relatively high. However, two participants provided a darkness score 
of zero, even though they used the dark version of anti-virus system.   
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Figure 32. Visualisations of the system darkness scores for both the light and dark versions 
of the anti-virus system. On the left: a boxplot depicting the spread of the scores using 

inclusive quartiles. On the right: the distribution of the scores. 

Once more, the system darkness scores can also be viewed in relation to the dark pattern 
recognition levels. To this end, two scatterplots are provided in Figure 33. It is however hard 
to provide a clear interpretation due to the low number of datapoints. This is further 
complicated by the different views that are created depending on whether the number of 
partially recognised dark patterns is excluded (see the left part of Figure 33) or included (see 
the right part of Figure 33). Participants that partially or fully recognised more dark patterns 
do seem to have provided higher system darkness scores, especially in comparison to the other 
two systems which show a more scattered shape of the data, and especially when considering 
the scatterplot that includes the partial recognition levels. However, as this is only based upon 
visual inspection rather than a test for statistical significance, the relation that this shape 
suggests might also be coincidental.  

 

Figure 33. Two scatterplots depicting the number of fully recognised dark patterns (left) and 
the number of fully plus partially recognised dark patterns (right) from the dark version of 

the anti-virus system relative to the system darkness score that was given by the 
corresponding participant. The plots include a linear trendline as a reference only. 
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5.3.4 Scores from the System Darkness Scale when Compared across the Three Systems 

As three different systems were evaluated with System Darkness Scale, it is also possible to 
compare the resulting scores across the systems. To this end, Figure 34 shows a side-by-side 
view of all of the boxplots of the darkness scores. The boxplots of the light system versions 
are shown on the left part of Figure 34. As can be seen, the light version of the theatre system 
received relatively many darkness scores above 30 compared to the light version of the file-
exchange system and the light version of the anti-virus system. The light version of the 
theatre system also had the highest mean darkness score compared to the other two systems. 
However, the medians are relatively close together and average differences were not tested 
for statistical significance. The boxplots for the dark system versions are shown on the right 
part of Figure 34. As can be seen, the dark version of the theatre system received relatively 
more scores above the 50 compared to the other systems - especially when compared to the 
dark version of the file-exchange system. The dark version of the theatre system also had the 
highest mean and median score. However, the differences were once again not tested for 
significance, and might therefore be coincidental.  
 
 

 

Figure 34. Comparison of the scores from the System Darkness Scale for the light versions 
(left) and the dark versions (right) of each of the three systems. 

 
High Scores for the Light Versions and Low Scores for the Dark Versions 

Given the spread of the darkness scores as displayed in the boxplots (Figure 34), one might 
question what the underlying reasons are why the light system versions received several 
relatively high darkness scores - two of which are marked as outliers within the boxplots. One 
hypothetical reason is that some users might interpret certain (unidentified) usability issues 
as intentional design elements. Another hypothetical reason is that some users might have 
considered some designs to be dark patterns, whilst they were not classified as such within 
the current study. Interestingly, based upon the latter potential reason, the researcher would 
have deemed relatively high darkness scores more likely for the light versions of the file-
exchange and anti-virus systems. This is because the researcher expected that these contained 
more designs that might be perceived as dark patterns (e.g., having to login to the file-
exchange system, the inclusion of a red account deletion button in the file-exchange system, 
the presence of an advertisement in the anti-virus system, the request to update the anti-
virus application). However, as discussed, the light version of the theatre system received 
more scores above the 30 when compared to the light version of the other two systems. 
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Conversely, one might also question what the underlying reasons are why the dark system 
versions received several relatively low darkness scores – two of which are marked as outliers 
in the boxplot. One can once again hypothesize about various reasons, three of which are 
highlighted here. One potential reason is that certain persons might rate the severity of some 
of the patterns to be considerably lower than others. In turn, this might also result in a 
considerably lower darkness score. Another potential reason is that certain dark designs might 
be seen as unintentional instances of bad design (i.e., anti-patterns) rather than intentional. 
A third potential reason is that certain dark patterns might not have been noticed. 
 
System Darkness Scores in Relation to the Recognition and Blindness Levels 

The previously mentioned hypothetical reason can be further explored by looking at the 
darkness scores that participants gave in relation to the degree in which they recognised the 
dark patterns that they were exposed to. As discussed in the context of the individual systems 
(see §5.3.1-§5.3.3), a visual inspection of the corresponding scatterplots (see Figures 29, 31, 
33) did not reveal any clear pattern for the file-exchange system, seemed to show a relation 
for the few datapoints for the anti-virus system, and seemed to show a pattern that was 
somewhat in between the former two for the theatre system. Figure 35 shows the provided 
darkness scores in relation to the recognised dark patterns, irrespective of the system that 
these patterns were included in, thereby effectively combining the previously mentioned 
scatterplots. When visually inspecting this figure, either no clear relation or a weak positive 
relation can be seen. However, it should be emphasized that this is not an analysis based on a 
statistical test, and that data from only a limited number of participants is available for each 
of the dark versions. As such, no reliable inference can be made about the absence, presence, 
or strength of such a relation based on the current study.  
 

 

Figure 35. Two scatterplots depicting the darkness score that was given by the participants 
in relation to the participants’ number of fully recognised dark patterns (left) and their 

number of fully plus partially recognised dark patterns (right) from the dark version of the 
theatre system, the file-exchange system, or the anti-virus system. The plots include a linear 

trendline as a reference only. 
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Nonetheless, one might still hypothesize about several reasons why – based upon the visual 
inspection of the scatterplots – either no clear relation or only a weak relation is visible within 
the scope of the current study. One potential reason is that each of the dark system versions 
had relatively few dark patterns (4.33 on average, see §4.4.1), some of which certain 
participants were furthermore not exposed to. As a result, the differences in the number of 
fully recognised dark patterns between the participants might be too small to yield substantial 
differences between the corresponding system darkness scores. Another potential reason is 
that participants might have based part of their darkness rating upon design aspects that do 
not (or only partially) overlap with the dark patterns. In turn, these design elements are also 
not (or only partially) reflected in the recognition percentages. Moreover, the difference in 
answering “yes” or “perhaps” to the questions of whether the participant had noticed a dark 
pattern is also not reflected in the recognition percentages. One might hypothesise that 
participants that answered with “perhaps” might have felt less strongly about the 
corresponding designs compared to the participants that answered with “yes”. In addition, 
there might be a discrepancy between the measured dark pattern recognition levels and the 
actual recognition levels (for more details, see the last paragraph of §7.1.1). Lastly, and 
perhaps most notably, individual dark patterns can have different levels of perceived 
influence and acceptability (see §2.7.2 and §2.7.6). Therefore, the inclusion of one dark 
pattern that is perceived as particularly unacceptable by a certain person might result in a 
higher system darkness score compared to the inclusion of four dark patterns that this person 
perceives as somewhat more tolerable. 
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6. Conclusion 

In this sixth section, the conclusions of the study are presented. Firstly, the conclusions for 
the evaluation of dark pattern blindness are discussed (§6.1). Subsequently, the conclusions 
for the evaluation of the system darkness scale are discussed (§6.2). 
 
6.1 Findings and Implications of the Evaluation of Dark Pattern Blindness 

The first research aim was to investigate the dark pattern blindness levels for different dark 
pattern types when users use a system to perform a real-world task (RQ1). The evaluation of 
the corresponding results shows that the investigated dark pattern instances have varying 
recognition and blindness levels.  
 
Within the sample, several dark patterns were relatively well recognised. Notably, the dark 
pattern instances of the sneak into basket type, the roach motel type, the forced action + 
sneaking category, and the bait and switch type all had relatively high (full) recognition levels, 
with the former two even being recognised by all of the participants that were exposed to 
them. One commonality amongst these pattern instances is that they are relatively overt.  
 
In contrast, there were also several dark patterns that had relatively high blindness levels. 
Most notably, the dark pattern instance of the obstruction category (as applied to a cookie 
banner), which was not recognised by any of the participants. In addition, other notable dark 
patterns include those of the false hierarchy type (as applied to a cookie banner), the hidden 
costs type, and the trick question type, all of which were not recognised by more than one-third 
of the participants. The dark pattern instances of the preselection type and the hidden 
information + aesthetic manipulation type both had relatively lower blindness levels, yet when 
combined with the partial recognitions levels, this still resulted in more than one-third of the 
participants not mentioning the button to reveal the hidden information (for the former 
pattern) or the already preselected checkbox (for the latter pattern).  
 
Nevertheless, for the former two patterns, some participants may have noticed these features 
without providing a corresponding remark, and for the trick question pattern, recognition 
levels might have been higher if a different phrasing would have been used, or if the majority 
of the sample would have been native to the English language. The nagging pattern may be 
better investigated in a long-term setting, and no reliable recognition and blindness levels 
could be presented for the toying with emotion and disguised ad dark pattern instances. 
 
When considering the recognition and blindness levels from a participant-based perspective 
- rather than on a per-pattern basis - the results are somewhat mixed. On average, 
participants fully recognised almost half of the dark patterns that they were (assumed to be) 
exposed to, which can be seen as a positive result. However, on average, the participants also 
did not recognise roughly one-third of the dark patterns that they were (assumed to be) 
exposed to, which still is a considerable proportion, especially given the prevalence of dark 
patterns as discussed within the literature review (see §2.4). 
 
Unfortunately, the recognition and blindness levels cannot be generalised to a wider 
population, nor can these levels be generalised across all potential instances of the dark 
pattern types that were investigated. These two points are discussed in more detail in the 
discussion section (see §7.1.1). As such, the presented results and the aforementioned 
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conclusions are only reflective of the current sample and the specific dark pattern instances 
as included in the current study. Nonetheless, the results of the current dark pattern blindness 
study might be used as tentative pointers for future research. For example, by further 
investigating the dark patterns that received relatively low recognition levels within the 
current study (see §7.2.1). In addition, the current study affirms the presence of the “dark 
pattern blindness” phenomenon when using (one of) the featured systems for a real-world 
task – at least, for some of the investigated dark patterns and part of the participants. 
 
6.2 Findings and Implications of the Evaluation of the System Darkness Scale 

The second research aim was to investigate whether the System Darkness Scale (SDS) can 
differentiate between the dark and light versions of systems other than the one it was 
developed with (RQ2). When applied to the dark and light version of the three featured 
systems, results of the SDS show that – on average - the dark versions received higher scores 
compared to the light versions. However, the applied statistical test only returned a 
significant result for the comparison between the light and dark version of the theatre system, 
and the results were non-significant for the file-exchange system and the anti-virus system. 
Moreover, due to the different distribution shapes of the scores for the light and dark version 
of the theatre system, the aforementioned significant result cannot be interpreted as a 
significant difference in means.  
 
As such, the current study failed to prove that the System Darkness Scale can differentiate 
between the light and dark version of the three featured systems. It should however be 
emphasized that this does not imply that the scale cannot differentiate between these light 
and dark versions. It could be possible that the scale can differentiate between the 
aforementioned system versions, yet that the current study failed to measure this for the file-
exchange and anti-virus system. Several limitations regarding the evaluation of the SDS are 
discussed in the final section (see §7.1.2). 
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7. Discussion 

In this last section, the limitations of the current study are discussed (§7.1). In addition, 
several potential directions are discussed for future research regarding dark pattern blindness, 
the System Darkness Scale, and dark patterns in general (§7.2). 
 
7.1 Limitations 

The current study has several limitations that are relevant to consider when interpreting the 
reported results and the corresponding conclusions. First, six limitations are discussed that 
affect the first research aim. Second, six limitations are discussed that affect the second 
research aim. Some of the limitations have already been (briefly) mentioned in prior sections 
(see §3, §4, and §6). In addition, note that sometimes one of the mentioned limitations is in 
fact a set of several related limitations that have been grouped together. 
 
7.1.1 Limitations of the Evaluation of Dark Pattern Blindness 

The first and main limitation regarding the evaluation of dark pattern blindness relates to the 
sample size (and has been previously referred to in the conclusion section, see §6.1). Due to 
the small number of participants that used each of the three dark system versions, the dark 
pattern blindness results and the corresponding conclusions are only reflective of these 
specific subgroups from the current sample and can unfortunately not be generalised to a 
wider population. Moreover, demographic variations (in age, ICT-background, and familiarity 
with the “dark pattern” term) between these subgroups might have moderated the recognition 
and blindness levels. As such, contrary to the intended aim, the findings of the current study 
regarding the blindness- and recognition levels per dark pattern cannot directly contribute to 
the determination of which dark patterns are more acceptable compared to others. 
 
The second limitation relates to the method that was used to recruit participants. As discussed 
in the method section (see §4.1), convenience sampling was used as this was to only means 
for the researcher to reach a somewhat sizable pool of potential participants.  However, due 
to the use of this method, the resulting sample does not represent a precisely defined 
population such as (e.g.) only young-adult students living in the Netherlands, only middle-
aged adults living in the Netherlands, or the entire Dutch population. As such, if one would 
compare the sample to (e.g.) the entire Dutch population, then this would mean that certain 
groups are overrepresented within the sample whilst other groups are underrepresented or 
not present at all. In turn, this is relevant to consider as it might affect the dark pattern 
blindness levels. As previously discussed, (see §5.1), the average age of the participants was 
relatively low, and the educational level was relatively high. As found by Bongard-Blanchy et 
al. (2021), older and less educated persons tend to be less able to detect dark patterns (for 
more details, see §2.8). Therefore, the researcher expects that the dark pattern recognition 
levels of (e.g.) the entire Dutch population might be relatively lower compared to those of the 
current sample (at least, to some extent). In addition, more than half of the participants had 
an ICT-related educational or professional background, and more than half of the participants 
knew or vaguely knew the “dark patterns” term (see §5.1). Persons that know about dark 
patterns (and perhaps also those that have an ICT-related background) might be better able 
to recognize dark patterns (although, at the time of writing, this is purely hypothetical as the 
researcher is not aware of any dark pattern blindness study that confirms this). If this were to 
be the case, then it would be another reason why one would expect that the recognition levels 
of (e.g.) the entire Dutch population might be relatively lower compared to those as reported 
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in the current study. This would also further emphasize the dark pattern types that were found 
to have low recognition levels within the current study, as one would expect that these levels 
might thus be even lower for the entire Dutch population. 
 
The third limitation relates to the number of dark pattern types that were investigated. As 
apparent from the literature review, many types of dark patterns have been identified (see 
§2.2). Moreover, these dark pattern types may also appear in a combined form within real-
world digital systems. It was not possible to include all of these different dark pattern types 
within the current study. As explained in the method section (see §4.4.1), there were several 
reasons why including too many dark patterns might negatively affect the investigation into 
dark pattern blindness (and also the investigation into the System Darkness Scale). In 
addition, besides this limitation regarding the quantity of dark pattern types, some dark 
pattern types also had certain characteristics that made them unsuitable for the experiment. 
For example, some dark pattern types required users to contact others (which was seen as 
inappropriate to ask from participants), and some dark pattern types required long-term 
repeated use (which was infeasible for a single experiment where participants only used the 
included systems for a limited number of minutes). As discussed, the measurement of the 
blindness levels for the nagging pattern that was included in the current study may also benefit 
from long-term use. 
 
The fourth limitation relates to the operationalisation of the dark pattern types and the 
consequences thereof for the generalisability of the resulting blindness levels. To investigate 
a dark pattern type within the experiment, it has to be translated into a concrete dark pattern 
instance that is included in one of the systems. However, the same dark pattern type can have 
different specific implementations that may vary in design. This is especially the case for the 
more abstractly defined dark pattern types (such as roach motel and aesthetic manipulation) 
and somewhat less so for the more granular dark pattern types that represent more concrete 
designs (such as preselection or countdown-timers) (also see §2.2.3). In turn, these different 
implementations might result in different dark pattern blindness levels. In addition, even with 
the same design, a dark pattern type can be placed and used within different contexts. For 
example, within different types of systems (e.g., familiar or unfamiliar, trusted or distrusted) 
where users perform different types of tasks (e.g., high-stakes or low-stakes, with a high level 
of concentration or little concentration), on different types of devices (e.g., a smartphone, 
tablet, desktop computer or laptop), and amidst different configurations of other dark 
patterns (e.g., many other dark patterns or only one or a few other dark patterns). All these 
context-based factors might influence dark pattern blindness (though, at the time of writing, 
this is once again hypothetical as the researcher is not aware of any dark pattern blindness 
study that investigated this). The current study could not investigate all of the potential ways 
in which a dark pattern type can be implemented, nor all of the potential contexts in which a 
dark pattern type can be placed. As such, for each included dark pattern type, a specific 
implementation (i.e., a concrete design) and context (e.g., the system type, the corresponding 
task) had to be chosen. Therefore, even if the current study would have featured a larger 
sample size, the recognition and blindness levels for the investigated dark pattern instances 
cannot necessarily be generalised across all other instances of the same dark pattern type. In 
addition, as noted in the method section (see §4.4.1), whilst the researcher carefully designed 
the dark patterns and systems with real-world examples in mind, there still remains a level of 
subjectivity and other researchers might have chosen different implementations. 
Furthermore, as not all dark pattern instances unambiguously fall within one specific type or 
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category, it may be possible that other researchers would have classified some of the 
implemented dark pattern instances in a slightly different manner. 
 
The fifth limitation relates to the experimental setting in which dark pattern blindness was 
evaluated as this might have influenced the users’ dark pattern blindness levels. Even though 
participants were asked to perform the given tasks within the systems as they would in “real-
life”, they might still have behaved somewhat differently. On one hand, because they knew 
that the tasks were part of an experiment. On the other hand, because they did not have to fill 
in their own personal information within the systems and because they did not have to make 
any real purchases. In addition, whilst participants were asked not to discuss the specific topic 
or contents of the study with others that might still participate, the researcher cannot rule 
out the possibility that some of the participants might have known about (part of) the 
contents of the experiment or might have known that the study was about dark patterns.  
 
The sixth and last limitation relates to the assessment method of dark pattern blindness by 
showing participants screenshots of the dark system version that they had used and by asking 
whether they had noticed any dark patterns (although, without using this term). Whilst the 
researcher considers this to be an appropriate method for assessment, it does have some 
drawbacks. For example, whilst it was explicitly emphasized that the questions were about 
whether participants noticed these designs during the actual use of the systems, the 
researcher cannot rule out the possibility that some participants might have filled in a design 
that they only noticed upon second viewing of the screen via the screenshots. Conversely, it 
is theoretically possible that a participant could remember the screen as depicted in the 
screenshot but could not remember that he or she had noticed a dark pattern whilst using this 
screen. Furthermore, if participants indicated that they noticed a dark pattern, then they were 
asked to explain what the pattern was and how it worked (see §4.3.5). It is possible that certain 
participants correctly understood a dark pattern, but did not sufficiently articulate their 
understanding, thereby potentially resulting in an incorrect “partial recognition” or “dark 
pattern blindness” classification. Lastly, the researcher classified the results and set the 
criteria for an explanation to receive the “full recognition” classification (see §4.6.2 and Table 
8). Whilst the researcher tried to perform these tasks as objectively as possible, they did still 
involve a level of subjectivity, especially whilst deciding upon a potential “partial recognition” 
classification and whilst deciding upon the stringency or leniency of the used criteria. As only 
the researcher performed these tasks, no triangulation was possible. If multiple researchers 
would have performed these tasks, then this would have increased the reliability thereof. 
 
7.1.2 Limitations of the Evaluation of the System Darkness Scale 

Similar to the first research aim, the small sample size also is the main limitation for the 
second research aim. As discussed in the results and conclusion sections (see §5.3 and §6.2), 
no significant difference was found between the scores of the light and dark version of both 
the file-exchange system and the anti-virus system. Due to the small sample size and the 
Bonferroni correction for the multiple comparisons, the statistical power of the performed 
tests is considerably reduced. In turn, it might be possible that the scale can differentiate 
between these two systems, yet that the current study failed to measure this (i.e., a type II 
error). As discussed, the comparison of the scores for the light and dark version of the theatre 
system did reveal a significant result. However, this could not be interpreted as a significant 
difference in means (or medians) due to the different distribution shapes of the scores for the 
light version compared to those of the dark version. Such differences in shape were also 
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present for the scores of the two other systems, and one might hypothesize that the darkness 
scores for light systems tend to result in a positively skewed distribution whilst scores for dark 
systems tend to result in a negatively skewed distribution. As such, an alternative statistical 
test would have been more appropriate. 
 
The second limitation is similar to the second limitation that was mentioned with regard to 
the evaluation of dark pattern blindness. Due to the method of convenience sampling, some 
groups are overrepresented, underrepresented or not present at all within the sample when 
compared to (e.g.) the entire Dutch population. This is relevant to consider as different groups 
of people might interpret and fill in the System Darkness Scale in a different manner. 
 
The third limitation is that the current method of evaluation can only provide an indication 
regarding the ability of the scale to differentiate between a light and dark system. It cannot 
provide proof that the scale will always be able to distinguish between any dark and light 
system. As discussed, this is because this ability is relative to the types of systems that are 
being used and the configuration of dark patterns that they contain. Being able to differentiate 
between the light and dark version of one system does not necessarily mean that the scale can 
differentiate between the light and dark version of another system. Nonetheless, the 
evaluation did feature three different systems, and various different dark patterns were 
included in the dark versions of these systems, thereby applying the scale to different 
situations. Moreover, no more than four or five dark pattern instances were included in the 
dark versions of each of the systems, thereby increasing the level of sensitivity that was 
required from the scale to successfully differentiate between the light and dark versions. 
 
The fourth limitation relates to the assignment of participants to two systems (rather than 
only one system) and to the use of the SDS by the participants after they used both systems. 
The reasons for making these choices were discussed in the method section (see §4.2 and 
§4.3.4). However, the assignment of participants to two systems does introduce spill-over 
effects which might have influenced the way in which the participants filled in the System 
Darkness Scale for each of the two systems. For example, participants were able to compare 
the two systems with each other. In addition, the use of the SDS after having used both systems 
means that some time had elapsed since the participants had used the first system that they 
were assigned to. As such, when they filled in the SDS for each of the two systems, they might 
have remembered the first system to a somewhat lesser extent compared to the second system 
that they used. To somewhat neutralise the aforementioned effects, the order in which the 
systems were used was counterbalanced. However, this counterbalancing was limited due to 
the small sample size, due to the fact that not all conditions had an equal number of 
participants, and because the spill-over effect might differ depending on the order in which 
the systems were used. 
 
The fifth limitation relates to the light versions of the three systems. As the researcher did 
not (explicitly) include any dark patterns in these versions, there were assumed to be free of 
any questionable designs. However, this was not evaluated within the pilot phase or any other 
separate study. As such, it is possible that some participants might still have considered some 
design elements of one of the light system versions as dark patterns. In addition, some 
participants might have encountered a usability issue that was not identified during the pilot 
study (see §4.7) and might have interpreted this as a dark pattern-like design. Potential 
indicators towards the aforementioned occurrences are the participants that gave relatively 
high darkness scores to one of the light system versions (see §5.3.4). 
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The sixth and last limitation relates to the scope of the evaluation of the SDS. Whilst the 
second research aim does relate to the validity of the scale, it did not involve the evaluation 
of reliability or validity with any conventional method that one might use when developing, 
redesigning, or evaluating the scale in a dedicated study (e.g., calculating Cronbach’s alpha 
and performing a factor analysis). Even though this was not the intention of the second 
research aim, it is still noted here as one might expect the use of one more of these evaluation 
methods in a study that investigates a measurement instrument such as the SDS. 
 
7.2 Future Research 

As will be discussed in this last subsection, both dark pattern blindness and the System 
Darkness Scale might benefit from future research. As the combination of investigating both 
dark pattern blindness and the SDS increases the complexity of the experimental design, it 
might be beneficial for future research to investigate these topics separately. 
 
7.2.1 Future Research Regarding Dark Pattern Blindness 

With regard to dark pattern blindness, a future study could partially replicate the current 
experiment - however, with more participants (as this was the main limitation of the current 
study) and with some adjustments. If only dark pattern blindness is investigated, then it is not 
necessary to include any light system version(s), which might reduce the duration of the 
experiment. Because of the previously mentioned limitation that some participants might not 
fully articulate their understanding of a dark pattern (see the sixth paragraph of §7.1.1), one 
may also consider an assessment method that is akin to the one as used by Di Geronimo et al. 
(2020), where the dark pattern is revealed and explained to the participants, who can 
subsequently indicate to what extent they had recognised this pattern. However, whilst still 
avoiding the priming of users and whilst still retaining the use of a system for a real-world 
task as featured in the current study. If only a limited number of patterns can be investigated, 
then the blindness levels as reported in the current study can provide tentative pointers 
towards which dark patterns might (at least) be included. An alternative would be to 
specifically feature those dark patterns that are “edge cases” regarding acceptability. 
 
Future studies could also expand upon the dark patterns that dark pattern blindness is 
investigated for. By featuring different instances of the same dark pattern type it becomes 
possible to investigate the variation in recognition levels for these different implementations. 
Depending on the results, this might allow for the generalisation of the combined recognition 
levels towards a certain dark pattern type (also see the fourth paragraph of §7.1.1). It is also 
possible to include dark pattern types that were not investigated within the current study. An 
alternative (and more fundamental) approach might be to categorize dark patterns based on 
the underlying mechanisms that they use and to investigate dark pattern blindness based on 
these categories – an approach that was proposed by Bongard-Blanchy et al. (2021). Two 
challenges for such an approach would be the selection of mechanisms and deciding upon the 
treatment of dark patterns that might use multiple mechanisms. Several hypothetical 
mechanisms of dark patterns were discussed in the literature review (see §2.6) and Mathur et 
al. (2021) provide a set of “dark pattern attributes” that can be considered. Dark pattern 
blindness could also be investigated for different user groups. For example, to ascertain 
whether persons that know about the phenomenon of dark patterns are better at recognising 
different dark patterns. Lastly, dark pattern blindness can be investigated for different 
contexts. For example, by comparing different task types (e.g., low-stakes and high-stakes) 
and systems for different device types (e.g., mobile and desktop). 
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7.2.2 Future Research Regarding the System Darkness Scale 

With regard to the System Darkness Scale (SDS), a future study could partially replicate the 
current experiment, though once again, with a larger sample size and by having participants 
use only one rather than two systems. Depending on the number of participants and the 
specific design that is used, the results of such a study might also be used to evaluate the 
reliability and validity of the scale with conventional evaluation techniques. Participants 
might also be asked to provide an explanation after filling in the SDS to gain qualitative 
insights into the reasons for giving certain scores. Some potential reasons were previously 
hypothesized about when discussing the number of dark patterns that participants recognised 
in relation to the system darkness scores that they provided (see in §5.3.4). 
 
If necessary, future research could also aim to further develop the scale (for more details, see 
Bergman 2021, p.93) rather than to evaluate the scale as-is. For this type of future research, 
one question is how the selection of items within the scale can provide a “balanced” overview 
of the darkness of a system without being more “attuned” to certain systems compared to 
others depending on the dark pattern types that they use and the context that these are used 
in. Note that this is relative to how the latent variable of “system darkness” is defined – 
something that is complicated by the variety of dark patterns, the variety of mechanisms that 
these patterns may use, and the discussed grey area regarding what design patterns should be 
considered dark patterns (see §2.1.4). 
 
Lastly, due to dark pattern blindness, some users might not be aware of certain dark patterns. 
In turn, the presence of these dark patterns may not be reflected in the system darkness scores 
as given by these participants. This is not necessarily a problem, as the scale is intended to 
measure perceived darkness. However, it is relevant to be aware of this potential occurrence 
when interpreting the system darkness scores – both when applying and further researching 
the scale. 
 
7.2.3 Future Research Regarding Dark Patterns from a Broader Perspective 

Besides future research related to the topics of the current study, one can also consider future 
dark pattern research from a somewhat broader perspective. One question that would benefit 
from further research is the one that is repeatedly mentioned throughout the current study: 
what dark patterns are unacceptable and what dark patterns are somewhat more tolerable?  
Whilst this does once again relate to the topic of the current study, there are various aspects 
other than dark pattern blindness that might contribute to the determination of dark pattern 
acceptability such as the effectivity of dark patterns, the adverse effects of dark patterns, the 
perception of dark patterns, and the underlying mechanisms that dark patterns use (for more 
details, see §2.1.4). Fortunately, as apparent from the literature review, many of these aspects 
have been investigated. However, these aspects are not always investigated for all types of 
dark patterns. This is not necessarily surprising and perhaps also not always viable given the 
large variety of dark patterns, the possibility of combing dark patterns, and the potential 
emergence of new dark patterns. As referred to in the context of dark pattern blindness 
research (see §7.2.1), it might therefore be beneficial to specifically investigate the “edge-
cases” where it is unclear whether a design should be considered as a(n) (unacceptable) dark 
pattern or not. In turn, the aforementioned reasons also once again emphasize the need to 
the establish a shared understanding regarding the concept of dark patterns. 
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A subsequent question that could be further investigated is as follows: what are effective 
countermeasures for unacceptable dark patterns? As discussed in the literature review (see 
§2.9.1), several studies have investigated dark patterns in the context of existing laws, and 
some dark pattern researchers propose further regulatory efforts. In addition, various other 
potential countermeasures have been identified (see §2.9). Some of these countermeasures 
could be investigated for their effectivity. For example, a future study could investigate the 
possibility of educating users about dark patterns and the influence that this has on users’ 
ability to recognize and counter dark patterns. In turn, these types of future studies can 
support the ongoing efforts to protect users from unacceptable dark patterns.  
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Appendix A: Procedure and Conditions of the Experiment 
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Appendix B: Online Survey 

This appendix contains screenshots from the pages of the online survey. As discussed, the 
survey was conducted and created with the Qualtrics eXperience Management (XM) platform 
(see §4.4.5). Due to the randomisation (see Appendix A), not all of the survey pages as 
depicted in the screenshots were shown to each of the participants. This is also noted in the 
captions of the corresponding screenshots. In addition, only a few of the survey pages for the 
fifth step of the procedure are included as the other pages of this step mostly follow the same 
structure. 
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Figure B1. Information sheet and informed consent. 
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Figure B2. Introduction page for the demographic questions. 
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Figure B3. Demographic questions. 
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Figure B4. Introduction page for the system tasks. 



164 
 

 

Figure B5. Task description for the theatre system. Note that the question to “explain where 
you got stuck when trying to perform the task” was only displayed if participants selected 

that they could not complete the task. Also note that this page was only shown to the 
participants that were assigned to the light or dark version of the theatre system. 
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Figure B6. Task description for the file-exchange system. Note that this was only shown to 
the participants that were assigned to the light or dark version of the file-exchange system. 

 



166 
 

 

Figure B7. Task description for the anti-virus system. Note that this was only shown to the 
participants that were assigned to the light or dark version of the anti-virus system. 
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Figure B8. Introduction page for the SDS evaluation and questions to indicate dark designs. 
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Figure B9. SDS evaluation page for the theatre system. Note that this was only shown to 
participants who had previously used the light or dark version of the theatre system. 
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Figure B10. SDS evaluation page for the file-exchange system. Note that this was only 
shown to participants who had previously used the light or dark version of the file-exchange 

system. 
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Figure B11. SDS evaluation page for the anti-virus system. Note that this was only shown to 
participants who had previously used the light or dark version of the anti-virus system. 
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Figure B12. The page that introduced participants to the concept of dark patterns, though 
without mentioning this specific term. This page also included an instruction regarding the 
questions that would follow where participants were asked to indicate whether they noticed 

any dark designs. 
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Figure B13. One of the five pages to indicate dark designs for the theatre system. Note that 
the other four pages are not shown as they follow the same structure. Only participants that 

had used the dark version of the theatre system were shown these questions. 
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Figure B14. One of the six pages to indicate dark designs for the file-exchange system. Note 
that the other five pages are not shown as they follow the same structure, although one of 

these pages used a video instead of a static screenshot. Also note that the depicted follow-up 
question to “explain what you thought that this design was and how you thought that it 

worked” was only displayed if participants answered the main question of whether they had 
noticed a dark design with “yes” or “perhaps”. Only the participants that had previously 

used the dark version of the file-exchange system were shown these questions. 
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Figure B15. A special seventh question page regarding the file-exchange system. Note that 
this page was only shown to participants that had used the dark version of the file-exchange 

system and that previously indicated that they potentially noticed a dark design (by 
selecting “yes” or “perhaps”) regarding the depicted screenshot. 
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Figure B16. One of the eight questions to indicate dark designs for the anti-virus system. 
Note that the other seven pages are not shown as they follow the same structure, although 
two of the pages use a video instead of a static screenshot. Only participants that had used 

the dark version of the anti-virus system were shown these questions. 
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Figure B17. A special ninth question page regarding the anti-virus system. Note that this 
page was only shown to participants that had used the dark version of the anti-virus system 
and could remember having seen the screen that was depicted in the screenshot (i.e., those 

that had not indicated “I did not see this screen”). 
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Figure B18. Closing question regarding the familiarity with the “Dark Patterns” term. 
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Figure B19. Closing question allowing for an optional comment. 
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Figure B20. Closing page with closing message. 
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Appendix C: Screenshots of The Three Systems 

This appendix includes screenshots of the screens of the theatre system, the screens of the 
file-exchange system, and the screens of the anti-virus systems. For each of these systems, 
screenshots are included of both the dark and light version. For the light version, only the 
screens are shown that were different compared to the dark version. The methodology section 
provides a description of the screens and dark patterns in each of the three systems (see 
§4.4.2- §4.4.4). It also includes a table that lists all of the screens (see Table 6 in §4.4.1). The 
screen numbers that are mentioned beneath the screenshots refer to those in this table. 
 
The screens as depicted in the screenshots might have looked slightly different for each of the 
participants depending on the size of their screen, the internet browser that they used to 
access the system, and the zoom-level that was set within their browser. For example, 
participants had to scroll through some of the pages of the theatre system. Participants with 
a relatively larger screen or lower zoom level could see a larger part of these pages at any one 
time without having to scroll. As another example, a large zoom level would have made the 
elements within the screens larger and somewhat denser with respect to each other’s position. 
A smaller zoom level would have made the elements within the screens smaller and somewhat 
more spacious with respect to each other’s position. As a last example, different browsers 
might display certain fonts and other interface elements in a slightly different manner. 
 
Lastly, as discussed with regard to the scope of the systems (see §4.4.1), not all of the buttons 
and links as presented in the screenshots were available. When participants clicked on these 
links or buttons, an out-of-scope message would appear (see Figure C63). This message stated 
that the page and/or function that the participant clicked on was not available within the 
scope of the experiment, however, that participants could assume that the page and/or 
function would be present and fully functional in a non-experimental setting. 
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Screenshots of the dark version of the theatre system 

 

 

Figure C1. The homepage of the dark version of the theatre system (screen 1, screenshot A). 
The cookie consent banner contains a dark pattern of the obstruction category. Until 

participants made a choice regarding their cookie preferences, the banner would keep 
appearing at the bottom of every page of the theatre system. 
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Figure C2. The homepage of the dark version of the theatre system (screen 1, screenshot B). 
This particular screenshot shows the pop-up screen that would open when clicking on the 

“more options” button within the cookie consent button (as shown in the previous 
screenshot). The same pop-up would open in the light version of the theatre system. 
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Figure C3. The program page of the dark version of the theatre system (screen 2). This 
screen is the same within the light version of the theatre system. 
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Figure C4. The show page of the of the dark version of the theatre system (screen 3). This 
screen is the same within the light version of the theatre system. This show page features 
the “Robin Hood” show for which participants had to purchase three tickets. In both the 

light and dark version, it was also possible for participants to open the show pages for each 
of the other shows that are presented in the previous screenshot. 
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Figure C5. The seat selection page of the dark version of the theatre system (screen 4, 
screenshot A). This screen contains a dark pattern of the hidden information + aesthetic 

manipulation type. 
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Figure C6. The seat selection page of the dark version of the theatre system (screen 4, 
screenshot B). This particular screenshot shows the screen after a participant has clicked on 
the “show seats from all ranks” button (as depicted in the previous screenshot). In addition, 
the participant has selected three seats from the third rank, upon which the corresponding 

price is shown above the theatre plan. 
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Figure C7. The shopping cart page of the dark version of the theatre system (screen 5). This 
screen contains a dark pattern of the sneak into basket type. 
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Figure C8. The checkout page of the dark version of the theatre system (screen 6). This 
screen contains a dark pattern of the hidden costs type. Note that this particular screenshot 
shows a situation where the user removed the book that was sneaked into their basket (see 

the previous screenshot), otherwise, the total order price would have been higher. 
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Figure C9. The news page of the dark version of the theatre system (optional screen). Each 
of the displayed news articles could be opened and read. The news page and news articles 

are the same within the light version of the theatre system. Participants did not have to visit 
these pages to accomplish the given task of ordering three theatre tickets. 
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Figure C10. The about page of the dark version of the theatre system (optional screen). This 

screen is the same within the light version of the system. Participants did not have to visit 
this page to accomplish the given task of ordering three theatre tickets. 
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Screenshots of the light version of the theatre system 

 

 

Figure C11. The homepage of the light version of the theatre system (screen 1). Contrary to 
the dark version, this screen does not contain a dark pattern within the cookie banner. 
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Figure C12. The seat selection page of the light version of the theatre system (screen 4). 
Contrary to the dark version, this screen does not contain a dark pattern. 
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Figure C13. The shopping cart page of the light version of the theatre system (screen 5). 
Contrary to the dark version, this screen does not contain a dark pattern. 
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Figure C14. The checkout page of the light version of the theatre system (screen 6). 
Contrary to the dark version, this screen does not contain a dark pattern.  
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Screenshots of the dark version of the file-exchange system 

 

 

Figure C15. The invitation page of the dark version of the file-exchange system (screen 1, 
screenshot A). The cookie consent banner contains a dark pattern of the false hierarchy type. 
Until participants made a choice regarding their cookie preferences, the banner would keep 

appearing at the bottom of every page of the file-exchange system. 
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Figure C16. The invitation page of the dark version of the file-exchange system (screen 1, 
screenshot B). This particular screenshot shows the pop-up screen that would open when 

clicking on the “customize” button within the cookie consent button (as shown in the 
previous screenshot). The same pop-up would open in the light version of the theatre 

system.  
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Figure C17. The account creation page of the dark version of the file-exchange system 
(screen 2). This screen contains a dark pattern of the trick question type. 
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Figure C18. The shared files page of the dark version of the file-exchange system (screen 3). 
This screen is the same within the light version of the system. 
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Figure C19. The file list page of the dark version of the file-exchange system (screen 4). This 
screen is the same within the light version of the system. 
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Figure C20. The image inspection page of the dark version of the file-exchange system 
(screen 5). This screen contains a dark pattern of the disguised ad type. 
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Figure C21. The settings page of the dark version of the file-exchange system (screen 6). 
Together with several other screens, it features a dark pattern of the roach motel type. 
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Figure C22. The account options page of the dark version of the file-exchange system 
(screen 8). Together with several other screens, it features a dark pattern of the roach motel 

type. No equivalent page was present within the light version of the system. 
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Figure C23. The support page of the dark version of the file-exchange system (screen 9). 
Together with several other screens, it features a dark pattern of the roach motel type. No 

equivalent page was present within the light version of the system. 
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Figure C24. The chatbot page of the dark version of the file-exchange system (screen 10, 
screenshot A). Together with several other screens, it features a dark pattern of the roach 

motel type. No equivalent page was present within the light version of the system. 
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Figure C25. The chatbot page of the dark version of the file-exchange system (screen 10, 
screenshot B). Together with several other screens, it features a dark pattern of the roach 

motel type. No equivalent page was present within the light version of the system. In 
contrast to the previous screenshot, this particular screenshot shows the full conversation 

with the chatbot in order to permanently delete one’s account. Note that for the sake of this 
screenshot, the “chat dialog” box has been artificially stretched to display the entire 

conversation in one image. However, in reality, the dialog-box had a smaller (and fixed) 
height and participants had to scroll through the box to fully read through the conversation. 
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Figure C26. The uploaded files page of the dark version of the file-exchange system 
(optional screen). This screen is the same within the light version of the system. Participants 
did not have to visit this page in order to accomplish the given task. Within the experiment, 

it was not possible for participants to upload and share any files. 
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Screenshots of the light version of the file-exchange system 

 

 

Figure C27. The invitation page of the light version of the file-exchange system (screen 1). 
Contrary to the dark version, this screen does not contain a dark pattern. 
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Figure C28. The account creation page of the light version of the file-exchange system 
(screen 2). Contrary to the dark version, this screen does not contain a dark pattern. 
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Figure C29. The image inspection page of the light version of the file-exchange system 
(screen 5). Contrary to the dark version, this screen does not contain a dark pattern. 
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Figure C30. The settings page of the light version of the file-exchange system (screen 6). 
Contrary to the dark version, this screen does not contain a dark pattern. 
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Figure C31. The account deletion page of the light version of the file-exchange system 
(screen 7, screenshot A). No equivalent page was present within the dark version of the 

system. 
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Figure C32. The account deletion page of the light version of the file-exchange system 
(screen 7, screenshot B). In contrast to the previous screenshot, this screenshot shows the 
page directly after users clicked on the “confirm account closure” button. No equivalent 

page was present within the dark version of the system. 
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Figure C33. The account deletion page of the light version of the file-exchange system 
(screen 7, screenshot C). In contrast to the previous screenshot, this screenshot shows the 

page after having waited for several seconds, upon which a message was shown that the 
account was permanently deleted. No equivalent page was present within the dark version of 

the system. 
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Screenshots of the dark version of the anti-virus system 

 

 

Figure C34. The desktop screen of the dark version of the anti-virus system (screen 1). This 
screen was the same within the light version of the system. 

 

Figure C35. The first free trial pop-up in the dark version of the anti-virus system (screen 
2). This screen contains a dark pattern of the nagging type. This free trial pop-up was not 
shown within the light version of the system. Note that the word “trial” was misspelled 

within this screen, something that participants might have noticed. 
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Figure C36. The update pop-up in the dark version of the anti-virus system (screen 3). This 
screen was the same within the light version of the system. 

 

Figure C37. The installation introduction page within the dark version of the anti-virus 
system (screen 4). This screen contains a dark pattern of the preselection type. 
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Figure C38. The installation information page within the dark version of the anti-virus 
system (screen 5). Together with several other screens, it features a dark pattern of the forced 

action + sneaking category. 

 

Figure C39. The installation progress page within the dark version of the anti-virus system 
(screen 6). Together with several other screens, it features a dark pattern of the forced action 

+ sneaking category. 
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Figure C40. The installation confirmation page within the dark version of the anti-virus 
system (screen 7). Together with several other screens, it features a dark pattern of the forced 

action + sneaking category. Note that the word “successfully” was misspelled within this 
screen, something that participants might have noticed. 

 

Figure C41. The second free trial pop-up in the dark version of the anti-virus system (screen 
8). This screen contains a dark pattern of the nagging type. This free trial pop-up was not 
shown in the light version of the system. Note that the word “trial” was misspelled within 

this screen, something that the participants might have noticed. 
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Figure C42. The status overview page within the dark version of the anti-virus system 
(screen 9). This screen contains a dark pattern of the toying with emotion type. 

 

Figure C43. One of the several scan pages within the dark version of the anti-virus system 
(screen 10 and beyond, screenshot A). 
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Figure C44. One of the several scan pages within the dark version of the anti-virus system 
(screen 10 and beyond, screenshot B). Together with several other screens, it features a dark 

pattern of the bait and switch type. 

 

Figure C45. One of the several scan pages within the dark version of the anti-virus system 
(screen 10 and beyond, screenshot C). Together with several other screens, it features a dark 

pattern of the bait and switch type. 
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Figure C46. One of the several scan pages within the dark version of the anti-virus system 
(screen 10 and beyond, screenshot D). Together with several other screens, it features a dark 

pattern of the bait and switch type. 

 

Figure C47. One of the several scan pages within the dark version of the anti-virus system 
(screen 10 and beyond, screenshot E). Together with several other screens, it features a dark 

pattern of the bait and switch type. 
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Figure C48. One of the several scan pages within the dark version of the anti-virus system 
(screen 10 and beyond, screenshot F). Together with several other screens, it features a dark 

pattern of the bait and switch type. 

 

Figure C49. One of the several scan pages within the dark version of the anti-virus system 
(screen 10 and beyond, screenshot G). Together with several other screens, it features a dark 

pattern of the bait and switch type. 
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Figure C50. One of the several scan pages within the dark version of the anti-virus system 
(screen 10 and beyond, screenshot H). Together with several other screens, it features a dark 

pattern of the bait and switch type. 

 

Figure C51. One of the several scan pages within the dark version of the anti-virus system 
(screen 10 and beyond, screenshot I). Together with several other screens, it features a dark 

pattern of the bait and switch type. The depicted screen would only be shown if users had 
clicked on the “activate and resolve” button within the previous screen. 
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Figure C52. One of the several scan pages within the dark version of the anti-virus system 
(screen 10 and beyond, screenshot J). Together with several other screens, it features a dark 

pattern of the bait and switch type. The depicted screen would only be shown if users had 
clicked on the “activate and resolve” button two screens earlier. 

 

Figure C53. One of the several scan pages within the dark version of the anti-virus system 
(screen 10 and beyond, screenshot K). Together with several other screens, it features a dark 

pattern of the bait and switch type. 
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Figure C54. The protection page (optional screen). It was not necessary to open this screen 
in order to complete the given task of performing a malware scan. This screen is the same 

within the light version of the system. If users enabled the trial of the premium version 
(during the scan, see Figure C50), then the latter two protection layers would change from 

“disabled” to “enabled” (though only in the dark version as the light version did not ask 
users to enable the premium trial during the scan nor was this possible in any other way). 

 
 
 
 
 
 
 
 
 
 
 
 
 



225 
 

Screenshots of the light version of the anti-virus system 

 

 

Figure C55. The installation introduction page of the light version of the anti-virus system 
(screen 4). Contrary to the dark version, this screen does not contain a dark pattern. 

 

Figure C56. The installation information page of the light version of the anti-virus system 
(screen 5). Contrary to the dark version, this screen does not contain a dark pattern. 
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Figure C57. The installation progress page of the light version of the anti-virus system 
(screen 6). Contrary to the dark version, this screen does not contain a dark pattern. 

 

Figure C58. The installation confirmation page of the light version of the anti-virus system 
(screen 7). Contrary to the dark version, this screen does not contain a dark pattern. Note 

that the word “successfully” was misspelled within this screen, something that participants 
might have noticed. 
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Figure C59. The status overview page of the light version of the anti-virus system (screen 9). 
Contrary to the dark version, this screen does not contain a dark pattern. 

 

Figure C60. One of the several scan pages within the light version of the anti-virus system 
(screen 10 and beyond, screenshot A). Contrary to the dark version, this screen does not 

contain a dark pattern. 
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Figure C61. One of the several scan pages within the light version of the anti-virus system 
(screen 10 and beyond, screenshot B). Contrary to the dark version, this screen does not 

contain a dark pattern. 

 

Figure C62. One of the several scan pages within the light version of the anti-virus system 
(screen 10 and beyond, screenshot C). Contrary to the dark version, this screen does not 

contain a dark pattern. 
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Screenshots of the scope and completion messages within the systems 

 

 

Figure C63. The out-of-scope message that was shown in each system when participants 
tried to access a page or function that was out of the scope of the experiment. Note that this 
message was slightly different for both versions of the anti-virus system (instead of “page or 
function” only “function” was mentioned, and the message had a light grey background). It 

was also slightly different for the chatbot page of the dark version of the file-exchange 
system (“response option” and “option” were used instead of “page and function”, and the 

message had a light blue/grey background). 

 

Figure C64. The completion message that was shown when participants completed the 
given task within any one of the systems. This message would be shown regardless of how 

well participants completed the task (for example, it would also be shown if participants did 
not order the cheapest tickets as possible within the theatre system). 
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