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Abstract

In this paper we will study the use of the Magnus expansion in solving
the Bloch equation. Solving the Bloch equation is a vital step in quanti-
tative MRI methods such as MR-STAT and MR-fingerprinting and is also
necessary for other applications, such as RF pulse design. These applica-
tions require an efficient algorithm for finding a numerical solution of the
Bloch equation. Numerical schemes for approximating the fundamental
solution of the linear differential equation Ẋ = A(t)X(t) are given in a
paper by Blanes et al. [2] and are based on the Magnus expansion. Two
of these methods, which we will call the Taylor scheme and the Gauss-
Legendre scheme, will be covered in this thesis. We will explore the appli-
cability of these methods to solving the Bloch equation and in particular,
to the spinorized Bloch equation (SBE). We will investigate how these
methods perform with respect to approximation errors and computation
time, and how they compare to the commonly used piecewise constant
method. Results indicate that the Magnus series methods require fewer
time steps and less computing time than the piecewise constant method
to reach the same level of accuracy.
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Abbreviations

MRI magnetic resonance imaging

RF radiofrequency

ODE ordinary differential equation

SBE spinorized Bloch equation

PWC piecewise constant method

TS Taylor scheme

GL Gauss-Legendre scheme

GL4 4th order Gauss-Legendre scheme

GL6 6th order Gauss-Legendre scheme
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1 Introduction

Solving the Bloch equation is a crucial step in MRI applications such as quan-
titative MRI imaging techniques, for example MR-STAT or MR-fingerprinting,
and for RF pulse design. For these applications, it is important to be able to
solve the Bloch equation efficiently. As there is no known analytic solution, ex-
cept for in a few specific cases (an example of such a case is given in [8]), it will be
necessary to approximate the solution. Current approximation methods include
the small-flip-angle approximation method [7] and piecewise constant methods
[4]. The latter are methods where the time interval of interest is discretized and
the Bloch equation is taken to be time-independent on each time step. These
types of methods are the most used in practice and can be considered the“state-
of-the-art” solution. However, the drawback of piecewise constant methods is
the necessity to use many time steps in order to get a sufficiently accurate so-
lution. This can be time consuming and it would be desirable to find a more
efficient method.

This thesis will explore the application of Magnus expansion approximation
methods to solving the Bloch equation. Given a system of ordinary differential
equations Ẋ(t) = A(t)X(t), it is possible to express the solution in the form
eΩ(t,t0)X(t0) where Ω(t, t0) =

∑∞
i=1 Ωk(t, t0) is an infinite series. This series is

known as the Magnus expansion and each of its terms is a k-fold integral of
nested commutators involving k operators A(tk). The Magnus expansion can
be used for approximation by truncating the series at an appropriate number
of terms. Two methods will be covered in this thesis. The first will be referred
to as the Taylor Scheme. In this method the system matrix A(t) is replaced
by its Taylor approximation, which significantly simplifies the resulting Magnus
expansion terms. However, for this method it will be necessary to know the
time derivatives of A(t) which is not always possible. For the second method,
which will be referred to as the Gauss-Legendre scheme, it is not necessary to
know the derivatives of A(t). It can be even be used when A(t) is only known at
discrete time points. This method uses univariate integrals to approximate the
Magnus terms from the Taylor Scheme. The univariate integrals can themselves
be approximated by quadrature schemes, such as Gauss-Legendre quadrature.

These two Magnus approximation methods will be applied to the spinorized
Bloch equation (SBE). The spinorized equation gives results equivalent to the
standard Bloch equation when relaxation is not taken into account. It is a 2×2
system of (complex) ordinary differential equations whereas the Bloch equation
is a 3×3 system and so solving the SBE will simplify computations significantly.

The outline of this thesis will be as follows. Section 2 will give the necessary
background theory about the Bloch equation, the spinorized Bloch equation and
the current methods for solving these. Next, Section 3 will give the definition of
the Magnus expansion and a sufficient condition for the convergence of the se-
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ries. The two approximation schemes based on the Magnus expansion and their
implementations are described in Section 4. In Section 5 the performance of the
Magnus series methods are compared to the “state-of-the-art” piecewise con-
stant method in numerical experiments. The results show an acceleration with
respect to the piecewise constant methods. Finally, Section 6 will summarize
the results and discuss what conclusions can be drawn from them.

2 Background Theory

2.1 Bloch equation

Magnetic resonance imaging (MRI) is made possible due to the magnetic prop-
erties of nuclei in the body. Due to the high abundance of hydrogen nuclei,
these are the nuclei usually imaged in MRI. Hydrogen nuclei in the body act as
tiny rotating magnets. The magnetic moment of the nuclei can be described by
a vector, which is oriented along the axis of rotation. We consider an infinitesi-
mal volume positioned at r = (x, y, z)T and we call the net magnetic moment of
the hydrogen nuclei in this volume m = (mx,my,mz)

T . The behaviour of this
magnetization m at position r under an external magnetic field b = (bx, by, bz)

T

is given by the Bloch equation:

dm

dt
=

 −1/T2 γbz(t) −γby(t)
−γbz(t) −1/T2 γbx(t)
γby(t) −γbx(t) −1/T1

m +

 0
0

ρ/T1

 , m(0) =

0
0
ρ

 . (2.1)

The parameters T1, T2 and ρ are tissue dependent quantities and represent lon-
gitudinal relaxation time, transverse relaxation time and proton density, respec-
tively. The differences in these parameters depending on the tissue type, are
what make the contrast in MR images. The remaining quantity is the gyromag-
netic ratio of hydrogen nuclei, γ = 4258 Hz/Gauss.

In MRI, the z-axis is defined as the feet-head direction of the patient and is called
the longitudinal direction. Along this direction, the main magnetic field B0 is
applied. This field is strong, usually between 1.5 and 3 Tesla in clinical MRI
scanners. It is also uniform in space (ignoring field inhomogeneities) and time
independent. When only this main field is applied, the magnetic moments of the
hydrogen nuclei align themselves along B0 into an equilibrium state (0, 0, ρ)T .
Note that this is also the initial condition assumed in equation (2.1). A gradient
field can also be applied along the z-axis, which is used in MRI for spatial
encoding, i.e., for determining the contribution to the measured signal from a
given location in the body. The gradient field is thus spatially dependent and
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can be represented by a vector function G(t) = (gx(t), gy(t), gz(t)) Gauss/cm.
The strength of the gradient field at a given location r at time t is given by
G(t) · r Gauss.

The magnetization perpendicular to the z-axis is called the transverse magne-
tization and can be compactly denoted by MT := mx + imy. In MRI, it is
only possible to detect and measure magnetization in the transverse plane. To
this end, one can apply radiofrequency (RF) pulse perpendicular to the z-axis
to drive the magnetization out of equilibrium and obtain a non-zero transverse
component MT that can be measured. The angle by which the magnetization
is rotated due to the application of the RF pulse is called the flip angle. Com-
monly used RF pulses in practice are sinc, windowed sinc and Gaussian shaped
pulses.

The application of these external fields induces a rotation of m about b =
(bx, by, B0+G·r)T of frequency γ‖b‖ Hz. The magnetization also decays back to
its equilibrium state. The time for which it takes the longitudinal magnetization
to be restored to approximately 63% of its equilibrium value is given by the
longitudinal relaxation time, T1. Typical values of T1 in tissue of the body range
between 100 and 5000 ms. The speed of decay of the transverse magnetization
back to 37% of its equilibrium value is determined by the transverse relaxation
time, T2. This is typically between 10 and 1000 ms.

The strength of the main magnetic field, B0, is much greater compared to the
strength of the RF pulses and gradient field. Taking it into account when solving
the Bloch equation numerically can lead to large round-off errors. Therefore,
we will work in the so-called rotating reference plane where the transverse axes
are assumed to rotate with frequency γ‖B0‖ about the z-axis. In this reference
plane, the rotation induced by B0 can be ignored.

The process of creating an MRI image begins with applying the main field
B0 and letting the magnetization reach its equilibrium state. The next step
is usually to alternately apply RF pulses and gradient fields. An RF pulse
drives the magnetization into some desired state and then the gradient fields
are used to collect spatially dependent measurements which can be used to
construct a final image. In 2D imaging, a so-called slice selective gradient is
applied simultaneously with the RF pulses. This is a gradient applied in a given
direction which makes it possible to only excite nuclei within a desired slice of
the body.

Some simplifying assumptions will be made in this thesis. First, we will assume
that the RF pulse is aligned with the x-axis, i.e., that by(t) = 0. We will
denote this RF pulse by f(t) := bx(t). We will also assume that the slice
selective gradient is constant and for simplicity of notation we will assume it
only has a z-component. We will therefore denote the slice selective gradient
by bz. We will focus on solving the Bloch equation during the application of
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the RF pulse, f(t), which is usually of order O(1) ms. Since T1 and T2 are
between about 10 to 5000 times longer than the duration of the RF pulse,
we will ignore the relaxation effects during pulses, i.e., we will assume infinite
relaxation times during pulses. Finally, we will also assume ρ = 1 and therefore
have initial condition m0 = (0, 0, 1)T . Putting all of these assumptions together,
the resulting form of the Bloch equation that will be considered is:

dm

dt
=

 0 γbz 0
−γbz 0 γf(t)

0 −γf(t) 0

m, m(0) =

0
0
1

 . (2.2)

The goal will be to compute the magnetization at time T , where [0, T ] is the
duration of an RF pulse, for any given longitudinal coordinate z. Note that for
each longitudinal coordinate we have a different ODE since bz is dependent on
z.

2.2 Spinorized Bloch equation (SBE)

In this thesis, we will apply the approximation methods to the spinorized Bloch
equation (SBE) instead of the standard Bloch equation given in equation (2.2).
The spinorized Bloch equation is a complex-valued ordinary differential equa-
tion. When infinite relaxation times are assumed, it gives results equivalent to
the Bloch equation, i.e., the solution of the Bloch equation can be constructed
from the solution of the spinorized Bloch equation and vice versa [9]. The
spinorized Bloch equation is a 2 × 2 system of (complex) ordinary differential
equations instead of a 3× 3 system. Therefore, solving the spinorized form will
simplify computations significantly.

The spinorized Bloch equation, when the assumptions outlined in Section 2.1
are made, is given by [9]:

d

dt
ψ(t) = i

1

2
γ

(
bz f(t)
f(t) −bz

)
ψ(t), (2.3)

= B(t)ψ(t), (2.4)

where ψ(t) = [u(t), v(t)]T ∈ C2 is called a spinor. The magnetization at time t
is obtained from the spinor as:

m(t) = ψ†(t)

σ1

σ2

σ3

ψ(t),

= [u∗v + v∗u,−i(u∗v − v∗u), u∗u− v∗v]T ,
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where ψ† is the complex transpose of ψ and u∗, v∗ are the complex conjugates
of u and v, respectively. The σi’s represent the Pauli spin matrices:

σ1 =

(
0 1
1 0

)
, σ2 =

(
0 −i
i 0

)
, σ3 =

(
1 0
0 −1

)
.

Similarly, the spinor can be constructed from the magnetization by computing
[5]:

ψ(t) =

(√
M cos(θ/2)e−i(φ/2)
√
M sin(θ/2)ei(φ/2)

)
,

where M = ‖m(t)‖2, φ = arctan(my/mx) and θ = arccos(mz/M).

Using these formulas we can convert magnetization to the corresponding spinor,
and vice versa, as necessary.

2.3 Solving the Bloch equation

2.3.1 Exact solutions

There is no known general analytical solution for the Bloch equation. However,
an analytical solution can be found when some specific assumptions are made.
For example, consider the following simple cases:

1. Time-independent field. In the case where the applied external field
is time-independent, i.e., bz and f(t) are constant, the spinorized Bloch
equation is given by:

d

dt
ψ(t) = i

1

2
γ

(
bz f
f −bz

)
ψ(t) = Bψ(t),

and it can be easily verified that ψ(t) = eBtψ0 is a solution to this equation.

2. Time-dependent RF pulse & no applied gradient. In the case that
only an RF pulse is applied and no gradient, i.e., bz = 0, the spinorized
Bloch equation is given by:

d

dt
ψ(t) = i

1

2
γ

(
0 f(t)
f(t) 0

)
ψ(t).

Using the derivative of the matrix exponential and the fact that B(ti) and

B(tj) commute for all i, j, it can be verified that ψ(t) = e
∫ t
0
B(τ)dτψ0 when

f(t) is integrable.
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When a time-dependent RF pulse and a constant gradient are applied, the
solution is only known for a few specific RF pulses. For instance, for a hyperbolic
secant pulse which is used in some MRI applications, the solution is given in [8].
However, for sinc, windowed sinc and Gaussian pulses there is no known exact
solution. Therefore, since these are the most commonly used RF waveforms and
since we want to assume a time-dependent RF pulse and non-zero gradient, we
will need to use approximation methods.

2.3.2 Small flip angle approximation

For small flip angles, up to around π/2, the following approximation method
from [7] can be used to predict the shape of the slice profile after the applica-
tion of given RF pulse, f(t), on a range of spatial positions z ∈ [z1, z2]. We
can approximate mz by 1, since we can assume for small flip angles that the
longitudinal magnetization does not deviate much from its equilibrium state.
Then we can write a single complex-valued differential equation involving the
transverse magnetization:

dMT

dt
= −iγbzMT (t) + iγf(t),

where the initial state is assumed to be m(0) = (0, 0, 1)T . This equation can be
solved for t = T to obtain

MT (bz;T ) = iγ

∫ T

0

eibzsf(s)ds.

We can see from the above formula that we can predict the shape of the slice
profile by considering the shape of the inverse Fourier transform of the applied
RF pulse. The slice profile is the plot of ‖MT ‖ against z.

2.3.3 Piecewise constant methods

The idea of piecewise constant methods is to divide the time interval of interest,
[0, T ], into smaller time steps [ti, ti+1]. Here i = 0, . . . , N − 1 and N is the
number of time steps used. Let h = T/N be the length of the time steps and
assume B(t) = B(ti), i.e., that B(t) is constant on [ti, ti+1]. The spinorized
Bloch equation on this interval is then

dψ

dt
= B(ti)ψ(t), ψ0 = ψ(ti),
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which we know from Section 2.3.1 has solution ψ(t) = e
∫ t
0
B(ti)dtψ(ti) = eB(ti)tψ(ti).

The spinor at the end of the time interval is ψ(ti+1) = eB(ti)hψ(ti). Using this
as the initial condition for the next time interval, we can make an iterative
scheme:

ψi+1 ← eB(ti)hψi, i = 0, . . . N − 1,

where ψj := ψ(tj). This simple scheme will be referred to by the abbreviation
PWC in the rest of the paper. Although we will only use this simple imple-
mentation, more sophisticated approximation methods based on this simple
piecewise constant scheme are possible. For example, [4] is a piecewise constant
scheme which can also simulate relaxation during pulses and can take B0 field
inhomogeneities into account.

3 Magnus expansion

3.1 Definition and derivation

Suppose we have a system of n homogeneous linear ordinary differential equa-
tions (ODEs) of the following form:

dx

dt
= B(t)x(t), x(t0) = x0. (3.1)

The fundamental solution of this system is obtained as the solution X(t, t0) of:

dX

dt
= B(t)X(t), X(t0) = I, (3.2)

and the solution of (3.1) is given by x(t) = X(t, t0)x0.

First, let us consider the case thatB(ti) andB(tj) commute, i.e., thatB(ti)B(tj) =
B(tj)B(ti), for all pairs of time points (ti, tj). This is always the case, for in-
stance, when B(t) is time-independent or a scalar function. In this case, the
solution of (3.2) can be verified to be:

X(t, t0) = e
∫ t
t0
B(τ)dτ

. (3.3)

However, in the general case where B(ti) and B(tj) do not commute, this is
not necessarily the solution. In order to still write the solution as a matrix
exponential, we would need to correct the exponent. It is shown in [6] that
under certain conditions the solution can be locally written in the form eΩ(t,t0),
where

Ω(t, t0) =

∞∑
k=1

Ωk(t, t0). (3.4)
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The terms, Ωk, are each k-multivariable integral functions involving linear com-
binations of nested commutators. The commutator function for arbitrary ma-
trices M,N is defined as [M,N ] = MN −NM . When the matrices M and N
commute, we have [M,N ] = 0. The operator Ω(t, t0) and its matrix exponential
are known as the Magnus expansion of the solution X(t, t0).

The Magnus expansion terms are derived by first plugging the desired solution
form X = eΩ into the original fundamental equation (3.2). Using identities
involving the derivative of the matrix exponential, it can be shown that the
following ODE in terms of Ω is obtained (an accessible proof for this is given in
[1]):

dΩ

dt
=

∞∑
j=0

βj
j!

(adΩ)jB, Ω(t0 = 0) = 0. (3.5)

In this equation, βj are the Bernoulli numbers and adΩ denotes the adjoint
operator defined as follows:

ad0
ΩB = B, adΩ(B) = [Ω, B] = ΩB −BΩ, adjΩB = adΩ(adj−1

Ω B).

A general formula for the nth Magnus series term can be obtained by substi-
tuting Ω =

∑∞
k=1 ε

kΩk and εB, for some parameter ε into (3.5). By equating
powers of ε and setting ε = 1, we get the following general formula [1]:

Ωn(t) =

n−1∑
j=0

βj
j!

∫ t

0

S(j)
n (τ)dτ, n ≥ 1 (3.6)

where the functions S
(j)
n satisfy the recurrence relation

S
(0)
1 = B, S(0)

n = 0, n > 1,

S(j)
n =

n−j∑
m=1

[
Ωm, S

(j−1)
n−m

]
, 1 ≤ j ≤ n− 1.

(3.7)

From this recurrence relation we get the Magnus expansion terms:

Ω1(t) =

∫ t

0

B(t1)dt1,

Ω2(t) =
1

2

∫ t

0

dt1

∫ t1

0

dt2[B(t1), B(t2)], (3.8)

Ω3(t) =
1

6

∫ t

0

dt1

∫ t1

0

dt2

∫ t2

0

dt3

[
B(t1), [B(t2), B(t3)]

]
+
[
B(t3), [B(t2), B(t1)]

]
,

etc. Note that when [B(ti), B(tj)] = 0, the solution equals eΩ1 , which is indeed
the solution given in (3.3) for the case that B(ti) and B(tj) commute.
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3.2 Convergence

We have established that the solution of (3.2) can locally be written in the
form X(t) = eΩ(t) with Ω(t) =

∑∞
k=1 Ωk(t), under certain conditions. Now we

would like to know when we can expect convergence. A sufficient condition for
convergence is given in the following theorem [3].

Theorem 1. Let
dX

dt
= B(t)X(t), X(t0) = I,

be a differential equation defined on a Hilbert space H with B(t) a bounded,
linear operator on H. Then the corresponding Magnus expansion converges for
all t satisfying

K(t) ≡
∫ t

0

‖B(τ)‖dτ < π,

where ‖ · ‖ denotes the operator norm.

Therefore, under certain conditions on the system matrix B(t), the Magnus
expansion converges locally. This suggests the use of an iterative approximation
scheme:

x(ti+1) = exp

(
n∑
k=1

Ωk(ti+1, ti)

)
x(ti). (3.9)

In this scheme, the Magnus expansion is truncated to some appropriate number
of terms n. Also, the time interval of interest, [0, T ], is divided into N time
steps such that convergence of the expansion is guaranteed on each time interval
[ti, ti+1] for i = 0, . . . , N−1. This is done by ensuring that the length of the time
interval is “short enough” so that K(t) < π is satisfied on the whole interval.

3.3 Relation to the Bloch equation

The goal of the rest of the thesis will be to apply approximation schemes based
on Magnus expansion theory to the Bloch equation. These schemes will be
described in the next section. Now, we establish the convergence conditions of
the Magnus expansion corresponding to the spinorized Bloch equation.

The spinorized Bloch equation is an ODE of the form:

d

dt
ψ(t) = i

1

2
γ

(
bz f(t)
f(t) −bz

)
ψ(t), ψ(t0) = ψ0,

with fundamental equation:

d

dt
Ψ(t) = i

1

2
γ

(
bz f(t)
f(t) −bz

)
Ψ(t), Ψ(t0) = I.
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The ODE is defined on a Hilbert space, since Ψ(t) is in the space of complex
matrices. Also, the system matrix

B(t) = i
1

2
γ

(
bz f(t)
f(t) −bz

)
,

is bounded if the functions bz and f(t) are bounded. These functions represent
gradient pulses and RF pulses created by an MRI scanner which are bounded.

We have

‖B(t)‖ =
1

2
γ
√
b2z + f(t)2,

so the Magnus expansion corresponding to Ψ(t) converges for t such that

K(t) =

∫ t

0

1

2
γ
√
b2z + f(τ)2dτ < π.

The length of this convergence interval for a given bz and f(t) can easily be
determined numerically, as shown in the following example.

Example 1. Let f(t) = a sinc(bt− c), with a = 0.15, b = 3000 and c = 3. Also,
let gz be a gradient of strength gz = 0.3 G/cm, so that for spatial grid point z
cm we have bz = 0.3z G. For a given spatial position z, we can compute K(t)
on a time interval and determine t∗ such that K(t) < π for t ∈ [0, t∗]. If we
do this for z = 0.1, 0.5, 1 and 2 cm, we get t∗ = 2.2, 0.77, 0.39 and 0.19 ms,
respectively (to the nearest hundredth of a millisecond). These results are shown
in Figure 1.

The length of the convergence interval depends on the strength of the applied
magnetic field, i.e., the magnitudes of bz and f(t). It is clear from the formula
for K(t) that the convergence interval will be shorter for a stronger applied
magnetic field. In this example f(t) is fixed, so the length of the convergence
interval only depends on bz. We see that a greater bz gives a shorter convergence
interval and that doubling bz results in approximately halving the convergence
interval. In this example the function K(t) grows approximately linearly with t.
This is because the values of bz for the four chosen positions z are much larger
compared to the values of f(t) and so

√
b2z + f(t)2 ≈ bz.
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Figure 1: K(t) plotted against t for f(t) = 0.05 sinc(3000t− 3)

4 Approximation schemes based on the Magnus
expansion

In the previous section we saw that the Magnus expansion can be used to ap-
proximate the solution of a fundamental ODE, and more specifically, of the
spinorized Bloch equation by using an approximation scheme that has the gen-
eral form shown in equation (3.9). The goal of this section is to explore how to
apply this idea as a practical, numerical approximation scheme. The naive idea
that first comes to mind is to simply evaluate the expressions for the Magnus
terms given in (3.8). This could be done, for instance, by approximating the
integrals by discrete sums. However, it is clear to see that this approach would
be increasingly and, after only the first few terms, prohibitively cumbersome
and inefficient.

The two approaches that will be considered in this thesis are both based on
taking a Taylor expansion of the system matrix B(t). In the first approach,
presented in [2] and which we will call the Taylor scheme (TS), the Ωi terms are
computed using the Taylor expansion of B(t) instead of B(t) itself. The terms
turn out to be much simpler and readily useable expressions, provided the time
derivatives of B(t) are known. The second approach, which is also presented in
[2] and which will be referred to as the Gauss-Legendre scheme (GL), aims to
reproduce the Ωi’s obtained from TS in terms of univariate integrals involving
B(t). These univariate integrals can be approximated using numerical quadra-
tures, for instance with Gauss-Legendre quadrature. Therefore, in this scheme
it is not necessary to know the time derivatives of B(t), only the evaluations of
B(t) at the quadrature points are needed. Both of these approaches, and their
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practical implementations in solving the Bloch equation, will be the focus of
this section.

4.1 Description of the Taylor scheme

As already mentioned, the idea of this method is to compute a Taylor approxi-
mation of the system matrix, B(t), and to compute the corresponding Magnus
expansion terms. The Taylor expansion is taken around the mid-point of the
time interval t1/2 = t0 + h

2 , where h is the length of the time-step. The mth
degree Taylor expansion of B(t) around t1/2 is given by:

Bm(t) =

m∑
j=0

bj(t− t1/2)j , where bj =
1

j!

djB(t)

dtj
|t=t1/2 . (4.1)

The matrix Bm(t) is then substituted into (3.6)-(3.7) to obtain the Magnus
expansion corresponding to the ODE with system matrix Bm(t). For the 6th

degree Taylor expansion of B(t), the terms below are obtained [2] for Ω̂k(t0 +

h, t0). The terms are denoted by just Ω̂k for simplicity of notation:

Ω̂1 =hb0 + h3 1

12
b2 + h5 1

80
b4 + h7 1

448
b6,

Ω̂2 =h3−1

12
[b0, b1] + h5(

−1

80
[b0, b3] +

1

240
[b1, b2])

+ h7(
−1

448
[b0, b5] +

1

2240
[b1, b4]− 1

1344
[b2, b3]), (4.2)

Ω̂3 =h5(
1

360
[b0, b0, b2]− 1

240
[b1, b0, b1]) + h7(

1

1680
[b0, b0, b4]

− 1

2240
[b0, b1, b3] +

1

6720
[b1, b1, b2] +

1

6048
[b2, b0, b2]− 1

840
[b3, b0, b1]),

Ω̂4 =h5 1

720
[b0, b0, b0, b1] + h7(

1

6720
[b0, b0, b0, b3]− 1

7560
[b0, b0, b1, b2]

+
1

4032
[b0, b2, b0, b1] +

11

60480
[b1, b0, b0, b2]− 1

6720
[b1, b1, b0, b1]),

Ω̂5 =h7(− 1

15120
[b0, b0, b0, b0, b2]− 1

30240
[b0, b0, b1, b0, b1] +

1

7560
[b1, b0, b0, b0, b1]),

Ω̂6 =h7 −1

30240
[b0, b0, b0, b0, b0, b1].

In these equations, the notation Ω̂k is used to indicate that the terms are approx-
imations of the Ωk’s corresponding toB(t). Furthermore, [bi1 , bi2 , . . . , bi`−1

, bi` ] :=
[bi1 , [bi2 , [. . . , [bi`−1

, bi` ] . . .]]] is used to represent the nested commutators. Since
Bm(t) is a polynomial matrix, the expressions for the Magnus terms end up
being fairly simple and readily computable. However, computing the terms is
computationally expensive because evaluating each commutator involves two
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matrix-matrix multiplications, and therefore, computing [bi1 , bi2 , . . . , bi`−1
, bi` ]

involves 2(` − 1) matrix-matrix multiplications. In the context of solving the
Bloch equation for MRI applications, it is possible to avoid these multiplications
by precomputing the Ω̂k terms. This is shown in the following section.

Once the Ω̂k terms are computed, the next step is to take the matrix exponential
of
∑n
k=1 Ω̂k(t0 + h, t0) and to multiply this by x(t0) to get an approximation of

x(t0 + h). This process can be repeated iteratively to obtain an approximation
of x(tN ), where tN = T is the end time point of a time interval of interest [0, T ].
Recall that it is necessary to pick the length of the time steps, h, so that the
convergence condition in Theorem 1 is satisfied on [ti, ti + h]. An outline of the
Taylor scheme is shown in Algorithm 1.

Algorithm 1 Taylor scheme with 6 terms

Input: t0, x(t0), h,N, n
Output: x(tN )

1: t1/2 ← t0 + h
2

2: for i = 0, . . . , N − 1 do
3: compute bj(t1/2) for j = 0, . . . , 6

4: compute Ω̂k(ti + h, ti) for k = 1, . . . , n

5: compute X̂ ← exp
(∑n

k=1 Ω̂k(ti + h, ti)
)

6: update x(ti + h)← X̂x(ti)
7: update ti ← ti + h, t1/2 ← ti + h

2
8: end for

Now we attempt to understand the behaviour of the error of the method. Note
that we have error in the Ω̂k terms coming from the Taylor approximation of
B(t) and that we have error in the approximation of Ω due to truncating the
Magnus series. We would therefore like to know how the error from the Taylor
approximation affects the final approximation error of X(t0 + h, t0), and we
would like to know how to decide where to truncate the series.

We take a 6th degree Taylor expansion of B(t) and so we have that the Taylor
approximation error is of order 7, i.e., B(t) = B6(t) + O(h7). Therefore, we
have

Ω1 =

∫ t0+h

t0

B6(t) +O(h7)dt = Ω̂1 +O(h8). (4.3)

Since the rest of the Ωi terms will involve only the same powers of h and higher
than as in Ω1, we see that the Ω̂k terms have approximation error of order 8,
i.e., Ωk = Ω̂k +O(h8).

We will now consider the truncation error. Looking at equations (4.2), we see
that we only have terms involving odd powers of h. This is because the function
Bm(t) is symmetric around t1/2 in the interval Ih = [t0, t0 + h] and so when
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computing the Ω̂k terms, the even powers of h cancel out. However, we still need
to take the even powers of h into account when computing the approximation
error. This is because B(t) is not necessarily symmetric around t1/2 and so the
exact Ωk terms computed using B(t) still involve even powers of h. For instance,

if we approximate Ω by Ω̂1 we see from equations (4.2) that the remaining Ω̂k
terms are of order O(h3) and higher. We are also missing the terms of order
O(h2) lost due to the Taylor approximation. Putting this together, we have

Ω = Ω̂k +O(h2).

More generally, from the definitions of the Magnus terms and the fact that
the Taylor expansion is polynomial, we have Ω̂2n+1 = O(h2n+3) for n ≥ 1 [2].

We have
∑2n−2
k=1 Ω̂k = Ω + O(h2n) and

∑2n−1
k=1 Ω̂k = Ω + O(h2n) for n ≥ 2

[2]. In other words, the order of approximation is 2n whether taking 2n− 2 or
2n− 1 terms and so it will make sense to only take an even number of terms in
approximating the Magnus series.

Therefore, if we use a 6th degree Taylor expansion we can approximate the
Magnus series up to order 2 by taking one term, up to order 4 by taking two
terms, up to order 6 by taking four terms and up to order 8 by taking six terms.
Up to order 8, the error from the Taylor approximation is negligible compared
to the truncation error. If we wanted to make higher order approximations than
this, we would need to take a more accurate Taylor approximation.

Furthermore, consider

exp(Ω(t0 + h, t0)) = exp(

n∑
k=1

Ω̂k(t0 + h, t0) +O(h`)),

= I + (

n∑
k=1

Ω̂k(t0 + h, t0) +O(h`))+

1

2
(

n∑
k=1

Ω̂k(t0 + h, t0) +O(h`))2 + . . . ,

= exp(

n∑
k=1

Ω̂k(t0 + h, t0)) +O(h`).

This means that approximating the Magnus series up to a certain order `− 1 is
equivalent to approximating X(t0 +h, t0) up to that same order. We will see in
Section 4.1.1 that in the context of solving the Bloch equation, we can use an
exact formula for computing the matrix exponential. Deciding where to truncate
the Magnus series will be a trade-off between desired accuracy and computation
time, since each added Magnus series term means more computations per time
step.

18



4.1.1 Implementation

It is possible to avoid computing the nested commutators by pre-computing
the Ω̂k’s in terms of the time derivatives of B(t). The system matrix for the
spinorized Bloch equation has the form:

B(t) = i
1

2
γ

(
bz f(t)
f(t) −bz

)
,

where bz represents a gradient pulse . Since we only consider constant gradient
pulses in this thesis, all time derivatives of bz are zero. Let

pj(t1/2) =
djf(t)

dtj
|t=t1/2 .

Then we have

bj(t1/2) =
iγ

2(j!)

(
0 pj(t1/2)

pj(t1/2) 0

)
,

for integers j ≥ 1.

The matrices bj have zeros on the diagonals and the same term on the anti-
diagonals. This structure allows for fairly compact expressions of the Magnus
terms. The general expressions for the terms are computed using Mathematica
by substituting the bj matrices into the formulas (4.2). The resulting terms are:

Ω̂1 = gh

(
bz f
f bz

)
+ g
(h3

24
p2 +

h5

1920
p4 +

h7

322560
p6

)(0 1
1 0

)
,

Ω̂2 = g2bz(
h3

6
p1 +

h5

240
p3 +

h7

26880
p5)

(
0 −1
1 0

)
, (4.4)

Ω̂3 = g3bz

[
(
h5

180
p2 +

h7

10080
p4)

(
−f bz
bz f

)
+ (

h5

60
p2

1 −
h7

6048
p2

2 +
h7

1260
p1p3)

(
1 0
0 −1

)]
,

Ω̂4 = g4bzh
5
[b2z + f2

90
p1 + h2(

b2z + f2

5040
p3 +

11f

15120
p1p2 −

1

840
p3

1)

(
0 1
−1 0

)]
,

Ω̂5 = g5bzh
7
[
(
b2z + f2

1890
p2 +

f

1890
p2

1)

(
f −bz
−bz −f

)
+

2(b2z + f2)

945
p2

1

(
−1 0
0 1

)]
,

Ω̂6 = g6bzh
7 (b2z + f2)2

945
p1

(
0 −1
1 0

)
,

where the functions f and pj are all evaluated at t1/2 and g := i 1
2γ. Now,

at each time step the matrix-matrix multiplications from equation (4.2) are
replaced by mere scalar operations. However, it is also necessary to compute
the time derivatives of f(t) at t1/2 at each time step. Depending on the function
f(t), i.e., depending on the shape of the applied RF pulse, we can precompute
closed-form expressions for the time derivatives. Then at each time step, we can
just evaluate these expressions at t1/2. This is possible, for instance, when f(t)
is a sinc or Gaussian pulse.
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From looking at equation (4.4) it is clear that all of the Magnus terms (when
applying TS to the spinorized Bloch equation) have the following form:(

a b
c −a

)
for which the matrix exponential has the following simple analytical expression:

e−S

2S

(
aM + SP bM

cM −aM + SP

)
(4.5)

with S :=
√
a2 + bc, M := −1 + e2S and P := 1 + e2S . Therefore, the compu-

tation of the matrix exponential also reduces to a number of scalar operations
and that the matrix exponential is exact up to machine precision.

4.2 Description of Gauss-Legendre schemes

The idea of the Gauss-Legendre scheme, presented in [2], is to introduce the
following univariate integrals:

I(i) =
1

hi+1

∫ h/2

−h/2
tiB(t+

h

2
)dt, t = 0, 1, 2, . . . , (4.6)

and to rewrite the expressions of Ω̂k from equation (4.2), in terms of these
integrals, I(i).

If we substitute the 6th degree Taylor approximation of B(t) into (4.6), for
i = 0, 1, 2 we get [2]:

I(0) = b0 +
1

12
h2b2 +

1

80
h4b4 +

1

448
h6b6,

I(1) =
1

12
hb1 +

1

80
h3b3 +

1

448
h5b5, (4.7)

I(2) =
1

12
b0 +

1

80
h2b2 +

1

448
h4b4 +

1

2304
h6b6.

By comparing these expressions to the expressions in equation (4.2), it is clear to

see that Ω̂1 = hI(0). For arbitrary matrices we have the following commutator
identities: [A+B,C+D] = [A,C]+[A,D]+[B,C]+[B,D] and [A,B] = −[B,A].
For arbitrary scalars, we have [αA, βB] = αβ[A,B]. Using these identities, it is
easy to verify that

Ω̂2 = −h2[I(0), I(1)] +O(h9).

We then have, eΩ = ehI
(0)−h2[I(0),I(1)] + O(h4), where the error is dominated

by the error from truncating the series. A 4th order approximation scheme
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is therefore given by using the approximation Ω = Ω̂1 + Ω̃2 + O(h4), where
Ω̃2 = −h2[I(0), I(1)]. The authors of [2] used this same idea to devise a 6th
order approximation scheme. They found that:

Ω̂1 = hI(0),

Ω̃2 = h2[I(1),
3

2
I(0) − 6I(2)] = Ω̂2 +O(h9), (4.8)

Ω̃3 + Ω̃4 = h2[I(0), [I(0),
1

2
hI(2) − 1

60
Ω̃2]] +

3

5
h[I(1), Ω̃2] = Ω̂3 + Ω̂4 +O(h9)

and therefore, eΩ̂ = eΩ1+Ω̃2+Ω̃3+Ω̃4 + O(h6). Again, the error is dominated by
the error from truncating the Magnus series.

In order to use these schemes as a practical algorithm, it is necessary to evaluate
or approximate the integrals I(i). When it is not possible to evaluate the inte-
grals analytically, a quadrature scheme could be used instead. The authors of
[2] suggest using a Gauss-Legendre scheme. Let Bi = B(ti + h

2 ) and t1 = −vh,

t2 = 0, and t3 = vh be the quadrature nodes, with v =
√

3/20. A 6th order
approximation of the integrals I(i) for i = 0, 1, 2 is given by:

Î(0) =
1

18
(5S1 + 8S2) = I(0) +O(h6),

Î(1) =

√
15

36
R1 = I(1) +O(h6), (4.9)

Î(2) =
1

24
S1 = I(2) +O(h6),

where S1 = B1+B3, S2 = B2, and R1 = B3−B1. The error from the quadrature
scheme is the same as the truncation error in the 6th order scheme described
above. Therefore, if we use these integral approximations when implementing
the scheme, we will still obtain a 6th order approximation.

Algorithm 2 Gauss-Legendre scheme: 4th order

Input: t0, x(t0), h,N,m
Output: x(tN )

1: v ←
√

3/20
2: t2 ← t0, t1 ← t0 − vh, t3 ← t0 + vh
3: for i = 0, . . . , N − 1 do
4: evaluate B1 ← B(t1 + h/2), B2 ← B(t2 + h/2), B3 ← B(t3 + h/2)
5: compute S1 ← B1 +B3, S2 ← B2, R1 ← B3 −B1

6: compute Î(0) ← (1/18)(5S1 + 8S2), Î(1) ← (
√

15/36)R1

7: compute Ω̃1 ← hÎ(0), Ω̃2 ← −h2[Î(0), Î(1)]
8: update x(ti + h)← exp

(
Ω̃1 + Ω̃2

)
x(ti)

9: update t2 ← t2 + h, t1 ← t2 − vh, t3 ← t2 + vh
10: end for
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Algorithm 3 Gauss-Legendre scheme: 6th order

Input: t0, x(t0), h,N,m
Output: x(tN )

1: v ←
√

3/20
2: t2 ← t0, t1 ← t0 − vh, t3 ← t0 + vh
3: for i = 0, . . . , N − 1 do
4: evaluate B1 ← B(t1 + h/2), B2 ← B(t2 + h/2), B3 ← B(t3 + h/2)
5: compute S1 ← B1 +B3, S2 ← B2, R1 ← B3 −B1

6: compute Î(0) ← (1/18)(5S1 + 8S2), Î(1) ← (
√

15/36)R1,

Î(2) ← (1/24)S1

7: compute Ω̃1, Ω̃2, Ω̃3, Ω̃4 using equations (4.8)
8: update x(ti + h)← exp

(
Ω̃1 + Ω̃2 + Ω̃3 + Ω̃4

)
x(ti)

9: update t2 ← t2 + h, t1 ← t2 − vh, t3 ← t2 + vh
10: end for

4.2.1 Implementation

The first step of the Gauss-Legendre schemes is to evaluate the matrices Bi for
i = 1, 2, 3. Let fi = f(ti + h

2 ) and g = i 1
2γ. Then, for the spinorized Bloch

equation we have:

Bi = B(ti +
h

2
) = g

(
bz fi
fi −bz

)
.

As in the Taylor scheme, we will see that it is possible to pre-compute the
Ω̃i terms so that the costly matrix-matrix multiplications are replaced by just
scalar operations. Using the equations for the integrals Î(0) given in (4.9), it is
easy to compute these by hand or with the help of Mathematica:

Î(0) = g

(
bz

1
18 (5(f1 + f3) + 8f2)

1
18 (5(f1 + f3) + 8f2) −bz

)
,

Î(1) =
g

12

√
5

3

(
0 f3 − f1

f3 − f1 0

)
, (4.10)

Î(2) =
g

12

(
bz

1
2 (f1 + f3)

1
2 (f1 + f3) −bz

)
.

Using these, it is possible to compute Ω̂1 = hÎ(0) and Ω̃2 = −h2[Î(0), Î(1)] for
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the 4th order Gauss-Legendre scheme:

Ω̂1 = gh

(
bz

1
18 (5f1 + 8f2 + 5f3)

1
18 (5f1 + 8f2 + 5f3) −bz

)
,

Ω̃2 = g2h2

 0 1
6

√
5
3bz(f1 − f3)

1
6

√
5
3bz(f3 − f1) 0

 .

(4.11)

Similarly, using equations (4.8) it is possible to compute the Ω̃i terms for the
6th order Gauss-Legendre scheme. The first two terms are equal to the terms
given above in equation (4.11). The sum of the third and fourth terms are given
as follows:

Ω̃3 + Ω̃4 =
bzg

3h3

486

(
−FG+ 27

2 H
2 K−

K+ FG− 27
2 H

2

)
where F := f1 − 2f2 + f3, G := 5f1 + 8f2 + 5f3, H := f1 − f3 and K± :=

1
180 (3240Fbz ±

√
15H(324b2z +G2)gh).

As in the Taylor scheme, the Ω̃i terms end up having the form:(
a b
c −a

)
so the exact formula given in equation (4.5) can be used to compute the matrix
exponential. Again, the computations needed to compute the matrix exponen-
tial reduces to only a number of scalar operations.

5 Numerical experiments

This goal of this section is to describe and present the numerical experiments
performed to test the approximation schemes outlined in Section 4 . Three
numerical experiments will be covered.

In the first two numerical experiments, for a given starting condition m0 and a
spatial grid along the z-direction, the goal is to approximate the magnetization
at each point in the spatial grid at the end of the RF pulse. In other words, the
goal is to approximate the solution of

dψ

dt
= i

1

2
γ

(
bz f(t)
−f(t) bz

)
ψ(t), (5.1)

at time t = T , where T is the duration of the RF pulse. Note that we will work
with the spinor representation of the magnetisation. In the first experiment, the
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RF pulse f(t) will be defined analytically and we will consider the cases that
f(t) is a sinc, Gaussian and windowed sinc pulse. These are the most used pulse
shapes in practice. In the second experiment, the RF pulse will be a windowed
sinc pulse sampled on discrete time points where the analytic definition of the
pulse is also known. The samples of the windowed sinc pulse on these discrete
time points are taken from an actual scanner pulse. In both experiments the
MATLAB function ODE45, with relative and absolute tolerance set to 10−12, is
used to compute what we will call the ground truth solution. The ground truth
solution is based on the analytic definitions of the pulses in both experiments.
The error of the approximations computed using the methods of Section 4 will
be calculated with respect to this solution. Furthermore, their accuracy and
computational efficiency will be compared to the “state-of-the-art” piecewise
constant method (PWC).

The third numerical experiment will consider a sequence of 100 repeated RF
pulses. Again, the main goal will be to solve equation (5.1) but now relaxation as
well as a refocussing gradient will be simulated between the pulses. MATLAB’s
function ODE45 will again be used to compute the ground truth solution.

The numerical experiments are all preformed with MATLAB R2021a on an
Intel(R) Core(TM) i5-8250U processor without parallelization. In all of the
experiments, the RF pulses have a duration of T = 2 ms and the solution is
computed on the spatial interval z = [−2, 2] cm with grid points zi = −2 + i∆z
where i = 0, . . . , 200 and ∆z = 0.02 cm. The rest of the parameters are chosen
in such a way that all of the pulses give a flip angle of around 82 degrees and
a slice thickness of approximately 2 cm. These parameters, along with the
remaining details of the experiments, are described in their relevant sections.

5.1 Analytic RF pulse

As already mentioned, in this first experiment we will consider a single RF
pulse, f(t), which is defined analytically and we will attempt to approximate
the magnetization at the end of this pulse for each spatial position . We will
define MT := mx(T ) + imy(T ) as the ground truth signal at the end of the
RF pulse, where MT ∈ Cp and p is the number of spatial grid points. We also
define the approximated signal as M̃T =: m̃x + im̃y, where again M̃T ∈ Cp.
The signal strength at time T of the ground truth and approximate solutions
are given by ‖MT ‖ and ‖M̃T ‖, respectively. The absolute approximation error
is taken as εabs = ‖MT − M̃T ‖. Furthermore, we will rerun the experiment
100 times, each time with a random starting point, m0, and take the average
error over these 100 runs. The average absolute error will be denoted by ε̂abs.
The random starting points are distributed uniformly over the unit sphere, and
the same starting point is used at each point in the spatial grid. The vectors of
random starting points are computed by in MATLAB by calling 2∗rand(3, 1)−1
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and normalizing the result. Here rand is MATLAB’s function for generating
pseudorandom uniformly distributed numbers. The absolute error is computed
instead of the relative error because the resulting computed signals at time T
vary in norm depending on m0.

The duration of the RF pulse [0, T ] is divided into N time steps. The accu-
racy and computation time of the methods will be computed and compared for
N = 4, 8, 16, 32, 64, 128 where the length of the time steps is h = T/N . The
computation time is determined by using MATLAB’s tic and toc functions
and determines the time taken to approximate the signal at all of the spatial
grid points at time T in N time steps.

5.1.1 Sinc pulse

First we apply a sinc pulse of the form

f(t) = a sinc(bt− c),

with a = 0.15, b = 3000 and c = 3. We will apply a gradient of strength
gz = 0.3 G/cm, so for spatial grid point z cm we have bz = 0.3z G. The flip
angle is 81.7 to the nearest 10th degree. The shape of the sinc pulse, and the
corresponding slice and phase profile, with initial condition m0 = (0, 0, 1)T are
shown in Figures 2 and 3. The sinc pulse has a finite duration, so f(t) = 0 on
t /∈ [0, T ], i.e., f(t) is the product of a sinc function and a rectangular function.
Thus the resulting slice profile is approximately the shape of a convolution of a
rectangular function and a sinc function, i.e., the Fourier transform of f(t) [7].
Figures 3a and 3b also show the signal strength and phase of the approximate
solutions computed with the GL4 method with N = 4, N = 8 and N = 16
time steps. From the figures we see that the approximated solutions seem to
approach the ground truth solution as more time steps are used.
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Figure 2: Sinc pulse: f(t) = a sinc(bt− c)

26



-2 -1.5 -1 -0.5 0 0.5 1 1.5 2

Spatial position in cm

0

0.2

0.4

0.6

0.8

1

S
ig

n
a

l 
s
tr

e
n

g
th

GL4, with N=4

GL4, with N=8

GL4, with N=16

ODE45 solution

(a) Slice profile after the application of the sinc pulse, f(t), of 2 ms. The ground
truth solution, i.e., the ODE45 solution, and approximate solutions computed with
GL4 with N = 4, 8, 16 are shown.
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(b) Phase profile after the application of the sinc pulse, f(t), of 2 ms. The ground
truth solution, i.e., the ODE45 solution, and approximate solutions computed with
GL4 with N = 4, 8, 16 are shown.

Figure 3: The slice profile (a) and phase profile (b) obtained when applying the
sinc pulse, f(t).

The approximation methods PWC, TS (with 1, . . . , 6 terms), GL4 and GL6
are run, and the corresponding approximation errors and computation times
are computed. As previously mentioned, the experiment is repeated for 100
random starting points m0 and the average absolute error ε̂abs is computed.
The results are shown in Figure 4.
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of errors over the 100 random starting points, m0.
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(b) Average absolute error, ε̂abs, plotted against computation time.

Figure 4: The results of the numerical experiment when applying an analytically
defined sinc pulse.

Figure 4a plots ε̂abs against the number of time steps, N . Note that the line
“Taylor: 2 terms” is hidden beneath the line “Gauss-Legendre: order 4”, and
that the line “Taylor: 4 terms” is hidden beneath the line “Gauss-Legendre:
order 6”. As explained in Section 4.2, the GL4 method aims to approximate
the first two Ω̂i terms from the TS method up to O(h9) and so the resulting
approximations should be within O(h9) of each other. This is confirmed by the

results. Similarly, the GL6 method aims to approximate the first four Ω̂i terms
of the TS method and the approximations should also be within O(h9) of each
other. This is again reflected in the results.
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Furthermore, in Figure 4a we can see that the behaviour of the approximation
error, ε̂abs, with increasing N is in line with our expectations from the theory.
To see this, consider the decrease in error when increasing the number of time
steps from N = 10 to N = 100. Increasing the number of time steps by a factor
of 10 is equivalent to decreasing the step size h by a factor of 10−1. According to
the theory given in Section 4, TS with 1 term has approximation error of order
O(h2). Therefore, increasing the number of time steps by a factor of 10 should
mean a decrease in error by a factor of 10−2. This is consistent with what we
observe in Figure 4a. Similarly, TS with 2 and 3 terms have approximation
error of order O(h4) and so the error should decrease by a factor of 10−4. The
methods TS with 4 and 5 are have approximation error of order O(h6) and so
the error should decrease by a factor of 10−6. The method TS with 6 terms
has approximation error of order O(h8), meaning the error should decrease by
a factor of 10−8. These expectations are all consistent with what we observe in
Figure 4a.

In Figure 4a we also see from the vertical error bars that the initial condition
has little impact on the accuracy of the method. The error always stays within
the same order of magnitude.

Figure 4a shows that adding more Ω̂i terms results in the average absolute error
decreasing faster with increasing N . However, this does not tell us anything
about how much computation time is needed. For instance, even though the
error decreases the fastest for TS with 6 terms, it is possible that the extra
computation time needed to compute the additional terms is not compensated
by the gained accuracy. It could then be faster to use a different method with
more time steps to reach the same level of accuracy with less computation time.
Figure 4b analyses this by plotting ε̂abs against the actual computation time.

In Figure 4b we see that the most efficient method depends on the level of
accuracy desired. For a level of accuracy of 10−2, depicted by the vertical line
on the right, we see that GL4 is the fastest method, and approximately 4.5
times faster than the state-of-the-art method PWC. For a level of accuracy of
10−3 the methods TS with 2 or 4 terms, GL4 and GL6 require about the same
amount of computation time, where TS with 2 and 4 terms is approximately
8 times faster than PWC. The figure also shows, e.g. by looking at the line
“Taylor: 6 terms”, that for levels of accuracy higher than 10−3, adding more
Magnus series terms does begin to pay off in terms of computational efficiency.
If we consider a linear extrapolation of the line “PWC”, we see that TS with 6
terms drastically outperforms PWC in speed for these higher levels of accuracy.

Note also the closeness of the lines “Taylor: 2 terms” and “Gauss-Legendre:
order 4”, and “Taylor: 4 terms” and “Gauss-Legendre: order 6”. These two
pairs of method are very comparable in their accuracy to computational speed
ratio. This is logical since we saw in Figure 4a that the pairs of methods gave
almost indistinguishable error, and since they both compute approximations of
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the same number of Magnus series terms, they have comparable computation
times. However, in most practical applications GL4 and GL6 will be preferable
since they can also be applied when the derivatives of the RF pulse are not
known. The remaining methods, TS with 1, 3 and 5 terms, were not shown in
the figure since they resulted to not be competitive with the methods that are
shown.

5.1.2 Gaussian pulse

Now we apply a Gaussian pulse. This pulse has the form

f(t) = a exp(−107c(t− b)2),

with a = 0.214, b = 1/1000 and c = 5. A gradient of strength gz = 0.5 G/cm is
applied and so at a given spatial grid point we have bz = 0.5z. The flip angle
of the Gaussian pulse with these chosen parameters is 82.2 to the nearest 10th
degree. Figures 5 and 6 show the shape of the pulse and the resulting slice and
phase profiles, respectively. Since the pulse is Gaussian, the slice profile also has
approximately the shape of a Gaussian function, i.e., the Fourier transform of a
Gaussian function [7]. Again, Figure 6 suggests that the approximated solution
approaches the ground truth solution with increasing N .
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Figure 5: Gaussian RF pulse: f(t) = a exp(−107c(t− b)2)
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(a) Slice profile after the application of RF pulse f(t) of 2ms. The ground truth
solution, i.e. the ODE45 solution, and approximate solutions computed with GL4
with N = 4, 8, 16 are shown.
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(b) Phase profile after the application of RF pulse f(t) of 2ms. The ground truth
solution, i.e. the ODE45 solution, and approximate solutions computed with GL4
with N = 4, 8, 16 are shown.

Figure 6: The slice profile (a) and phase profile (b) obtained when applying the
sinc pulse, f(t).
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Figure 7: Average absolute error, ε̂abs, plotted against computation time when
analytically defined Gaussian pulse is applied.

Figure 7 shows the average absolute error ε̂abs against the computation time.
A plot of the number of time steps, N , plotted against ε̂abs is not shown here
since the results followed the same pattern as in Figure 4a and so do not add
any additional information to our discussion. As in Section 5.1.1, we see that
for an accuracy of 10−2 the method GL4 is the most efficient. For the Gaussian
pulse it is approximately 4 times faster than PWC. For an accuracy of 10−3 the
methods GL4, GL6 and TS with 4 and 6 terms are again the most efficient, with
TS with 4 and 6 terms approximately 6.67 times faster than PWC. The most
efficient methods give a slightly lower speed up with respect to PWC than seen
in the results of Section 5.1.1. This could be explain by looking at the shape of
the RF pulse in Figure 5. The pulse is approximately zero for about half of the
pulse duration. When it is zero, i.e., constant, then PWC and the Magnus series
methods essentially computing the same thing. The Magnus series methods only
give a significant speed up compared to PWC for a given level of accuracy when
the pulse is not constant. Therefore the overall speed up from the Magnus series
methods in this example is smaller than in Section 5.1.1. In that example the
pulse was non-constant during the entire pulse. Besides this, the results do not
show any other major differences with those of Section 5.1.1.

5.1.3 Windowed sinc pulse

Finally a windowed sinc pulse is applied of form

f(t) = a sinc(bt− c) exp(−106cg(t− bg)2),

i.e., the combination of a sinc and a Gaussian pulse. The parameters a =
0.15, b = 3000, c = 3, bg = 1/1000 and cg = 5 are used, with gradient gz = 0.3
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G/cm. With these parameters, the flip angle of the pulse is 76.4 degrees to
the nearest 10th degree. Figures 8 and 9 show the shape of the pulse and the
resulting slice and phase profiles, respectively. Since the pulse is the product
of a Gaussian function and sinc function, the slice profile has approximately
the shape of the convolution between a Gaussian function and a rectangular
function. We also see in Figure 9 that the GL4 approximation seems to approach
the ground truth solution with increasing time steps, N .
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Figure 8: Windowed sinc RF pulse: f(t) = a sinc(bt− c) exp(−106cg(t− bg)2)
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(a) Slice profile after the application of RF pulse f(t) of 2ms. The ground truth
solution, i.e. the ODE45 solution, and approximate solutions computed with GL4
with N = 4, 8, 16 are shown.
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(b) Phase profile after the application of RF pulse f(t) of 2ms. The ground truth
solution, i.e. the ODE45 solution, and approximate solutions computed with GL4
with N = 4, 8, 16 are shown.

Figure 9: The slice profile (a) and phase profile (b) obtained when applying the
windowed sinc pulse, f(t).

In Figure 10 we see the results of the experiment. Specifically, the average
absolute error ε̂abs against the computation time. As in the previous two sections
we see that for an accuracy of 10−2 the method GL4 is the most efficient. In this
case about 3.5 times faster than PWC. For an accuracy of 10−3, the methods
GL4, GL6 and TS with 4 and 6 terms are again the most efficient, with TS with
6 terms approximately 9 times faster than PWC.
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Figure 10: Average absolute error, ε̂abs, plotted against computation time when
analytically defined windowed sinc pulse is applied.

5.2 Discrete RF pulse

In this experiment, an RF pulse defined on discrete time points is used. The
values of the RF pulse are determined by a commonly used scanner pulse shape
called sg_100_100_0 from a 3 Tesla Philips MRI scanner. The discrete RF
pulse samples are obtained as an integer array, shown in Appendix A, where
each integer corresponds to the value of the RF pulse at the corresponding
time point. The pulse is defined on the time interval [0, 2] ms at evenly spaced
time points ti = i∆t for i = 0, . . . , 200 and ∆t = 0.02 ms. The discrete RF
pulse values describe a windowed sinc pulse shape and an analytically defined
windowed sinc function can be fit to these values. When the scanner values are
scaled by a/max(sg_100_100_0) with a = 0.05, the analytical function f(t) =
a sinc(bt−c) exp(−106cg(t−bg)2) with b = 1000, c = 1, bg = 1/1000 and cg = 0.5
is obtained. The pulse, f(t), gives a flip angle of 83.3 degrees to the nearest
10th degree. Both the analytically defined pulse and the discretely defined pulse
are plotted on the left in Figure 11. The plots are indistinguishable from one
another. The plot on the right in the figure shows the absolute difference at
given time t between the fitted f(t) and the scaled discrete RF value. We see
that the fitting error is between 10−6 and 10−18.
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Figure 11: The shape of the scanner pulse is shown in the left figure and the
absolute difference between the scaled discrete values and the analytic values at
time t are shown in the figure on the right.

Note that the analytic fitting of the pulse is obtained only for analysis and for
the computation of the ground truth ODE45 solution. For the approximations it
is assumed that the analytic form and its derivatives are not known.

As in the previous experiment described in Section 5.1, we again take 100 ran-
dom starting points, m0, and take the average absolute error, ε̂abs, over these
repetitions. However, in this experiment only the methods PWC, GL4 and GL6
are applied since the derivatives are assumed to be unknown. When applying
each of these methods for a given N , we need to evaluate the RF function at
times (t1/2)i = (i−1)h+h/2 for i = 1, . . . , N and h = T/k, with T the duration
of the pulse. However, since we only know the values of the RF pulse at fixed
time points, it is necessary to use interpolation to estimate the strength of the
pulse at the desired time points. For this, MATLAB’s interp1 function is used
with cubic convolution interpolation. When applying GL4 and GL6 the same
interpolation method is used to evaluate the RF pulse at the quadrature points
(t1/2)i − vh and (t1/2)i + vh for i = 1, . . . , N and v =

√
3/20.
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(a) Number of time steps, N , plotted against ε̂abs.
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(b) Average absolute error, ε̂abs, plotted against computation time.

Figure 12: The results of the numerical experiment when applying discretely
defined scanner pulse.

Figure 12 shows the results of the experiment. Figure 12a shows the number
of time steps, N , plotted against the absolute average error. We see that for
the methods GL4 and GL6 that ε̂abs levels off at around 3 × 10−5 and does
not decrease any further with increasing N . Due to the effects of the fitting
and interpolation errors, the accuracy cannot improve further. If one wanted to
achieve a higher accuracy, a finer sampling of the RF pulse would be needed.
Figure 12b shows ε̂abs plotted against the computation time. We see for a level
of accuracy of 10−2, the method GL4 is the fastest and about 3 times faster than
PWC. It is again the fastest for an accuracy of 10−3 and this time about 5.5
times faster than PWC. The speed-ups with respect to PWC are not as great
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as those observed in Section 5.1. This could be due to the extra computation
time needed by GL4 and GL6 to compute the additional interpolations. GL4
and GL6 must compute three interpolations per time step, whereas PWC must
only compute one.

5.3 Sequence of RF pulses

In this final experiment, a sequence of RF pulses will be simulated. The dif-
ference between the result of the simulation computed with MATLAB’s ODE45

function and the result computed with the approximation methods will be calcu-
lated. The sequence will consist of 100 identical sinc pulses, where the pulses are
described by the same parameters as in Section 5.1.1. The repetition time, i.e.,
the time between successive pulses, will be TR = 10 ms. During the repetition
time, a refocussing gradient and relaxation will be simulated. The refocussing
gradient is applied in order to re-synchronize the phase of the magnetization
along the spatial domain. This is done by applying approximately half the
negative gradient area that was applied during the pulse. In our case, since
the pulse duration is T = 2 ms, we apply a refocussing gradient of strength
gR = −0.51gz for a duration of T ms. For a given spatial coordinate z, this is
equivalent to applying a rotation about the z-axis of angle φ = gRγ(T/1000)z,
i.e., applying the following rotation matrix: cos(φ) sin(φ) 0

− sin(φ) cos(φ) 0
0 0 1

 .

Furthermore, simulating decay is equivalent to updating the magnetization m
as follows:

m←

e−TR/T2 0 0
0 e−TR/T2 0
0 0 e−TR/T1

m+

 0
0

1− e−TR/T1

 ,

where T1 is the longitudinal relaxation time and T2 is the transverse relaxation
time. For this experiment, the decay times T1 = 600 ms and T2 = 100 ms will
be used.

We define (MT )j as the ground truth signal vector directly after the applica-

tion of pulse j, and (M̃T )j as the approximated signal vector after pulse j.

We also define the matrices M := [(MT )1 (MT )2 . . . (MT )100] and M̃ :=
[(M̃T )1 (M̃T )2 . . . (M̃T )100] whose columns are the ground truth and approxi-
mated signal vectors, respectively, after each pulse in the sequence. The relative
error at the end of the sequence will be defined as:

εrel := ‖M− M̃‖F /‖M‖F ,
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where ‖ · ‖F is the Frobenius norm.

Only the approximation methods PWC, GL4 and GL6 are used in this exper-
iment. This is because these methods are more generally applicable and so of
more interest. Also, we have seen in the previous methods that for accuracy of
10−2 or 10−3, GL4 and GL6 are either the most efficient or among the most
efficient methods. Figure 13 show the results of the experiment.

In Figure 13a we see the number of time steps, N , versus the relative error
over the entire sequence and also after only the first pulse, i.e., we see how
the approximation error accumulates over the sequence. We see that the error
is usually about 3 or 4 times greater after the whole sequence than after one
pulse. In practice it will be important to keep in mind that more time steps per
pulse will be needed when simulating a whole sequence than when simulating
a single pulse. In Figure 13b we see that to obtain an accuracy of εrel = 10−2,
GL4 is the most efficient method and about 2.5 times faster than PWC. For
εrel = 10−3, GL4 and GL6 take approximately the same amount of computation
time and are about 4.5 times fast than PWC. This speed-up is smaller than we
observed in Section 5.1.1, when a single sinc pulse was applied. This is because
regardless of the approximation method applied, the same computations need to
be performed between consecutive pulses. Therefore, the Magnus series methods
only give speed up for the computations during the pulses and the overall speed
up is smaller.

39



10
1

10
2

N: number of time steps

10
-10

10
-8

10
-6

10
-4

10
-2

10
0

R
e

la
ti
v
e

 e
rr

o
r

Gauss-Legendre: order 4

Gauss-Legendre: order 4, one pulse

Gauss-Legendre: order 6

Gauss-Legendre: order 6, one pulse

PWC

PWC: one pulse

(a) Number of time steps, N , plotted against the relative error. The solid lines show
the error, εrel, after the entire sequence and the dotted lines show the error after one
pulse.

10
-10

10
-8

10
-6

10
-4

10
-2

10
0

Relative error

10
0

10
1

C
o

m
p

u
ta

ti
o

n
 t

im
e

 i
n

 s

Gauss-Legendre: order 4

Gauss-Legendre: order 6

PWC

(b) Relative error, εrel, plotted against computation time.

Figure 13: The results of the numerical experiment when simulating a sequence
of sinc pulses.

6 Discussion

We have seen when plotting the number of time steps against the error that the
order of the approximation schemes observed was consistent with our expec-
tations from the theoretical analysis in Section 4. The Magnus approximation
schemes (except from TS with only one Magnus term) are of higher approxima-
tion order than PWC. This means when the step size is reduced by a certain
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10−2 10−3

analytic RF pulse sinc 4.5 8

Gaussian 4 6.7

windowed sinc 3.5 9

discrete RF pulse windowed sinc 3 5.5

sequence of RF pulses sinc 2.5 4.5

Table 1: Summary of results of the numerical experiments from Section 5. The
third and fourth columns give the computational speed up given by GL4 with
respect to PWC in reaching an accuracy of 10−2 and 10−3, respectively.

amount, the Magnus approximation schemes give a greater decrease in approxi-
mation error. However, this is not a guarantee that Magnus schemes can attain
a given level of accuracy in less computation time than PWC. This is because
each iteration of the Magnus schemes involve more computations than each iter-
ation of PWC. To study this, we compared the error to the computation time in
some numerical experiments. In each of the experiments we observed that for an
accuracy of 10−3, which is sufficiently accurate for most MRI applications, the
methods GL4 and TS with 4 and 6 terms were the fastest. These were between
4.5 and 9 times faster than PWC. Since for the Gauss-Legendre schemes it is not
necessary to know the analytic expression of the RF pulse nor its derivatives,
the results suggest that GL4 would be the most desirable method for practical
implementations. The accelerations GL4 showed to offer in the experiments for
accuracy levels of 10−2 and 10−3 are summarized in Table 1.

Furthermore, in all of the experiments, we saw that the higher order Magnus
series methods far outperformed PWC for accuracy levels greater than 10−3.
Therefore, the methods could be even more advantageous for applications where
a higher precision is required than in MRI applications.

In the first experiment, the smallest speed up was observed in the example with
the Gaussian RF pulse. This was because for about half of the time interval,
the pulse was approximately zero and the Magnus series methods could offer no
improvement with respect to PWC. For such cases it could be advantageous to
use variable step sizes, i.e., larger step sizes where the pulse is approximately
zero (or constant) and smaller step sizes where the pulse is more variant.

In the second numerical experiment, we computed the magnetization after the
application of a discretely sampled windowed sinc RF pulse. Here GL4 was
observed to reach an accuracy of 10−3 around 5.5 times faster than PWC. This
was a smaller speed up than the speed ups observed in the first experiment.
This could be explained by the fact that GL4 needed to compute three inter-
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polations at each step to evaluate B(t) at the quadrature points. Meanwhile,
PWC only needed to compute one interpolation at each step to evaluate B(t) at
the midpoint of the time interval. Nevertheless, we still observed a significant
speed up despite not knowing the analytic form of the pulse.

In the final experiment, we observed a smaller speed up than when applying
single pulse. This is because Magnus series methods only offer speed up for
calculations during pulse applications and not for computations between pulses.
Therefore, the overall difference in speed between PWC and the Magnus series
methods is smaller when applying the methods to an entire sequence. However,
the acceleration offered by the Magnus series methods for simulating sequences
of RF pulses is still very promising.

Some things that were not considered in this paper were time dependent gra-
dients G(t) and were spatial inhomogeneities or time dependency in the main
magnetic field, B0. Relaxation effects during pulses were also ignored. How to
take these into the account and the performance of the Magnus series methods
when doing so could be studied in future work. Others topics for future study
could be to investigate more numerically efficient ways to implement the Taylor
and Gauss-Legendre schemes and to study their performance in real applica-
tions.
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A RF pulse samples

The discrete RF pulse samples used in Section 5.2. The samples are from a
commonly used scanner pulse shape obtained as an integer array from a 3 Tesla
Philips MRI scanner:

sg_100_100_0 = [0, 413, 859, 1337, 1847, 2389, 2962, 3568, 4204, 4870, 5565,
6288, 7038, 7814, 8613, 9435, 10277, 11138, 12015, 12906, 13809, 14721, 15640,
16563, 17487, 18409, 19327, 20237, 21136, 22023, 22892, 23742, 24570, 25372,
26146, 26889, 27598, 28271, 28905, 29497,30046, 30549, 31005, 31411, 31767,
32070, 32320, 32515, 32655, 32739, 32767, 32739, 32655, 32515, 32320, 32070,
31767, 31411, 31005, 30549, 30046, 29497, 28905, 28271, 27598, 26889, 26146,
25372, 24570, 23742, 22892, 22023, 21136, 20237, 19327, 18409, 17487, 16563,
15640, 14721, 13809, 12906, 12015, 11138, 10277, 9435, 8613, 7814, 7038, 6288,
5565, 4870, 4204, 3568, 2962, 2389, 1847, 1337, 859, 413, 0].

The pulse has a windowed sinc shape.
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