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Introduction

Model selection is a fundamental part of scientific research (Burnham & Anderson,

2002). Whenever a researcher wants to compare different theories against each other, this

involves reformulating these theories into statistical models, and selecting one model from

this set based on the data at hand. The dominant approach to model selection in the

social and behavioral sciences is null hypotheses testing (NHT), which is based on the

theories of Fisher (1925) and Neyman and Pearson (1933). However, there are a number

of limitations associated with NHT (Forster, 2000; Miller, 1986; Raftery, 1995; Weakliem,

2004), such as the requirement for the models under consideration to be nested, the fact

that NHT is based on the assumption that only two models are considered, and the fact

that one of these two models is presumed to be true.

An alternative approach to model selection is the use of information criteria (ICs).

The most widely used information criteria are the Akaike information criterion (AIC;

Akaike, 1973) and the Bayesian information criterion (BIC; Schwartz, 1978). Both these

criteria consist of two terms: a measure of model fit that is based on the log-likelihood of

a model (given the data), and a penalty term for model complexity (i.e., the number of

estimated parameters). ICs overcome many of the limitations associated with NHT. They

can be applied to nested as well as non-nested models, allow for the comparison of more

than two models at the same time, and are not based on the assumption that one of the

models under consideration is true (Burnham & Anderson, 2002). Model selection based

on these ICs entails computing the criterion for each competing model and selecting the

model with the lowest value.

Several studies have shown that, in certain circumstances, information criteria select

the correct model more often than NHT. For instance, information criteria are less

sensitive to multiple testing in the contexts of regression analysis (Raftery, 1995), and

pairwise comparisons (Cribbie & Keselman, 2003; Dayton, 1998). The current project
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consists of two simulations that complement these studies. In the first study, NHT is

compared to model selection based on ICs in the context of a two-way ANOVA. In this

design there are three possible effects, that is, two main effects and the interaction effect,

that are typically tested using three separate F -tests. This implies this approach is

characterized by multiple testing and may be associated with an inflation of (overall)

Type I error. Alternatively, using ICs in this context involves simultaneously comparing

eight (= 23) models. This study focuses on whether the performance benefit of ICs under

multiple testing as found in previous research, generalizes to this situation (Cribbie &

Keselman, 2003; Dayton, 1998; Raftery, 1995). The performance of the different model

selection methods is measured by comparing the correct model detection rates

(CMDRs)(i.e., the proportion of times that the correct model is selected) obtained with

NHT, the AIC, that AICc and the BIC.

In the second study we compare the different model selection methods in the

context of a one-way ANOVA with a discrete outcome variable. This scenario is of interest

since continous outcome measures are often measured on discrete scales in the social and

behavioral sciences. When groups are compared on such a scale, the scores may not be

normally distributed within each group. Since both NHT and model selection using ICs

are based on the assumption of normally distributed errors, the true model is not among

the models tested in this situation. This implies a violation of the assumption of a true

model that underlies NHT, but not the ICs. Therefore, we expect the ICs to perform

better in this study. Performance is again measured using the CMDRs, but now the

correct model is the model that generated the scores on the continuous underlying trait.

The structure of this paper is as follows. In the next section a short introduction to

model selection is given and the model selection methods used in this study will be

discussed. Next, the first simulation study is described, including the reason for the study,

the methods used to generate and analyze the data, and the results obtained from the
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simulations. In addition a short conclusion based on the results of this first study is

presented. In the third section, a description similar to that of the first study is given with

respect the second simulation study. In the final section, we attempt to bring results from

both simulations studies together, and give some recommendations regarding the best

model selection methods for different situations.

Model Selection

Typically, a researcher wants to compare a number of theories, which are formulated

as hypotheses. For instance, a researcher may be interested in choosing between the

hypothesis that the means of two groups are equal (i.e., µ1 = µ2) versus the hypothesis

that the means are not equal (i.e., µ1 6= µ2). To compare these hypotheses, the researcher

needs to define the distribution of the observed variables.1 We refer to such distributions

(both with and without constraints on specific parameters that are reflective of the

hypotheses of interest) as statistical models. Model selection then concerns the act of

deciding which of the statistical models provides the best description of the current data.

In this paper we will compare four model selection methods: NHT, the AIC, the AICc,

and the BIC. In section 2.1 through 2.3, the background and derivation of these four

methods are presented. In section 2.4, some important differences between NHT and the

ICs are discussed.

NHT

The F -test used in ANOVA is based on the assumption that errors are normally

distributed with zero means and a common variance. Therefore, if xig represents the

observed scores of person i (where i = 1, ..., n) in group g (where g = 1, ...G), testing the

null hypothesis of equal group means against the alternative that not all means are equal,

actually involves comparing the following two models,

3



H0 :xig ∼ N(µ, σ2)

H1 :xig ∼ N(µg, σ2).

To further illustrate this, consider a one-way ANOVA. In this design the total variability in

the outcome variable is represented by the total sum of squares (SStotal), a measure of the

variability around the grand mean. The total variability can be divided into two parts: (1)

a part due to variability between groups (the between sum of squares, SSbetween), and (2)a

part due to residual variability within groups (the within sum of squares, SSwithin)(Miller

& Miller, 2004; Tabachnik & Fidell, 2007). That is, the total variability can be written as

SStotal = SSbetween + SSwithin. (1)

The division of a sum of squares by their respective degrees of freedom produces

variance, called mean square (MS) in ANOVA. The F -test is based on the comparison of

two of such variances: the between group variance, MSbetween, which is equal to SSbetween
dfbetween

(where dfwithin = number of groups− 1), and the within group variance, MSwithin, which

is equal to SSwithin
dfwithin

(where dfwithin = the number of observations− the number of groups).

Specifically, the F -test is given by,

F =
MSbetween
MSwithin

. (2)

If the assumption of normally distributed errors with zero means and a common variance

is met, MSwithin is an estimate of σ2, as presented in the two models above, and the term

MSbetween is an estimate of σ2 plus any variability that exists between the two groups

(Miller & Miller, 2004). This implies that under the the null hypothesis,

MSbetween = MSwithin, and F = 1. Alternatively, if the null hypothesis is not correct, and

there is an effect of the factor, MSbetween > MSwithin, and F > 1. From this it follows
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that, testing whether F = 1, which is done when the obtained value of F is compared

against a critical F -value associated with a preselected alpha level, is actually about

choosing between the null- and alternative model. This illustrates that NHT can be

considered a model selection method.

AIC

The AIC is based on the Kullback-Leibler (K-L) information, or K-L distance.

Assume that a researcher wants to identify the process that generated the data, f(·), and

call this process the truth or data generating function. Further assume that (s)he has

formulated M candidate models, gj(·|θj) (with j = 1, ....,M), which represent M different

hypotheses regarding the underlying data generating function. Then K-L distance

between truth and each of the approximating models is defined for continuous functions as

the integral

I(f, gj) =
∫
f(x) log

(
f(x)

gj(x|θj)

)
dx, (3)

where log denotes the natural logarithm and x represents a given set of data. The

quantity I(f, gj) is referred to as the K-L distance from gj(·|θj) to f(·), and can be

thought of as the information lost when gj(·|θj) is used to approximate f(·). Clearly, the

best approximating model loses the least information, and therefore the aim is to

minimize I(f, gj), that is, to find the approximating model gj(·|θj) that is closest to f(·).

However, the K-L Distance cannot be used directly in model selection because it requires

knowledge of f(·) and the parameters θj in gj(·|θj). To solve this problem we must first

look at the relative K-L distance between truth and an approximating model. Note that

I(f, gj) can also be written as
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I(f, gj) =
∫
f(x) log{f(x)}dx−

∫
f(x) log{gj(x|θj)}dx

= Ef(x)[log{f(x)}]− Ef(x)[log{gj(x|θj)}]
(4)

where Ef implies that the expectation is taken with respect to f(·). For all M models the

first term on the right is a constant and so the quantity of interest for selecting a best

model becomes Ef [log{gj(x|θj)}], the relative K-L distance. Minimizing Equation (4) is

the same as maximizing Ef [log{gj(x|θj)}]. So, for every candidate model gj(x|θj) the one

unique value for θj , θ∗j , that maximizes the relative K-L distance must be found. In

practice θ∗j is not known and must be estimated. To avoid using the data twice, once for

the estimation of θ∗j , and once for the selection of a best fitting model, a hypothetical

cross-validation data set y is introduced. This data set is used to obtain an estimate for

θ∗j , θ̂j(y), which is subsequently used in the estimates of the K-L distance. To correct for

the fact that an estimate of θ∗j is used, the expectation over this hypothetical data set y

must also be taken. This changes the criterion for model selection, from maximizing the

relative K-L distance, Ef(x)[log{gj(x|θj)}], to maximizing expected estimated relative K-L

Information, Ef(y)Ef(x)[log{gj(x|θ̂j(y))}]). Akaike (1973) found an unbiased estimator of

this quantity, which multiplied by -2 results in the Akaike information criterion

AICj = −2log{gj(x|θ̂j}+ 2Kj (5)

where Kj is the number of distinct parameters in θj . The first term of the AIC represents

lack of fit and the second term is a penalty for model complexity. Model selection based

on the AIC entails computing the criterion for all models under consideration and

selecting the model with the smallest AIC value. The penalty term serves as an

implementation of a simplicity principle in this approach, that is, if two models fit the

data equally well but differ in the number of parameters, the information criterion value of

6



the larger model will be higher because of the penalty term, such that the smaller

(simpler) model gets selected. In other words, a complex model with many parameters

(and thus a large value for the penalty term) will not be selected unless its fit is good

enough to justify its (additional) complexity.

Sakamoto, Ishiguro, and Kitagawa (1986) and Sugiura (1978) found that the AIC

may perform poorly if there are many parameters in relation to the size of the sample.

Therefore, Sugiura (1978) derived the small sample corrected AIC, called the AICc,

AICcj = −2log{gj(x|θ̂j}+ 2Kj

(
N

N −Kj − 1

)
(6)

where N is the sample size. The AICc merely has an additional bias correction term, and

if N is large with respect to Kj , AIC and AICc are similar and will strongly tend to select

the same model (Burnham & Anderson, 2002). Generally, the use of AICc is

recommended when the ratio n/K is small (say < 40)(Burnham & Anderson, 2002).

BIC

The BIC is derived from the posterior model probabilities, a Bayesian concept that

represents how likely a model is given the data (Raftery, 1995). Before any data is

observed, prior probabilities are specified for all models under consideration. These

probabilities reflect our a priori beliefs that a specific model is true, and are represented

by Pr{gj(·|θj)}, where the subscript j is again used to identify a specific model (with

j = 1, ....,M). Next, data (x) is used to ‘update’ the prior beliefs into posterior model

probabilities through,

Pr{gj(·|θj)|x} =
Prx|gj(·|θj)}Pr{gj(·|θj)}

Pr{x}
(7)

where Pr{x|gj(·|θj)} is the (marginal) probability of the data given gj(·|θj), and Prx is

the total probability of the data. The term Pr{x} is the same for all models and can thus
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be ignored as a constant. Moreover, if we assume that a priori all models are equally

likely, Pr{gj(·|θj)} is a constant as well. The term Pr{x|gj(·|θj)} then becomes the

quantity of interest for model selection, such that, models with higher values on this term

should be preferred. Schwartz (1978) found an unbiased estimator of this quantity, which

multiplied by -2 results in the Bayesian information criterion,

BICj = −2log{gj(x|θ̂j}+ log{n}Kj (8)

Like with the AIC, the first term of the BIC represents lack of fit and the second

term is a penalty for model complexity. Model selection based on the BIC again entails

computing the criterion for all models under consideration and selecting the model with

the smallest criterion value. Here, goodness-of-fit is again traded off against simplicity by

penalizing the inclusion of additional parameters. However, unlike the AIC, the penalty

term of the BIC depends on sample size, such that the penalty increases as n becomes

larger.

Differences between null hypothesis testing and information criteria

NHT and model selection based on ICs are based on different assumptions regarding

model selection. For example, they differ in their assumption regarding the number of

models that are considered, and in their assumption regarding the truth of models. These

differences in assumptions might have consequences for the relative performance of these

model selection approaches under different situations. We elaborate on this below.

In practice, more than two models are typically compared against each other

(Howson & Urbach, 2006; Raftery, 1995). However, NHT is based on the assumption that

only two models are considered at the same time, which implies that multiple tests are

required when a researcher wants to test all candidate models using NHT. It is well known

that multiple testing can lead to inflation of the Type I error rate. For instance, if the
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chance of falsely rejecting the null hypothesis in each individual test is αnominal, and if

these individual tests are independent, then the chance that at least one of the null

hypotheses is falsely rejected is given by αoverall = 1− (1− αnominal)t, where t is the

number of individual tests run. In contrast, model selection using ICs consists of

simultaneously comparing all candidate models, implying that this method may be better

suited for model selection in the context of multiple testing. Several studies have indeed

shown that information criteria are less sensitive to multiple testing in the contexts of

regression analysis (Raftery, 1995), and pairwise comparisons (Dayton, 1998; Cribbie &

Keselman, 2003). For example, Raftery (1995) simulated data to investigate the selection

of predictors from a large set of variables in the context of regression, and found that the

final models obtained with the BIC matched the data generating function more closely

than those obtained with exploratory methods like stepwise regression. In addition,

Dayton (Dayton, 1998, 2003) and Cribbie and Keselman (Cribbie & Keselman, 2003)

compared NHT and model selection based on ICs in the context of pairwise comparisons

and found that an ICs based approach identified the correct mean pattern more often

than conventional methods such as Tukey’s HSD. In the first of two simulations studies

presented below, the difference in performance of NHT and model selection based on ICs

in the context of multiple testing is investigated further.

Another difference between NHT and model selection based on ICs, is that NHT

assumes that one of the models under consideration is true, while ICs do not. Whether

the models that researchers fit to data can ever represent full reality or truth, where truth

is defined as the data generating function, is a key issue in model selection. Several

researchers state that models are just convenient approximations of the truth, since truth

is essentially infinite dimensional and can thus never be captured by a model (Burnham &

Anderson, 2004; Weakliem, 2004). This perspective has important consequences. Model

selection using NHT is based on balancing the probabilities of Type I and Type II errors,
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where a Type I error is defined as falsely rejecting the null hypothesis when it is true, and

a Type II error constitutes failing to reject a false null hypothesis. However, as stated by

Forster (Forster, 2000), these two types of error lose meaning if models never represent full

reality. Since it is unclear how useful a method designed to select a true model is when we

have to select the best approximating model, NHT might not be well suited for the

purpose of model selection. The ICs on the other hand are not based on the assumption

that one of the models under consideration is true. As a result, these methods do not aim

to find the true model, but to find the model that is closest to the truth. This is especially

clear in the derivation of the AIC, which shows that this method aims to select the model

with the smallest K-L distance to the data generating function. The second simulation

study focuses on the the performance of NHT and model selection based on ICs, in a

situation where the true model is not among the candidate models.

Study 1

In this study we focus on model selection in the context of a two-way ANOVA. In

this design there are three possible effects, that is, two main effects and the interaction

effect, that are typically tested using separate F-tests. This implies that this approach is

characterized by multiple testing, and as a result may lead to an inflation of (overall)

Type I error.

Alternatively, using ICs in this context involves simultaneously comparing eight

models: (1) a model which contains no effects (the null model) (M1), (2) a model which

contains the main effect of the first factor (M2), (3) a model which contains the main

effect of second factor (M3), (4) a model which contains the interaction effect (M4), (5) a

model which contains two main effects (M5), (6) a model which contains the interaction

effect and the main effect of the first factor (M6), (7) a model which contains the

interaction effect and the main effect of the second factor (M7), and (8) a model which
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contains the two main effects and the interaction effect (M8). Of interest is whether the

performance benefit of ICs under multiple testing, as found in previous research,

generalizes to a two-way ANOVA, with two levels on each factor (Cribbie & Keselman,

2003; Dayton, 1998; Raftery, 1995). The performance of the different model selection

methods is measured by the CMDRs.

Method

In simulating the data according to a two-way ANOVA model, the two factors are

interchangeable. Therefore, of the eight models mentioned above, M2 and M3 are

equivalent, and so are M6 and M7. Because of this, data were generated under six models:

a model containing no effects (M1); a model containing one main effect (M2); a model

containing the interaction effect (M4); a model containing both main effects (M5); a

model containing one main effect and the interaction effect (M6); and a model containing

all three effects (M8).

The data were generated based on the following model,

Y = X(j) · µ(j) + ε (9)

where Y is a N × 1 vector containing the scores on the outcome variable with N

representing the total sample size, Xj is the design matrix containing the group contrasts

for model j (with j = 1, ..., 6), µj is a vector containing the unconstrained group means

for model j, and ε is a N × 1 vector containing normally distributed random error with

zero mean and variance of one. The design matrix X(j) and the vector µ(j) for a model

depend on the effects that are present in this model. To illustrate, consider Table 1. From

this table it follows that a main effect of Factor 1 implies µ1. 6= µ2. , a main effect of

Factor 2 implies µ.1 6= µ.2, and the interaction effect implies µ11 − µ12 6= µ21 − µ22 (or

similarly: µ11 − µ21 6= µ12 − µ22). Therefore, the presence of the three possible effects
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places constraints on the number of group means that can be freely specified. Using these

inequalities the design matrices and unconstrained mean vectors for the different models

can be specified. For example, under M2, which only contains a main effect of Factor 1,

the corresponding set of equalities can be solved to µ11 = µ12 and µ21 = µ22. This makes,

µ(2) =

µ11

µ21

, and implies the following contrasts for the design matrix: For participants

with score 1 on Factor 1 and Factor 2
[
1 0

]
; for participants with score 1 on Factor 1

and score 2 on Factor 2
[
1 0

]
; for participants score 2 on Factor 1 and score 1 on Factor

2
[
0 1

]
; and for participants with score 2 on both factors

[
0 1

]
. In contrast, under M6,

which contains the main effect of Factor 1 and the interaction effect, µ(6) =


µ11

µ12

µ21

 and the

contrast for the four groups are: for participants with score 1 on both factors
[
1 0 0

]
;

for participants with score 1 on Factor 1 and score 2 on Factor 2
[
0 1 0

]
; for

participants with score 2 on Factor 1 and score 1 on Factor 2
[
0 0 1

]
; and for

participants with score 2 on both factors
[
1 −1 1

]
.

After the the design matrix and the unconstrained means for each of the six models

were determined, the values for these means corresponding to a small, medium and large

effect size, as defined by Cohen (Cohen, 1988), were derived using the formula for the

effect size measure ω2, that is

ω2 =
SSbetween − (dfbetween)(MSwithin)

SStotal +MSwithin
(10)

where SSbetween represents the effect of interest (i.e., main effect of Factor 1, main effect of

Factor 2, or the interaction effect). By solving the formula for different values of ω2, while

taking into account the model specific constraint on the group means, values for the
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unconstrained means in a model can be derived that correspond to either a small,

medium, or large effect size.

Under each of the six models, data containing small, medium, or large effect sizes

were generated for group sizes of 10, 20, and 30 individuals. For all nine combinations of

group size and effect size, 1000 data sets were generated using R version 2.9.0. All four

model selection approaches were subsequently employed to each data sets. For NHT, this

involved running a standard two-way ANOVA using the R-function lm, in which the three

effects are tested using separate F -tests with an α of 0.05. By checking which of these

three F -tests are significant, the selected model can subsequently be determined. The

analysis using the ICs involved determining the log-likelihood of each model, using the

corresponding design matrices, and selecting the model with the lowest value on the

criterion. This was done using the standard R-function AIC, and the function AICc

available in the package qpcR.

Results

Figure 1a shows the CMDRs averaged over the three effect sizes under the null

model. The CMDR obtained with NHT indicates that the Type I error rate is indeed

inflated in a two-way ANOVA. All three possible effects were tested with an α of 0.05, so

if no inflation of alpha had occurred, the null model should have been selected in 95% of

the simulations. However, results show a CMDR for NHT of approximately 86%. This

corresponds to a Type I error rate of 14%, which is exactly the empirical α level that one

would expect based on the equation for αoverall presented earlier. Despite this inflated

Type I error rate, NHT performs best under the null model, together with the BIC. This

in agreement with results reported by Dayton, who indicated that the AIC has a slight

bias for overfitting models to the data (i.e., select more complicated models than the true

model), and that the null model should therefore pose a special problem for this method.
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In our simulations, the lower CMDRs obtained with the AIC and AICc, also seemded to

result from overfitting. For example, both the AIC and the AICc, selected the more

complicated one effect models in 30% of the times. Interestingly, the BIC is the only

model selection method whose CMDR increases with sample size under the null model.

In Figure 1b the CMDRs averaged over models with one effect (i.e., models M2 and

M4) are shown. Under these models, the performance of all four methods is more or less

equal. For a sample size of 30 participants per group, the BIC and NHT still perform

slightly better, but at group sizes 10 and 20 participants there is hardly any difference in

the CMDRs obtained with NHT, the AIC, the AICc, and the BIC.

Figure 1c displays the CMDRs averaged over models with two effects (i.e., models

M5 and M6). Like under the null model, a distinction between the AIC and AICc on the

one hand, and the BIC and NHT on the other is visible. For sample sizes of 30

participants per group, the CMDRs of the four methods are quite similar, but for group

sizes of 10 and 20 participants the AIC and AICc have substantially higher CMDRs than

NHT and the BIC.

Under the model with three effects (Figure 1d), the distinction seen in Figure 1b,

becomes even clearer. The AIC and AICc now perform substantially better for all sample

sizes.

From Figure 1b, 1c and 1d it follows under the models that do contain one or more

effects, the CMDRs of the different methods do increase with sample size. In addition,

these figures show that the relative performance of the AIC and AICc, compared to NHT

and the BIC, improves as the number of effects increases. Based on the results, the reason

for this appears to be that the BIC and NHT show a bias for selecting simpler models

than the true model.

Figures 2a, 2b, and 2c show the CMDRs for small, medium, and large effect sizes

respectively, averaged over all six models. From these figures it follows, as could be
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expected, that the CMDRs of all four methods are higher for larger effect sizes. Also, like

in Figures 1a, 1c, and 1d, a distinction between the AIC and AICc on the one hand, and

the BIC and NHT on the other can again be seen. Specifically, for small and medium

effect sizes, the AIC and AICc perform better, while for large effect sizes the BIC and

NHT show higher CMDRs.

Conclusion Study 1

The results showed a clear distinction between the AIC and AICc on the one hand,

and the BIC and NHT on the other. Specifically, the AIC and AICc tend to overfit models

to the data, while the BIC and NHT have a tendency to underfit. This implies that the

BIC and NHT will perform better in situations were underfitting is not possible, that is, if

the null model is true, and that the AIC and AICc have an advantage in situations were

overfitting is less likely to occur.

When it comes to the performance under different effect sizes, the distinction

between the two sets of model selection methods is again visible. For small and medium

effect sizes, the AIC and AICc performed better, while for large effect sizes the BIC and

NHT show higher CMDRs. Results suggest that here too, the distinction might be a

consequence of the bias of the AIC and the AICc for overfitting models to the data. For

small effect sizes, the CMDRs of the four model selection methods do not increase with

sample size, indicating that the methods are probably just detecting random noise. This

implies that the higher CMDRs of the AIC and the AICc are likely just an artefact caused

by the tendency of these methods to select more complicated models. To illustrate, with

small effect sizes the presence of the three possible effects is more difficult to detect,

especially in the sample sizes used in this study, and this (normally) leads to the selection

of the null model. However, since the AIC and AICc are biased to select more complex

models, they naturally also select the correct model more often than the BIC and NHT.

15



As effect size increases, the “benefit” of overfitting should diminish because all methods

start selecting the correct model more often, and this too is in accordance with the results.

As effect size increases the performance of all four methods improves, and the CMDRs

started to increase with sample size (indicating that they are detecting more than just

random noise). Moreover, at medium effect sizes the CMDRs of the AIC and AICc are

closer to those obtained with the BIC and NHT than they were with small effect sizes, and

at large effect sizes the AIC and AICc have even been surpassed by the BIC and NHT.

Finally, when looking at Figure 1 and Figure 2 the CMDRs obtained with NHT, the

AIC, the AICc, and the BIC might not seem that high, but one must remember that a

choice is made from among eight different models in this study. This implies that if a

model was selected purely at random, the chance that it would be correct is only 12.5%

(= 1/8). In general, the CMDRs in this study are all substantially higher than this 12.5%,

even at sample sizes of 10 participants per group. The only exception being the CMDRs

for a small effect size.

Study 2

In this study we focus on a one-way ANOVA with discrete outcome variable. In the

social and behavioral sciences outcome variables are often measured using tests consisting

of items with only two response categories (e.g., Yes/No, True/False). Typically, the

positive and negative answer are scored as 1 and 0 on these tests, and by summing the

scores on the different items of a participant, an ordinal total test score is obtained. The

Minnesota Multiphasic Personality Inventory - 2 (MMPI-2) is a well known example of

this kind of test (Butcher, Dahlstrom, Graham, Tellegen, & Kaemmer, 1989), but the lists

of diagnostic criteria presented in the DSM-IV can be placed under this category as well

(American Psychiatric Association, 2000). Often such ordinal outcome variables are

treated as if they were of interval level (Long, 1997), especially when the underlying scale
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is thought to be continuous, the number of categories is seven or more, and the data meet

other assumptions of the analysis (Tabachnik & Fidell, 2007). However, when multiple

groups are compared using such ordinal scales, the scores may not cover the entire range

of the scale in each group. Scales are usually calibrated for a particular population, so if

they are subsequently administered to individuals that do not belong to this target

population (e.g., a healthy control group instead of a clinical group), floor- or ceiling

effects may occur that reduce the range of the scores within some of the groups. This is

illustrated in Figure 3, which shows score distributions on a 7-point scale for two groups:

a clinical group for which the scales were calibrated (the light gray bars), and a healthy

control group (the dark grey bars). Distributions belonging to small, medium and large

effect sizes are shown in Figure 3a, 3b, and 3c respectively, and it follows from these

figures that the scores of the healthy control group become increasingly non-normal as

effect size increases. Since both NHT and model selection using ICs are based on the

assumption of normally distributed errors, the true model is not always among the models

tested in this situation. This implies a violation of the assumption of a true model that

underlies NHT, but not the ICs. Therefore, this last method is expected to perform better

with this type of data. This second study investigates whether this assumption is correct,

by comparing the CMDRs of the different model seelction methods in the context of

one-way ANOVA with discrete outcome variable. In this study however, the correct model

is the model that generated the scores on the continuous underlying trait.

Method

Data were generated for a one-way ANOVA with two groups. Scores on a continuous

trait were generated by taking random draws from two normal distributions with a

common variance of one, but different means. The difference in means corresponding to

the different effect sizes was determined using Cohen’s d (Cohen, 1988). If the means of
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the two groups are represented by µ1 and µ2, and σpooled represents a pooled measure of

the standard deviation, Cohen’s d is given by (Cohen, 1988; Rosnow & Rosenthal, 1996),

d =
µ1 − µ2

σpooled
. (11)

Cohen specified that the d values corresponding to a small, medium, and large effect size

are 0.2, 0.5, and 0.8 respectively (Cohen, 1988). Since the normal distribution of each

group has a standard deviation of one, σpooled will also equal one, which implies that the

difference in means corresponding to the three effect sizes are equal to these values for d

defined by Cohen.

Subsequently, these continuous trait values were transformed into ordinal scores on

a 7-point scale using the Rasch-model for dichotomous data. In this model the probability

of a specified response is a function of person and item parameters. Specifically, if βi is the

trait score of person i (with i = 1, ..., N), and δv is the difficulty of item v (with

v = 1, ..., L), than the probability of passing an item (i.e., obtaining a score of 1) is defined

by this model as,

Pr(xiv = 1) =
eβi−δv

1 + eβi−δv
. (12)

To get scores on a 7-point scale, six items of increasing difficulty were introduced, such

that sum scores between 0 and 6 are obtained. To calibrate the scale for one of the groups

in the analysis, the difficulty parameters were evenly distributed along the normal

distribution of this ‘reference group’. Specifically, the distribution was divided into seven

areas of equal density, and the difficulty parameters were placed at the six boundaries

between these areas (Figure 4).

By entering the latent trait value of a participant and the six item difficulties into

Equation (12), the probabilities for passing each of the six scale items are obtained for this

person. These probabilities can subsequently be used for random draws from a binomial
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distribution to get a set of six successes and/or failures, coded as ones and zeros

respectively, that can be summed to obtain the individuals scale scores.

For all nine possible combinations of group size and effect size, 1000 data sets were

generated using R version 2.9.0. All four model selection methods were subsequently

administered to each data set. For NHT, this involved running a standard one-way

ANOVA using the R-function lm, in which the group effect is tested with an α of 0.05.

The analysis using the ICs involved determining the log-likelihood of each model, using

the corresponding design matrices, and selecting the model with the lowest value on the

criterion. This was done using the standard R-function AIC, and the function AICc

available in the package qpcR.

Results

Figure 5a shows the CMDRs averaged over the three effect sizes for the null model.

Like in the fist study, the BIC and NHT perform better than the AIC and AICc under

this model, but the difference in CMDRs is not as large as before. At a sample size of 10

participants per group, the CMDR of the BIC and AICc even are equal to each other.

Furthermore, the BIC is again the only model selection method whose CMDR increases

with sample size under the null model.

Figure 5b shows the correct model rates averaged over the three effect sizes for the

model that does contain the group effect. Here the situation is reversed compared to the

null model. The AIC and the AICc now have the best performance, with the CMDRs of

the BIC again equal to that of the AICc at n = 10. Under this model the CMDRs of all

methods increases with sample size.

Figure 6a, 6b, and 6c show the CMDRs for small, medium, and large effect sizes

respectively. As could be expected, the CMDRs for all model selection methods are higher

for larger effect sizes. Also, for all three the effect sizes, the CMDRs obtained with AIC
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and the AICc perform substantially better than the BIC and NHT.

A useful benchmark for the performance of the different model selection methods in

this second study, is the CMDR of NHT, in case no assumptions would have been

violated. Therefore, reference lines were added to figures 5a, 6a, 6b, and 6c. The line in

Figure 5a is easily determined by 1− α, resulting in a horizontal line at 0.95. For the lines

in figures 6a, 6b, and 6c, the empirical power corresponding to the different combinations

of sample and effect size was determined using G*Power version 3.0.5. In these power

calculations an α of 0.05 was assumed. The BIC and NHT turn out to have CMDR close

to the reference line under the null model and for small effect sizes. The AIC and AICc,

on the other hand, have CMDRs close to, or above the reference line for small, medium

and large effect sizes, but not under the null model.

Conclusion Study 2

A clear distinction between the AIC and AICc on the one hand and the BIC and

NHT on the other can again be seen. First, with respect to the robustness of the methods

to violations of the assumption of normally distributed errors. Whereas the BIC and NHT

were robust to the violation under the null model, the AIC and the AICc were robust for

small, medium and large effect sizes.

Second, when it comes to the performance under different effect sizes, a distinction

between AIC and AICc on the one hand and the BIC and NHT on the other was also

visible, with the AIC and the AICc performing better for all three effect sizes. Like in

Study 1, results suggest that this difference is due to the tendency of the AIC and AICc to

overfit models to the data. For small effect sizes, the CMDRs of the four methods again

do not increase with sample size, indicating that they are all probably just detecting

random noise. As explained under the first study, this implies that the higher CMDRs of

the AIC and AICc are an artefact of the tendency of these methods to select more
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complicated models. With small effect sizes the presence of the three possible effects is

more difficult to detect, especially in the sample sizes used in this study, and (normally)

this leads to the selection of the null model. However, since the AIC and AICc are biased

to select more complex models, they naturally also select the correct model more often

than the BIC and NHT. As sample size increases, the benefit of this overfitting should

diminish, as all methods start to detect the correct model more often. Nevertheless, part

of the difference between the methods at the larger effect sizes may still be due to bias of

the AIC and the AICc for more complex models.

Finally, the CMDRs in this study were higher than the ones obtained in Study 1,

even though there was no violation of assumptions in this first study. The reason for this

is, that in this simulation study there were only two alternative models to choose from,

compared to the eight models in Study 1. Therefore, the number of possible wrong

decisions is smaller in this second study, and the CMDRs are naturally higher.

Discussion

The current project consisted of two simulation studies in which NHT was compared

to model selection based on ICs. In the first study, the CMDRs obtained with NHT and

the ICs were compared in the context of a two-way ANOVA. In the second study, the

different model selection methods were compared in the context of a one-way ANOVA

with a discrete dependent variable. Results showed that the BIC and NHT performed

quite similar, at least at the sample sizes studied here. However, it is known that

asymptotically, the BIC will select the true model with a probability of one (Burnham &

Anderson, 2004). So, as sample size increases the difference between the BIC and NHT

under the null model is expected to increase. This trend is already visible in Figure 1a

and Figure 5a. Whereas the performance of the NHT is constant over the different sample

sizes, the CMDR of the BIC slowly increases as the sample size gets larger.
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Furthermore, the AIC and the AICc were also found to be quite similar to each

other. This is surprising, since the AIC has been found to perform poorly in small sample

sizes (Sakamoto et al., 1986; Sugiura, 1978), which resulted in the small sample corrected

version of the AIC, that is the AICc. Specifically, the use of AICc is recommended when

the ratio of the sample size to the number of parameters is < 40 (Burnham & Anderson,

2002). Based on this we expected that the AICc would perform better than the AIC in

our simulation studies, but this was not the case.

Which model selection method is preferred depends on what is considered worse:

underfitting or overfitting. In the context of a two-way ANOVA, assuming that all

underlying assumptions are met, the BIC and NHT may be preferred in situations were

underfitting is not possible or problematic, that is, under the true null model or in a

scenario were falsely rejecting the null model is considered worse than failing to detect an

effect. The AIC and AICc, on the other hand, appear to be the preferred methods when

overfitting is less of a problem. When no decision can be made about which is worse,

overfitting or underfitting, the BIC and NHT may again be the best choice in this

scenario. The reason for this is that the relative performance benefit of these two methods

(compared to the AIC and AICc) under the null model, is larger than their relative

disadvantage under the other models.

In the context of a one-way ANOVA with discrete dependent variable, there is also

not one single best model selection method. In case correctly identifying the null model is

important, the BIC and NHT may again be preferred. However, the ability of these two

methods to detect the effect of the factor is substantially lowered by violations of the

assumption of normally distributed errors. In contrast, the AIC and AICc were robust to

the studied violation under the model containing the effect, but not the null model. If no

decision can be made about which is worse, falsely rejecting the null model or failing to

detect an effect, the AIC and the AICc may be the best choice with this type of data. The
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reason for this is that the relative performance benefit of these two methods (compared to

the BIC and NHT) under the model containing the effect, is larger than their relative

disadvantage under the null model.

Finally, in both studies the performance was measured by the proportion of times

that the correct model, or the best approximating model as was the case in Study 2, was

selected. However, other aspects of the performance of the model selection methods are

important as well. For example, their out-of-sample performance, that is, the degree to

which the models selected by the different methods fit data sets other than the ones used

to derive them, might also have been used in order to select a “best” model selection

method. Depending on the performance criteria used, the relative benefit of one method

over the others might be different.
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Notes

1Note that an exception is formed by the class of nonparametric tests, in which it is

not necessary to define a distribution for the variables.
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Table 1

Means of the four groups

Factor 2

level 1 2

Factor 1
1 µ11 µ12 µ1.

2 µ21 µ22 µ2.

µ.1 µ2. µ..
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Figure Captions

Figure 1. CMDRs for the different models in Study 1

Figure 2. CMDRs for the different effect sizes in Study 1

Figure 3. Score distribution for a clinical- and healthy control group

Figure 4. Normal curve with difficulty parameters

Figure 5. CMDRs for the different models in Study 2

Figure 6. CMDRs for the different effect sizes in Study 2
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(a) CMDRs under null model (b) CMDRs under models with one effect

(c) CMDRs under models with two effects (d) CMDRs under models with three effects



(a) CMDRs for small effect size

(b) CMDRs for medium effect size (c) CMDRs for large effect size



(a) Score distribution for small effect size

(b) Score distribution for medium effect size (c) Score distribution for large effect size





(a) CMDRs under null model

(b) CMDRs under models with one effect



(a) CMDRs for small effect size

(b) CMDRs for medium effect size (c) CMDRs for large effect size


