Reliable Normalization in Resume Information Extraction

Master Thesis
by

Jonathan Medema

november 2008

Supervisor:
Prof.dr. M.J. Moortgat

Utrecht University
Faculty of Humanities
Master Language and Speech Technology

Contents
1 Introduction
1.1 Information Extraction . .
1.2 Normalization . . . . . . .
1.3 Reliable Normalization . .
1.4 Meta-Classifier Approach
1.5 Problem Statement . . . .
1.6 Outline . . . . . . . . . .

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

7
7
7
8
8
9
9

2 An overview of the subject
2.1 Information Extraction . . . . . .
2.1.1 History . . . . . . . . . .
2.1.2 IE Types and Techniques
2.1.3 IE Applications . . . . . .
2.1.4 Normalization in IE . . .
2.2 Automatic Classification . . . . .
2.2.1 Various Classifiers . . . .
2.2.2 Reliable Classification . .
2.3 Related Work . . . . . . . . . . .
2.3.1 Case Based Reasoning . .
2.3.2 Spam Filtering . . . . . .
2.4 Summary . . . . . . . . . . . . .

.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.

10
10
12
16
20
22
25
26
28
31
31
31
32

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

33
33
34
34
35
36
36
37
40
40
41
41
41
42
42
42

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

3 The Textkernel Domain
3.1 Textkernel and its Clients . . . . . . . .
3.2 Resume Database Storage . . . . . . . .
3.2.1 The Information Extraction Task
3.2.2 The Normalization Task . . . . .
3.3 Resume Database Storage Solution . . .
3.3.1 Information Extraction Solution
3.3.2 Normalization Solution . . . . .
3.4 Job Title Normalizations . . . . . . . . .
3.4.1 Job Title Normalization Sorts . .
3.4.2 Job Title Taxonomy . . . . . . .
3.5 Textkernel Tools . . . . . . . . . . . . .
3.5.1 TaxonomyEditor . . . . . . . . .
3.5.2 Perl . . . . . . . . . . . . . . . .
3.5.3 Timbl . . . . . . . . . . . . . . .
3.6 Summary . . . . . . . . . . . . . . . . .
3

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

4 The Meta-Classifier
4.1 Meta-Classifying Normalizations
4.2 The Meta-Classifier Process . . .
4.2.1 Normalization Metadata .
4.2.2 Feature Extraction . . . .
4.2.3 Preparing the Trainingset
4.2.4 Meta-Classification . . . .
4.3 Performance Evaluation . . . . .
4.3.1 Evaluation Methods . . .
4.3.2 Testing . . . . . . . . . .
4.3.3 Baseline Meta-Classifier .
4.4 Summary . . . . . . . . . . . . .

.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.

44
44
45
46
47
48
49
49
49
52
52
52

5 Experiments and Results
5.1 Baseline Meta-Classifiers . . . . . . . . . . . . . . . .
5.1.1 Distance Heuristic . . . . . . . . . . . . . . .
5.1.2 Simple Features . . . . . . . . . . . . . . . . .
5.1.3 Cheetham & Price Features . . . . . . . . . .
5.1.4 Best Cheetham & Price Features . . . . . . .
5.1.5 Results . . . . . . . . . . . . . . . . . . . . .
5.2 Optimal Features and Parameters . . . . . . . . . . .
5.2.1 Match between String and Nearest Neighbors
5.2.2 Using Other Metadata . . . . . . . . . . . . .
5.2.3 Using the Synonym Taxonomy . . . . . . . .
5.2.4 Relevant Parameter Settings . . . . . . . . .
5.2.5 Results . . . . . . . . . . . . . . . . . . . . .
5.3 Specific Job Title Features . . . . . . . . . . . . . . .
5.3.1 Feature List . . . . . . . . . . . . . . . . . . .
5.3.2 Results . . . . . . . . . . . . . . . . . . . . .
5.4 Optimizing the Dataset . . . . . . . . . . . . . . . .
5.4.1 No extraction errors in Dataset . . . . . . . .
5.4.2 No OTHER class in Synonym Taxonomy . .
5.4.3 Results . . . . . . . . . . . . . . . . . . . . .
5.5 Other Classifiers . . . . . . . . . . . . . . . . . . . .
5.5.1 Results . . . . . . . . . . . . . . . . . . . . .
5.6 Summary . . . . . . . . . . . . . . . . . . . . . . . .

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.
.

53
53
54
54
54
55
55
55
56
58
58
59
60
61
61
62
63
63
63
63
64
64
64

6 Conclusions and Future Work
6.1 Conclusions . . . . . . . . . . . . .
6.1.1 Parameter Settings . . . . .
6.1.2 Metadata Features . . . . .
6.1.3 Other Classifiers . . . . . .
6.1.4 Specific Job Title Features
6.1.5 Optimizing the Dataset . .
6.2 Future Work . . . . . . . . . . . .
6.2.1 Broader Domain . . . . . .
6.2.2 Optimizing the Training Set
6.2.3 Optimizing the Classifier .

.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.

65
65
65
66
66
66
66
67
67
67
68

.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.

.
.
.
.
.
.
.
.
.
.

Bibliography

68

List of Figures

73

List of Tables

74

Chapter 1

Introduction
We live in a world where information is all around us. Only think of the various
media sources we use to stay up-to-date with the world: newspapers, television,
radio, internet. More and more content is becoming available in digital form,
often through special web-services on the internet. Recent studies showed that
we obtain 60% of our information through the internet and the expectation
is that this rate will increase further in the near future. This notion is both
true from a consumer and a business perspective and therefore more and more
information is published by companies. With the creation and growth of big
data repositories, there is a need for powerful tools to structure and search
through these massive information sources.

1.1

Information Extraction

Information Extraction (IE) is a technique to automatically extract relevant
information out of large collections of documents. It may seem similar to Information Retrieval (IR), where documents are searched by entering queries, but
IE is quite different. The user has to specify which type of information he wants
to find and the IE system returns a set of information items of the specified
type (as opposed to a set of documents in IR).
IE can be used for consumer applications, but is mainly relevant for businessto-business applications. Take the following example: the information hidden
in documents of a certain company may be relevant for another company, and
the latter prefers the information to fit in its own company data structure (i.e.
database). Using IE one can avoid reading all documents and manually fill in
its own database with the new relevant data.

1.2

Normalization

The greatest power of IE lies in the fact that it can be applied to large volumes
of free text. But that power has its weaknesses. When dealing with free text
one must be aware of the fact that every human-generated text is different.
To describe some information the author has all freedom to use the words and
spelling he wants to. When an information extraction engine tries to collect the
same sort of data, it may be able to find the specified string of words, but it is
7
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often slightly or completely different from another string of words in the same
category. The process to map the extracted strings to a predefined format is
called ‘Normalization’. In most cases the extracted units need to be normalized
to fit in an existing database.
The normalization of strings can also be encountered in other domains than
information extraction. Google automatically transforms certain search queries
as plural forms and misspellings to retrieve the correct websites. The ‘related
video’s’ component at YouTube partly finds video’s with similar content in the
title and descriptions.

1.3

Reliable Normalization

The subject for this thesis arose from an internship at Textkernel, a software
business specialized in offering IE solutions for a wide range of domains. In
our internship project we focused on the extraction of job-titles out of people’s
resumees, which is part of a product solution Textkernel offers to several Human Resources agency and job-offering companies. The software performs at a
satisfactory level for all clients, but in about 20% of the cases, the automatic
normalization afterwards has to be corrected in the database.
Because it is not feasible to build a perfect extraction engine and an errorfree normalization component, one must take into account how remaining errors
are treated. In some cases it is accepted that certain errors are still present in
the database. In other cases the cost of an error can be high and the database
has to be error-free. Manual corrections afterward are in both cases an option,
but especially for the latter cases it would be useful to have an impression of
the reliability of the automatic normalization. It is possible to collect (meta)information about the normalization process and the normalized items. This
knowledge could help in identifying the reliability of the automatic choices that
are made during the process. When the machine admits it may have done
something wrong, it is a lot easier for the human to correct only those cases.
It is even possible to normalize these items again with the use of the reliability
knowledge.

1.4

Meta-Classifier Approach

In order to carry out a reliable normalization, we built a reliability component
which automatically identifies wrong normalizations. As this is a classification
problem, separating the data in ‘Unreliable’ and ‘Reliable’ normalizations, we
needed a machine learning classifier for our implementation. Because the normalization itself is an instantiation of a classifier, we call it the meta-classifier.
Out of several possibilities for a binary classifier algorithm, we chose to implement the Memory Based Learning algorithm. Based on the traditional kNearest Neighbor algorithm, this is a relatively new method, mainly used in
Natural Language Processing. The experience at Textkernel and the speed performance the were the main reasons to test this approach, with the possibility
of an implementation in Textkernel’s software. For research purposes this was
also interesting, as there is relatively little research done about applying the
MBL algorithm to reliability classification problems.
8
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1.5

Problem Statement

To evaluate our meta-classifier approach we came to the following problem statement:
• Does the ‘Memory Based Learning’ meta-classifier approach provide a
practical solution for reliable normalization in information extraction?
In other words, does our meta-classifier perform well enough to be implemented in Textkernel’s software? In general or a classifier to be used in practice,
the accuracy score is needed to be 95% or higher and the classification speed
can’t be too slow. In chapter 4 we discuss the evaluation methods we used
to measure the performance. To further investigate the performance of our
meta-classifier approach we defined the following questions:
• What parameter settings yield the best results for our Memory Based
Learning meta-classifier approach?
• What is the added value of metadata features for the meta-classifier performance?
• How does the Memory Based Learning algorithm compare to other well
known classifier techniques?
In chapter 5 several experiments can be found which were conducted to
formulate an answer to these questions.

1.6

Outline

In the rest of this thesis we discuss the individual aspects of our problem statement, starting with the key concepts in it. In chapter 2, we give an overview on
the subjects of Information Extraction, Normalization in IE, Automatic Classification and Reliable Classification, which are all in some way related to our
problem statement. In chapter 3 the Textkernel domain is presented. After a
look at the Textkernel company and its IE software solutions, we give a detailed
overview of their Normalization component, the job title data we worked with
and the software tools which were available for us. The 4th chapter deals with
the Meta-Classifier and the way we represent our data for it. In the 5th chapter
we discuss the experiments we conducted to answer our problem statement and
additional questions. In the final chapter 6 we draw our main conclusions and
give some recommendations for future work.

9

Chapter 2

An overview of the subject
In this chapter we will discuss the main subjects that are relevant in our problem
statement. In the first section we dive into the topic of Information Extraction
(IE). After an overview of the history, we present the different types of IE
and the techniques which are developed for them. For the literature study we
did to give an overview of IE we rely heavily on [Jurafsky and Martin, 2008],
[Cunningham, 2005] and [McCallum, 2005]. We also list some domains where
IE is used and some specific applications that make use of IE. Then we discuss
some approaches to Normalization in IE. The second section is reserved for the
subject of Automatic Classification. We discuss various classifiers, one of them
the Memory Based Learning approach. In the second part of this section we
investigate the topic of Reliable Classification and the different approaches to
this problem. In the final section of this chapter we present some related work
which doesn’t fit in the other sections. Both the topics of Case Based Reasoning
and Spam Filtering were relevant for our approach to reliable normalization.

2.1

Information Extraction

What is Information Extraction (IE)? Jurafsky and Martin define it as follows:
“Information Extraction turns the unstructured semantic information hidden in
texts into structured data” ([Jurafsky and Martin, 2008]). The Encyclopedia of
Language and Linguistics says in its entry about IE: “Information Extraction
is the technology of automatically extracting information about pre-specified
types of events, entities or relationships from text documents ([Cunningham,
2005]). Two notions are important: the texts are unstructured and the desired
information has to be of a pre-specified type. The extracted data can be presented directly to the user, but most of the time the data is stored in a database,
which is useful when there is a lot of data to be dealt with. For an example, see
figure 2.1 where company names are extracted out of a financial article text.
IE is in fact a lesser known sibling of Information Retrieval (IR), which also
has the goal of collecting information from texts. In IR, the user searches for
information in a set of documents and gets as a result a set of documents ranked
by relevance. In IE, the user first selects which information types he wants to
retrieve and which texts he would like to process. The system then returns parts
of the texts of the specific selected information type. So, let’s take the example
10
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Figure 2.1: Information Extraction example

if a user is interested in comparing the costs of driver lessons in his hometown.
In an IR system he has to give keywords like ‘driver lessons’ and ‘Amsterdam’
to find a set of website documents and he manually has to find the prices and
put them in a spreadsheet to compare them. An IE system would need a set of
documents about driving lessons and the information types ‘price’ and ‘town’.
Then it extracts the prices and towns from the document and populates the
spreadsheet with it, both automatically.
In comparison to IR, IE systems are more difficult and knowledge-intensive
to build and computationally more expensive. The advantage of IE is that it’s
more effective with large volumes of data, because it reduces the amount of time
people normally would spend reading the texts. Also in multilingual context
IE is preferable over IR, because its fixed-format results are unambiguous and
therefore relatively easy to translate. In IR, the translation step is much more
time consuming.
“The contrast between the aims of IE and IR systems can be summed up
as: IR retrieves relevant documents from collections, IE extracts relevant information from documents. The two techniques are therefore complementary, and
their use in combination has the potential to create powerful new tools in text
processing.” ([Gaizauskas and Wilks, 1998])
An important notion for IE is the tradeoff between complexity and specificity: the more complex the data to be extracted, the more specific must be
the domain of discourse; the simpler the data, the more generally the extraction
11
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algorithms may be applied (see [Cunningham, 2005]). This is kind of obvious,
but the tradeoff is more subtle, as text type and subject (domain / genre) also
play a role in the complexity of a text. A text type can be for example: science
papers, news articles, e-mail messages, novels, or the output of speech recognizers. The subject of the text can vary from world events to a description of
specific symptoms of a medical phenomenon. A third factor is the style of text:
formal or informal.
Below we will discuss the history of IE, look at different IE types and techniques, list some IE applications and finally give an introduction to the Normalization task.

2.1.1

History

The concept of ‘Information Extraction’ as mentioned above is known and studied from the 1980s. However, related research and projects started much earlier.
Already in the 1950s the American linguist Zella Harris came with the idea of reducing information in text to tables for sublanguage1 texts ([Grishman, 1997]).
In the 1960s Naomi Sager set up the first IE project to convert patient discharge
summaries into a generic database structure.
In general, research groups in the 1950s and 1960s were already interested
in automatically structuring natural language texts, but failed to get promising results. This was mainly due to the lack of natural language processing
methods at that time. Another cause for the poor results was the lack of focus
on specific domains or solutions, which resulted in too many problems and too
difficult solutions. Later it became clear that a specific approach is much more
valuable, resulting in several subproblems of IE which can be researched separately. Around 1980 researchers became more aware of this notion and this lead
to different practical research projects.
We used [Cowie and Lehnert, 1998] as our source for an overview of the early
history of IE. One of the first reported IE systems, which operated on texts
of unrestricted topics, was FRUMP, implemented by Gerald de Jong in 1977.
Using data from a newswire network, the system monitored a newswire using
simple scripts designed to cover news stories. FRUMP sought to match each new
story with a relevant script on the basis of keywords and conceptual sentence
analysis. FRUMP was a semantically oriented system that used domain-specific
expectations to instantiate event descriptions based on scriptal knowledge.
In 1980, Da Silva and Dwiggins developed a system to extract satellite-flight
information from reports produced by monitors around the world. Their system was restricted to single sentences and lacked a methodology for extracting
complete event descriptions.
Zarri began in the early 1980s to work on an IE system in which he sought
to extract information about the relationships and meetings between French
historical figures out of texts describing their activities.
In 1981, Cowie developed an IE system that extracted canonical structures
from field-guide descriptions of plants and animals. The system used simple
information to populate a fixed-record structure.
In the following years (1980s and 1990s) more time was spent to build test
corpora, consisting of texts and their keys: the information elements that need
1 A sublanguage is the specialized form of a natural language which is used within a particular domain or subject matter
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to be extracted. These corpora are important to evaluate extraction systems.
The results of an information extraction system on text or a set of texts can be
compared to the keys belonging to those text(s).
Research on IE really took off with the start of the Message Understanding
Conferences (MUCs), initiated by the NOSC (Naval Oceans Systems Center)
and DARPA (Defense Advanced Research Projects Agency) in 1987. These
conferences were called ‘Message Understanding Conferences (MUC)’ as a results of the use of such technology to process military messages. Over the years
the conference developed into a broader field of participants, covering also more
civilian topics.
Message Understanding Conferences
For each Message Understanding Conference (MUC) different research sites participated and defined a precise task beforehand. Each site implemented a system, which was measured at the conference against human-annotated data in
a controlled environment. In a language processing technique, this way of evaluating was quite unique, and these conferences played a big role in bringing
the theoretical perspective of linguistics and the practical view of government
research together.
The first and second MUCs (MUCK1 in 1987 and MUCK2 in 1989) were
concerned with extracting information from a small number of short messages
about fleet operations in the navy. At MUCK1, researchers from six organizations participated, showing their systems and testing them on the dataset at
the conference, but no evaluation task or metrics were defined. Two years later,
at MUCK2, 8 research groups participated and each system had to perform
the same task of ‘template filling’: a class of events was given and for each
event a set of information slots in a template had to be filled, starting with ten
different slots for MUC-2. The performance of each system was compared to
hand-generated keys and measured by the evaluation techniques of ‘precision’
and ‘recall’. These measures were derived from IR and in IE they mean the
following: recall is the ratio of correctly generated fills to the total number of
expected fills and precision is the ratio of the correctly generated fills to total
number of generated fills. From the performance evaluation results of MUC-2,
it became clear that grammar knowledge and parsing were essential to build a
well-performing IE system.
For the third and fourth conferences (MUC-3 in 1991 and MUC-4 in 1992)
the texts in the dataset were changed to news reports about terrorist activities
in Latin America and for the first time the proceedings were published. Also
there was more cooperation and meetings were held beforehand to discuss each
others work, learning which techniques and methods others used. The number
of information slots was raised to 17 for MUC-3 and to 22 for MUC-4. It
proved that pattern-matching techniques and probabilistic text categorization
techniques proved successful only when combined with linguistic techniques.
The analysis of the errors that were made pointed to research in areas such
as discourse reference resolution and inferencing2 . It was also measured that
significant progress was made since MUC-2.
MUC-5 was held in august 1993 and was part of Tipster, a U.S.A. gov2 These

issues have to do with references from one term to another in a text
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ernment programme for research and development of information retrieval and
information extraction. The complexity of the task was increased by testing
two domains: corporate joint ventures and microelectronic production, and two
languages: English and Japanese. A new template structure was introduced
to improve the storage of different information elements. Before, one template
with several slots had to be filled, from MUC-5 a nested template structure was
used with several templates inside the top template. For instance information
about participants in events could be stored in their own templates. Also the
scoring method was modified to include new evaluation metrics.
The sixth MUC conference (held in 1995) focused on finer-grained evaluation
and portability issues and led to the definition of four subtasks in IE: named
entity recognition, coreference identification, and template element and scenario
template extraction tasks. We will discuss each of these tasks in the next section.
The domain of the scenario extraction task was management succession events
in financial news stories. Each participant could choose its own subtask(s).
The last MUC conference, MUC-7, was held in 1998. A fifth subtask was
defined in addition to the four defined at MUC-6: template relation extraction.
More international sites participated than ever before. For the first time, the
multilingual Named Entity evaluation was run using training and test articles
from comparable domains for all languages. The domain for all languages for
training was airline crashes and the domain for all languages for testing was
launch events.
Looking back, the MUC conferences were essential to structure research on
IE. They also contributed to the understanding of measuring performance of IE
systems.
IE after the MUCs
After the MUCs, IE remained an interesting research issue. From 1998, the year
of the last MUC, until now a few interesting developments can be identified.
First, in the 2000s IE became more popular for use in commercial applications.
In section 2.1.3 we list the most important and interesting IE applications, most
of them are commercial.
Secondly, the portability of IE was an issue that needed more development
([Wilks and Catizone, 1999]). As we pointed out above, the complexity and
specificity of an IE task are the two basic factors to estimate a system’s performance on that task. At the end of the 1990s it was possible to build a reliable
IE (NER) system for relatively simple and very specific IE tasks. But when
such a system would be used on other texts in another domain, the results were
very poor. The portability issue is the search for a more generic approach to
IE, so that systems could be ‘portable’ to be used in another domain.
[Cunningham, 2005] lists three options for solving the portability issue:
1. Learning extraction rules of models from annotated examples: The advantage is that no skilled staff is needed to port the IE system. The
disadvantages of this approach is that it only works for simple texts or
simple extraction items. Also large volumes of training data are needed
to get a good performance.
2. Embedding learning systems within end-user systems: This approach is
also called ‘mixed initiative learning’, because the user of the IE sys14
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tem helps the system by manually annotating the texts, while the system
learns. If the system itself has seen enough data, it can start extract data
automatically, giving the user the opportunity to give feedback about the
results. In this way the system keeps learning from its mistakes.
3. Supporting the development of rules/models by skilled specialist staff:
This approach needs a core system which can be adapted to make it
portable. The advantages are that a robust core system can be build,
the extraction data can be as complex as needed and one infrastructure
can take care of general engineering aspects of the system. The disadvantage is the labor intensive process of adapting the system and the need of
skills for the end-user to operate the system.
Since 1999, a year after the last MUC, a new research program for IE started:
Automatic Content Extraction (ACE). The ACE program handles the same
cycle of tasks and evaluation, but differs from the MUC in three ways. First, the
5 traditional subtasks of IE are conflated in ACE. The NE and CO tasks become
a single entity detection and tracking task (EDT), the TE and TR tasks a single
relation detection and tracking task. The ST task is renamed ‘event detection
and characterization’. Secondly, the ACE tasks are much more complex than
the MUC tasks, dealing for instance with metonymic entities and source texts
from automatic speech transcription and optical character recognition. Thirdly,
the evaluation results from the ACE program are not public, leading to a lower
utility for nonparticipants and other research.
Research on IE has recently also focused on IE and ontologies, mainly due to
research and development of the Semantic Web. The last few years interest has
grown for this new generation of the Internet, first envisioned by Tim BernersLee, the World Wide Web Consortium director. The idea of the Semantic Web
is to label a web-page with the semantics of the information on it, so that machines (agents) can ‘understand’ the information on the web-page. An ontology
plays a key role in the storage of semantic meta-information, because it is a
formal representation of a set of concepts within a domain and the relationships
between those concepts. In addition to standard database-structures, ontologies
work with classes and instances, relations, rules, axioms and events. A formal
standard for internet ontologies has been developed (OWL3 ) to streamline the
communication in the Semantic Web. To realize the vision of the Semantic Web,
web-pages have to be annotated and linked to ontologies and the ontologies have
to be build, updated and eventually linked to other ontologies. All these processes must become semi-automatic or automatic and IE can be of great help
here. Ontology-based IE (OBIE) ([Bontcheva, 2004]) aims at performing these
tasks and distinguishes two subtasks: identification of concept instances from
the ontology in the text and populating the ontology with instances in the text.
The identification of instances from the ontology in the text is a task which
can be compared to methodologies for traditional IE. The difference for learningbased systems is however the lack of training data for OBIE opposed to many
annotated texts for traditional IE tasks, thanks to programs like the MUCs. The
creation of OBIE training data must be done manually or semi-automatically
and is quite labor-intensive. However, work is underway and systems to aid this
3 OWL
is the (inconsistent) acronym for Web Ontology
http://www.w3.org/TR/owl-features/ for an overview of the language
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task are in development.
Automatically populating an ontology is another task, where an IE application identifies the instances belonging to concepts in the ontology and stores
them in the correct place. The challenge is to storing the same instance on
different places, as is sometimes needed with respect to multi-dimensional and
ambiguous nature of ontologies.

2.1.2

IE Types and Techniques

The 5 subtypes of IE coming out of the research at the MUCs were named
entity recognition, coreference resolution, template element extraction, template
relation extraction and scenario template extraction tasks. We discuss each of
these topics independently. For each type we present what they do, how they
perform and what the most common techniques are to implement these IE
types. We mainly used [Cunningham, 2005] and [Jurafsky and Martin, 2008]
for the task descriptions and techniques respectively. The task of Named Entity
Recognition is the most basic and the most important for our research, and
therefore we give it the most attention.
Named Entity Recognition
Named Entity Recognition (NER) is the simplest and most reliable IE technology. A basic NER system extracts names of people, places and organizations
out of free text. More advanced NER systems are able to extract also dates,
amounts of money or percentages. What these applications all share in common
is a concern with proper names, the characteristic ways that such names are signaled in a given language or genre, and a fixed set of categories of entities from
a domain of interest. The NER task can be performed with an accuracy of 95%
([Grishman, 2005]). With this score it can be said that NER performs at the
same level as human experts, as a 100% accuracy never can be reached because
of the lack of consensus on difficult cases. NER is weakly domain-dependent,
which means that a change in domain of the same text source (for instance financial news vs. sport news) requires minor changes to the system and a change
in text source (e.g. news vs. scientific papers) requires major changes.
[Jurafsky and Martin, 2008] gives an extensive overview of NER and the
methods to tackle the problem. The first NER systems used manually constructed patterns to detect and extract the named entities. These finite-state
patterns contain probable sequences of words and word groups. For instance a
set of patterns to extract names from political documents looks like this (taken
from [Grishman, 2005]):
person-name = <titled-person> | <person-with-known-first-name>
titled-person = <honorific> <capitalized-word>+ | <honorific>
<capitalized-word>+
honorific = ‘Mr’ | ‘Mrs’ | ‘Miss’ | ‘Ms’ | ‘Dr’ | ...
title = ‘President’ | ‘Prime minister’ | ‘Governor’ | ‘Gov.’ | ...
person-with-known-first-name = known-first-name <capitalized-word>*
known-first-name = ‘Adam’ | ‘Alice’ | ‘Albert’ | ...

It is possible to build an accurate NER system for common name types with
this kind of patterns, but it is labor-intensive and requires considerable skill.
16
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Recent NER methods are based on two standard NLP techniques: part of
speech tagging4 and syntactic base-phrase chunking5 . These methods have in
common that they have the task to classify and label tokens in a text, known as
sequence labeling. In this approach to NER, a classifier is trained to label the
tokens in a text with tags, indicating the presence of particular kinds of named
entities.
This approach makes use of IOB encoding, which is also employed for syntactic chunking. In this scheme an I is used to label tokens inside a chunk, B is
used to mark the beginning of a chunk, and O labels tokens outside any chunk
of interest. To illustrate this, we take an example sentence with three named
entities: “The speech of Barack Obama at the Democratic National Convention
in Denver was received with praise from many media commentators.”. After
IOB encoding this sentence would look like this:
The-[O] speech-[O] of-[O] Barack-[B_PERSON] Obama-[I_PERSON] at-[O]
the-[O] Democratic-[B_EVENT] National-[I_EVENT] Convention-[I_EVENT]
in-[O] Denver-[B_LOCATION] was-[O] received-[O] with-[O] praise-[O]
from-[O] many-[O] media-[O] commentators-[O] .-[O]

After an IOB encoded training corpus has been created, named entity distinguishing features have to be selected, which can be used by an appropriate
classifier. These features vary from system to system, however in state-of-theart systems the features listed in table 2.1 are mostly present in some form.
Note that for some features not only the token itself is analyzed, but also the
surrounding tokens, their number defined by the size of the so-called ‘context
window’.
Feature
Lexical items
Stemmed lexical items
Shape
Character affixes
Part of speech
Syntactic chunk labels
Gazetteer or name list
Predictive token(s)
Bag of words/Bag of N-grams

Explanation
The token to be labeled
Stemmed version of the target
token
The orthographic pattern of the
target word
Character level affixes of the target and surrounding words
Part of speech of the word
Base phrase chunk label
Presence of the word in one or
more named entity lists
Presence of predictive words in
surrounding text
Words and/or N-grams occurring in the surrounding context

Table 2.1: NER Features (taken from [Jurafsky and Martin, 2008])
4 Part-of-speech (POS) tagging is the task of automatically labeling each word in a text
with a lexical category, like ‘noun’ or ‘verb’
5 Syntactic Base-Phrase chunking is the task of identifying constituents like ‘noun phrases’
or ‘verb phrases’
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Some features and terms in the table may deserve some explanation. The
‘shape’-feature deals with upper case, lower case and capitalized forms, as well
as more elaborate patterns designed to capture expressions that make use of
numbers (A9), punctuation (Yahoo!) and atypical case alternations (eBay). It
turns out that this feature is very important for a good performance of NER.
Another highly predictive feature is the presence of the word in a named-entity
list. There exist many extensive lists for various entity categories. The best
known lists are so-called ‘gazetteers’, which contain over a million entries of
all kinds of locations. It appears that gazetteers perform better than lists of
organizations or persons. But for most (sub)domains where NER is applied,
a specific list will be helpful. The third main feature is the predictiveness of
surrounding words. One can think of preceding or following abbreviations as
‘Mr.’ or ‘Inc.’ This feature is relatively simple to implement and results in a
significant performance boost.
The state-of-the-art method for NER is the Hidden Markov Model sequential classifier. We refer to [Bikel et al., 1997] for a detailed description of a
HMM NER implementation. A Hidden Markov Model (HMM) is a finite state
automaton with stochastic6 state transitions and symbol emissions. The automaton models probabilistic generative processes whereby a sequence of symbols is produced by starting in some state, transitioning to a new state, emitting
a symbol selected by that state, transitioning again, emitting another symboland so on until a designated final state is reached.
Given a model and all its parameters, NER is performed by determining
the sequence of states that was most likely to have generated the entire document, and extracting the symbols that were associated with certain designated
‘target’ states. Determining this sequence is efficiently performed by dynamic
programming with the Viterbi algorithm ([Rabiner, 1989]).
[Bikel et al., 1997] present a HMM architecture with only eight internal
states (various name classes, like ‘person’ or ‘organization’ including a ‘not-aname’ class), with two special states, the ‘start-’ and ‘end-of-sentence’ states.
Within each of the name-class states, they use a statistical bigram language
model, with a one-word-per-state emission. The generation of words and nameclasses proceeds in three steps: (1) Select a name-class NC, conditioning on
the previous name-class and the previous word. (2) Generate the first word
inside that name-class, conditioning on the current and previous name-classes.
(3) Generate all subsequent words inside the current name-class, where each
subsequent word is conditioned on its immediate predecessor. These three steps
are repeated until the entire observed word sequence is generated. They use the
Viterbi algorithm to efficiently search the entire space of all possible name-class
assignments.
A variation to HMM is the Maximum Entropy Markov Model (MEMM). In
contrast to HMMs, in which the current observation only depends on the current
state, in MEMMs the current observation may also depend on the previous state.
It can then be helpful to think of the observations as being associated with state
transitions rather than with states ([McCallum et al., 2000]).

6A

stochastic process is non-deterministic: a state does not fully determine its next state
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Coreference Resolution
Coreference Resolution (CO) takes care of identifying identity relations between
entities in text. Both the entities extracted by NER and the anaphoric references
to them are considered by this task. CO enables the association of descriptive
information scattered across texts with the entities to which it refers. CO might
not seem very important for the average user, as it does not produce direct output results, but CO is essential for the template element and template relation
construction tasks. Proper-noun resolution, the task of identifying different
occurrences of the same object, is also seen as a CO task. One can think of
variations of company names like ‘IBM’, ‘IBM Europe’ and ‘International Business Machines Ltd.’. CO is not very reliable, with accuracy scores of 50-60% in
domain specific tasks. CO is domain-dependent.
This task is most frequently solved by examining individual pair-wise distance measures between mentions independently of each other. For example,
database record-linkage and citation reference matching has been performed
by learning a pairwise distance metric between records, and setting a distance
threshold below which records are merged. Coreference in NLP has also been
performed with distance thresholds or pairwise classifiers.
Template Element Construction
Template Element Construction (TE) builds on NE and CO, associating descriptive information with the extracted entities. This is stored in a template
element, which can be seen as a database record. TE can achieve accuracy
results of 80%, which is quite good considering human experts reach no further
than 95%. TE is weakly domain-dependent, like NER.
An effective approach to template element construction simply treats it as
a statistical sequence labeling problem. In this approach, a system is trained to
label sequences of tokens as potential fillers for particular slots. Two methods
exist to implement this approach: the first is to train separate sequence classifiers
for each slot to be filled and then send the entire text through each labeler, the
second is to train one large classifier (usually a HMM) that assigns labels for
each of the slots to be recognized. For the one classifier per slot approach, slots
are filled with the text segments identified by each slot’s corresponding classifier.
As with the other IE tasks described earlier in this chapter, various statistical
sequence classifiers have been applied to this problem, all using the usual set
of features: tokens, shapes of tokens, part-of-speech tags, syntactic chunk tags,
and named entity tags.
Template Relation Construction
Template Relation Construction (TR) is relatively new as a separate IE task. It
tries to detect possible relations between template elements identified by the TE
task. TR accuracy scores can reach up to 75%. TR is weakly domain-dependent.
The most straightforward approach for TR breaks the problem down into
two subtasks: first detecting when a relation is present between two entities
and secondly classifying any detected relations. In the first stage, a classifier is
trained to make a binary decision as to whether or not a given pair of named
entities participate in a relation or not. Positive examples are extracted directly
from the annotated corpus, while negative examples are generated from entity
19
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pairs in one sentence that are not annotated with a relation. In the second
phase, a classifier is trained to label the relations that exist between candidate
entity pairs.
A simple approach to relation extraction without needing large amounts
of annotated documents is to use regular expression patterns to match text
segments that are likely to contain expressions of the relations in which the user
is interested.
Scenario Template Production
Scenario Template Production (ST) builds templates which were originally the
desired output of all IE systems. These templates contain bindings between
template elements and their relations and turn these into event descriptions.
ST is the most difficult IE task, the best MUC systems reached 60% accuracy,
where humans could reach 80% (indicating the difficulty of the task). ST is
domain-dependent and also tied to the interests of the user.
Techniques for scenario template production are similar to those of template
element construction, discussed above.

2.1.3

IE Applications

Especially the relatively basic IE type Named Entity Recognition gained interest
in the business world ([Cowie and Lehnert, 1998]). Until 1998, the year of the
last MUC, only one commercial product was developed that implemented some
form of IE. In 1993 ATRANS was designed to handle money-transfer telexes
in international banking. It used sentence analysis techniques similar to those
in FRUMP and exploited the fact that the content of money-transfer telexes
is highly predictable. ATRANS demonstrated that relatively simple language
processing techniques are adequate for IE applications narrow in scope and
utility.
Two other systems that were developed earlier by business research, but
which didn’t get a commercial release, were JASPER and SCISOR. JASPER
was an IE system developed in 1986 that extracted information from reports
on corporate earnings. It used template-driven techniques for language analysis
operating on small sentence fragments. JASPER development depended on a
manual inspection of the system in action, along with ongoing system evaluations using representative test sets. SCISOR was a prototype developed in 1991,
incorporating IE into an integrated system that used partial analysis of the text
to carry out its processing. A filtering process selects only articles on corporate
mergers and acquisitions, extracting information on target and suitor companies and dollar-per-share amounts. These items were stored in a knowledge base
that handled queries.
Interesting is the list of examples in [McCallum, 2005] of commercial applications that emerged in the 2000s:
• FlipDog.com, launched in 2000, was the first job search Web site based
on IE. FlipDog used more than 60,000 company Web sites as a source to
automatically extract job openings. The information categories included
job titles, descriptions, locations, company names, application contact information, etc. Mining their resulting job openings database, FlipDog
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also produced a once-monthly report showing the changing patterns and
trends, which was used by several organizations because the comprehensive and up-to-date data was unique. The accuracy was mostly very high,
but in cases where the confidence was low, human verifiers were used to
improve accuracy.
• ZoomInfo.com extracts information about people from all over the Web,
creating cross-referenced records of names, job titles, employment histories, and educational backgrounds for more than 26 million people by
processing various sources like news articles, press releases and corporate
bios. The website is used for recruiting, sales, and corporate intelligence.
On the whole, extraction accuracy is quite good, although there are some
errors in segmentation and deduplication.
• Well known in the academic world, CiteSeer.org uses IE to extract citation
information from academic research papers, for instance the paper’s title,
authors, publication venue, year, etc. It also deduplicates citation entries
from papers’ reference sections, resulting in a ‘citation graph’ which can
be analyzed to automatically find the seminal papers in a subfield. Other
similar services include scholar.google.com and rexa.info.
• Verity.com’s MediClaim can extract various fields from medical insurance
claim forms, enabling semi-automated processing and faster throughput.
The extraction relies on the regular layout and formatting in a standard
set of forms. Other companies with extraction products include Inxight,
ClearForest, Fetch.com, and TeraGram, and specialty companies such as
Burning Glass and Molecular Connections.
• William Cohen and some of his students at Carnegie Mellon University
have developed several systems for information extraction from a body
of e-mail messages. One system extracts signature blocks from e-mail
messages, which could then enable automated extraction of address book
information. Another system extracts people’s names. Dayne Freitag of
Fair Isaac Corporation created a system to extract calendar entries from
e-mail messages announcing upcoming seminar titles, speakers, locations,
and times.
Each of these applications are designed to work with English documents.
There has been some research on IE for other languages, for instance at the
MUC-6 and MUC-7 conferences for Spanish, Chinese and Japanese. For Dutch,
worth mentioning is the work of Maarten de Rijke and Valentin Jijkoun at the
University of Amsterdam. In [Jijkoun et al., 2003] they present an architecture
for a Question Answering (QA) system for Dutch, where IE is a subpart to solve
the automatic QA problem. The Textkernel company offers (as far as we know)
the only commercial IE software solutions for Dutch documents.
Additional application possibilities include systems for financial analysts and
marketing strategists, PR workers and media analysts ([Cunningham, 2005]).
[Cardie, 1997] mentions the following possible applications: summarization of
medical patient records, extraction of terrorist activity descriptions out of newswires and radio and broadcast transcripts, extraction of technical information
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about chip fabrication, analyzing newspaper articles in order to find and summarize instances of business joint ventures, support of automatic classification
of legal documents.

2.1.4

Normalization in IE

Normalization can either be seen as a subtask of IE or a post-processing step.
We define ‘normalization’ as ‘the mapping of extracted information items to
predefined formats’. In most cases where normalization is needed the extracted
information has to be stored in a database. In figure 2.2 the normalization step
can be seen in context with the rest of the IE process.

Figure 2.2: IE in Context (taken from [McCallum, 2005])
In this simplified perspective of IE, we see that normalization is one of the
last steps in the IE process. The segmentation and classification steps together
form the named entity recognition task. The association step can be seen as the
relation detection task.
Normalization is needed when the extracted information has to be transformed to be used for other purposes, for instance data mining using a database.
To give an impression of the transformation the normalization process has to
take care of, we present a short overview of various normalization categories in
table 2.2. Note that for each IE application the errors are different, because
it depends heavily on the desired data format and the further use of the data.
The selection in table 2.2 is a generalization based on our own experiences with
our data, but also on some literature about related IE processes.
Nr.
1

4

Category
additional
boundary
words
spelling errors
synonymy (semantic similarity)
ambiguity

5

linguistic form

6

predefined formats

2
3

Extracted item
enthusiastic bank employee
bank employer
financial administrator

Normalized item
bank employee
bank employee
bank employee

bank employee (Cat:
Coast guard)
bank employees (plural)
01-01-1900

bank
employee
(Cat: Financial)
bank employee (singular)
january 1st, 1900

Table 2.2: Normalization Categories with corresponding examples
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In general each of these categories covers either a string or a semantic similarity. To solve the normalization issues for each type a different approach is
needed. The only thing the approaches share in common is the use of a target list of instances where the extracted entities have to be mapped against.
Because of this need, each normalization solution in IE is very domain specific
and dependent on the requirements of the user. Due to the specificity of the
normalization problem, little literature on the subject can be found.
We can distinguish two frameworks which are used to solve normalization
issues: the rule-based and the classifier approach. Besides these two main approaches it is interesting to look at the edit-distance, token distance measures
and semantic similarity measures, which can be used in all domain-specific
frameworks.
Rule Based Normalization
In the small amount of literature that can be found about normalization, the
rule based approach is the most common method to solve normalization. In Jurafsky and Martin [2008]’s chapter about IE they discuss the topic of temporal
normalization, the most general domain where normalization is needed. Temporal expressions can be found in the majority of texts and have a wide, but finite
range of forms. For instance, according to Microsoft Excel 2000’s predefined
values, a date can occur in 15 different forms. Most approaches to temporal
normalization use rule-based methods that associate semantic analysis procedures with pattern matching. The patterns which are used are ISO standards
of time and date formats. An example pattern to convert a date expression like
‘july 20, 1969’ to an ISO standard can be:

F QT E → M onthDay, Y ear{M onth.val − Day.val − Y ear.val}

(2.1)

where FQTE stands for Fully Qualified Temporal Expression.
Semantic information is needed in other occasions, as FQTE’s are relatively
rare in most documents. In these approaches, “the meaning of a constituent
is computed from the meaning of its parts, and the method used to perform
this computation is specific to the constituent being created.” For instance
temporal expressions in news articles are in most times incomplete and are
only implicitly anchored, often with respect to the dateline of the article. This
dateline is defined as the document’s temporal anchor in order to semantically
link other temporal expressions in the text to it. The computation of the full
date for ‘today’ simply assigns the anchor, while the computations for tomorrow
and yesterday add a day and subtract a day from the anchor, respectively.
More complex ambiguous temporal expressions like ‘next Friday’ are handled by
encoding language and domain specific heuristics into the temporal attachments.
Normalization as Classification
The classifier approach to normalization is relatively straightforward and maybe
therefore almost nowhere to be found in literature. The only paper discussing
this approach is [Wu et al., 2005], where a a complex framework is presented to
normalize Chinese temporal expressions.
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The idea of using a classifier for normalization is to take the desired target
instances as classes. The training set then consists of examples of strings that
are labeled with the most similar class in the target set. So for instance take the
strings in the ‘Extracted item’ column in table 2.2. These strings would all be
labeled with ‘bank employer’ in the training set. By using smart and relevant
features of the relations between the instances and their classes, new strings can
be classified and be mapped to the most similar class. The drawback of this
approach is that a new training set has to be built for each new (sub)domain.
We further pay attention to this approach in chapter 3, where we describe
Textkernel’s normalization method including some detailed examples.
Edit Distance Similarity
Edit-distance similarity measures calculate a distance between two strings, based
on the similarity of characters and sequences of characters. The edit distance
refers to the edits that have to be made to the string to get to a target string. In
practice for IE, for each target instance a distance to the new string is calculated
and the instance with the highest score, is considered the most similar. In [Cohen
et al., 2003] an overview of various edit-distance measures can be found.
The simplest way to calculate edit distance is the Levenshtein metric, assigning a unit cost to all edit operations. Typical edit operations are character
insertion, deletion, and substitution, and each operation much be assigned a
cost. The Monger-Eltic edit distance function is similar to the Levenshtein
metric, but assigns a higher cost to insertions and deletions. A more advanced
edit distance metric is the Jaro metric, which is based on the number and order
of the common characters between two strings.
1
3



m
m
m−t
+
+
|s1 | |s2 |
m


(2.2)

where s1 and s2 are two strings, m is the number of matching characters and
t is the number of transpositions. Two characters from s1 and s2 respectively,
are considered matching only if they are not farther than



max (|s1 | , |s2 |)
−1
2

(2.3)

The Jaro-Winkler distance dw ) also uses the length of the longest common
prefix of both strings:
dw = dj + (`p(1 − dj ))

(2.4)

where dj is the Jaro-distance for the strings s1 and s2 , ` is the length of
common prefix at the start of the string up to a maximum of 4 characters and
p is a constant scaling factor for how much the score is adjusted upwards for
having common prefixes. The standard value for this constant in Winkler’s work
is p = 0.1.
The Jaro and Jaro-Winkler metrics seem to be intended primarily for short
strings, for instance personal first or last names.
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Token Based Similarity
The token-based similarity approach takes different tokens in a string as a
set of tokens7 . Various metrics exists to compare two strings with multiple tokens. The Jaccard similarity between the word sets S and T is simply
(|S ∩ T |)/(|S ∪ T |). The TFIDF (Term Frequency / Inverse Document Frequency) metric, taken from Information Retrieval, is more advanced. It takes
the frequency of a word in set S, divided by the inverse of the fraction of names
in the list of target instances. The similarity between two sets is calculated
by multiplying the results of this function for each word they share and then
summing the total.
For more advanced methods based on probability distributions we refer to
[Cohen et al., 2003]. They also present hybrid approaches to string similarity
with the use of TDIDF and edit-distance functions.
Semantic Similarity
The measuring of semantic similarity for two strings is less straightforward and
much more complicated than calculating the edit distance. World knowledge
is essential to calculate semantic similarity and a taxonomy of concepts in the
specific domain could be of great help. An important condition to this approach
is that either the target instances as the new string are somewhere to be found
in the same domain taxonomy. The most basic approach is to calculate the
similarity between two terms by taken into account the distance between them
in the tree-structure of the taxonomy. The distance is calculated by counting
the edges in the tree to the first parent concept of both terms.
[Resnik, 1998] presents a method where no distance calculation is used, but
the similarity between two terms is based on their informativeness. This is measured by the probability that a concept is encountered concept in the taxonomy,
starting from the top. Following the basics in information theory the information content of a concept c can be quantified as negative the log likelihood
− log p(c). This means that as probability increases, informativeness decreases,
so the more abstract a concept, the lower its informativeness. The similarity
between two concepts is then defined by the information they share, indicated
by the information content of the concepts that subsume them in the taxonomy.
The more information two concepts share in common, the more similar they are.
Worth mentioning here is the WordNet8 taxonomy, as [Resnik, 1998] use this
open source semantic lexicon to test their similarity approach. Since 1998 this
taxonomy has grown to database which contains over 200000 word-sense pairs of
nouns, verbs, adjectives and adverbs. This makes it applicable for any domain
using world knowledge.

2.2

Automatic Classification

Classification is a typical machine learning task, where an algorithm is trained on
some data to group or label unseen data. ([Mitchell, 1997]) In machine learning
in general, a distinction can be made between supervised and unsupervised
7 In

language technology a token is one parsing element, mostly a word

8 http://wordnet.princeton.edu/
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learning. Supervised classification is based on training data consisting of pairs
of input objects with the desired output class. This is the most common method
to use when there is a fixed set of classes defined and the desired output is one
of these classes. Unsupervised classification distuingishes itself by the lack of
desired output classes and is mostly used for clustering data. Next, we discuss
several supervised classifiers which are relevant for our reliable normalization
problem.

2.2.1

Various Classifiers

The various classifiers we cover in this section are the most relevant for our
approach. In chapter 5 a comparison in performance can be found of Naive
Bayes, Support Vector Machines and Memory Based Learning meta-classifiers.
Naive Bayes Learning
The Naive Bayes classifier is based one of the simplest classification algorithms
around. Bayesian classifiers assign the most likely class to a given example described by its feature vector. Learning such classifiers can be greatly simplified
by assuming that features are independent given the value of the class variable.
Despite this unrealistic assumption, the resulting classifier is remarkably successful in practice, often competing with much more sophisticated techniques.
k-Nearest Neighbor Algorithm
The k-Nearest Neighbor algorithm is an instance based machine learning technique (see [Mitchell, 1997], chapter 8). The main difference with other machine
learning methods lies in the fact that it just stores the training instances, instead of constructing a model about these instances. This method is also called
‘lazy learning’, because the computation is deferred until classification.
For most classifiers, the instances in a dataset are defined by a feature-vector,
consisting of feature values. When classifying a new instance, the k-Nearest
Neighbor algorithm compares its feature-vector to the vectors in the training
set. Dependent on the way how distances are calculated (see section 5.2.4) the
‘nearest neighbors’ are selected, the instances which are most similar to the new
instance. Out of this selection, where k defines the number of nearest neighbors,
the algorithm chooses for the best class in this set. The default method to choose
the best class is ‘majority voting’: the most occurring class in the set is chosen.
But there exist more methods to obtain a classification for the new instance.
In picture 2.3 one can see a visualization of an example set of nearest neighbors of two different classes (red triangles and blue squares) and a new instance
(green circle). Notice how the chosen class for the new instance is dependent of
k’s value. k = 3 would lead to 2 red classes and 1 blue class as nearest neighbors.
k = 5 leads to 3 blue and 2 red classes. If we use the ‘majority voting’ method,
k = 3 would result in classifying the new instance as ‘red’, and k = 5 would
result in choosing the class ‘blue’.
In chapter 5 we discuss some distance weighting methods which we used
in our experiments, because together with the value of k they are important
parameters of an MBL classifier.
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Figure 2.3: Several Nearest Neighbors in a Vector Space
Support Vector Machines
Support vector machines (SVMs) are a set of related supervised learning methods used for classification and regression. They belong to a family of generalized
linear classifiers. A special property of SVMs is that they simultaneously minimize the empirical classification error and maximize the geometric margin; hence
they are also known as maximum margin classifiers.
Viewing the input data as two sets of vectors in an n-dimensional space, an
SVM will construct a separating hyperplane in that space, one which maximizes
the "margin" between the two data sets. See figure 2.4 for a visualization of
a hyperplane in a vector space. To calculate the margin, we construct two
parallel hyperplanes, one on each side of the separating one, which are "pushed
up against" the two data sets. Intuitively, a good separation is achieved by
the hyperplane that has the largest distance to the neighboring datapoints of
both classes. The hope is that, the larger the margin or distance between these
parallel hyperplanes, the better the generalization error of the classifier will be.

Figure 2.4: Support Vectors in a Vector Space

Memory Based Learning
Memory Based Learning (MBL) is a machine learning method which is a direct
descendant of the k-Nearest Neighbor algorithm. k-NN classifiers have proved
to be very useful for pattern classification with numeric data. However the
big drawback of the k-NN algorithm is the classification speed, due to the lazy
learning. Every instance has to be compared to all instances in the training set
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to be classified, which results in a relatively slow classification speed. Especially
for typical NLP learning tasks, where the data is discrete, many features are
often needed to represent the data and a large number of training data is needed,
a traditional k-NN implementation can be very slow.
The name of the MBL method might be confusing: ‘memory based’ classification is not exclusive to this method, the traditional k-NN technique for
instance does the same. MBL however goes a step further and involves various
ways of optimizing the storage of the training instances in memory. Opposed to
k-NN storing the instances in a flat array, MBL uses a tree structure to retrieve
instances from memory. The main idea is that instances are stored in the tree
as paths from a root node to a leaf, with the consecutive feature-values as the
arcs of the path. The leaf node contains a distribution of classes, i.e. a count of
how many times which class occurs with this pattern of feature-values. In this
way instances with the same prefix of feature-values share the same path in the
tree for those values. These overlapping paths can be used to re-use distance
calculations for nearest neighbors. Normally, the distance has to be calculated
for each instance in the training set by adding up the similarities scores between
the feature-values of the new instance and the training instance. With the tree
structure, at each feature-value node, the subtotal of the similarity score can
be compared to the similarities which are already calculated. In this way whole
branches of the tree can be discarded which will never be able to rise above
the partial similarity of the current least similar nearest neighbor. For obvious
reasons the number of calculations is correlated with the classification speed:
the lesser calculations the faster the classification speed. Therefore it is useful
to optimize the ordering of the features in the tree, in order to make the tree
as efficient as possible. Properties like feature occurrence and feature relevance
are used to optimize the tree index. See [Daelemans et al., 2005] for a detailed
overview of various index optimization algorithms. Finally, an MBL tree can be
used to detect exact matches very quickly, using top-down depth-first search.
This also contributes to faster classification.
Summarizing, the two main advantages of MBL versus k-NN are the reduction of storage space and the increase of classification speed. This makes MBL
an interesting method to apply in NLP learning tasks.
In chapter 5 various parameters of the MBL algorithm are discussed, for
instance feature weighting and distance metrics.

2.2.2

Reliable Classification

Reliable classification is, unlike (reliable) normalization, a relatively well studied
topic in machine learning research. It is important to define the concept of
reliability, in some research called ‘confidence’. In [Kukar and Kononenko, 2002]
the following definition can be found: “We define the reliability of classification
as an estimated probability that the (single) classification is in fact the correct
one”. In practice, a classification can be given a reliability-score or labeled with
a meta-class: ‘Reliable’ or ‘Unreliable’.
In [Kaptein, 2005] a nice overview of possible techniques and related research
with respect to reliability measures can be found. Four different approaches to
reliable classification that have been developed in the last ten years are discussed
in the following subsections: classifier output scores, the statistical frameworks,
version-space support-vector machines, and the meta-classifier approach.
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Internal Classifier Scores
The most simple approach for defining reliability of a classification is using the
internal scores of the used classifier. Each classifier has its own way to calculate
the best classification for an instance, but all produce some kind of score for
each class in order to rank the classes based on these scores and choose the best
one.
Naive Bayes classifiers usually produce classifications in the form of posterior
probability distributions over all possible classes. k-Nearest Neighbor classifiers
and Support Vector Machines calculate distances between instances in the vector
space. One would expect a correlation between these scores and the reliability:
the higher the score, the higher the reliability. However, various research has
shown that this is not exactly the case. [Kukar and Kononenko, 2002] claims
that “such basic reliability estimations may not be good due to the applied algorithm’s language and representational biases”. In [Delany, 2005] experimental
results can be found which show the bad performance of the scores as reliability
measures. Due to these theoretical and experimental constraints, the classifier
output scores are not reliable enough to use as reliability measures.
Statistical Frameworks
Several approaches to reliable classification are based on the algorithmic theory
of randomness ([Vovk et al., 1999]). Since there is no computable, universal test
for randomness, computable approximations of algorithmic tests of randomness
are used ([Proedrou et al., 2001]). In this context we distinguish the typicalness
framework and the transduction framework.
The typicalness framework provides reliability estimations on data that is
independently and identically distributed. Consider a sequence of training instances together with a new instance of an unknown class. The typicalness
framework is used to gain a measure of reliability for all possible classes of
this new instance using a typicalness function. For each possible class of a
new instance it is examined how likely it is that all instances from a certain
sequence including the new instance, are drawn independently from the same
distribution. The more typical the sequence, the higher the reliability measure.
The typicalness function can be constructed by measuring the ‘strangeness’
of individual instances, using individual strangeness functions ([Kukar, 2004]).
The ‘most typical’ class is picked and because the second largest typicalness
is an upper bound on the probability that the excluded classifications are correct, the confidence of this class is calculated as follows: conf idence = 1 −
typicalnessof secondmosttypicalclass.
A drawback of the typicalness framework is that the strangeness function
depends on the classification algorithm that is used. So far, the only successful
applications use Support Vector Machines ([Vovk et al., 1999]) and the k-Nearest
Neighbor algorithm ([Proedrou et al., 2001]). Another disadvantage of this
approach is its computational complexity [Melluish et al., 2001]).
Another statistical framework for reliable classification is the transduction
framework, based on a transductive step during the classification process. First,
an instance is classified by a base classifier, and the training set is extended
with the new instance and its classification. The base classifier is re-trained and
the instance is classified again. The reliability of the instance classification is
29

Chapter 2: An overview of the subject

measured as the difference between posterior class probabilities that the instance
receives before and after it was added to the training set ([Kukar and Kononenko,
2002]).
The advantage of this framework is that is applicable to every kind of classifier. However it is computationally very expensive. It also requires high precision of the real-number representation when a large amount of data is used
with many classes. Only with a small training set, adding an instance to the
training set can change the level of randomness significantly.
[Kukar, 2004] presents an algorithm that joins the transductive framework
and the typicalness framework. Experimental results show that it can estimate
reliability quite accurately, but the computational costs are still high.

Version-Space Support-Vector Machines
Another approach to reliable classification is based on version spaces ([Smirnov
et al., 2005]). A version space in machine learning is the subset of all hypotheses
that are consistent with the observed training examples ([Mitchell, 1997]). This
set contains all hypotheses that have not been eliminated as a result of being
in conflict with observed data. The unanimous-voting rule is implemented by
testing version spaces for collapse, which means checking if the new instance is
consistent with the data. Applying this rule makes it impossible to misclassify
instances when there is no noise in the data. Although experimental results are
promising, this approach is computationally expensive as well.

Meta-Classifier Approach
The meta-classifier approach to reliable classification is quite different from the
ones discussed above. Given a base classifier, the approach is to learn a metaclassifier that classifies each classification of the base classifier as either ‘Reliable’ or ‘Unreliable’. The meta-classifier needs a training set of base-classified
instances and features of the classification data in order to give a reliability classification. Various sources in the classification data can be used to construct
features for the meta-classifier. The most basic source is the data of the original
instance. More advanced metadata features are probability distributions of the
training set or statistical features like the posterior probability of the base class.
In the case of a k-NN classifier the distances of the nearest neighbors can also
be used to construct features.
A meta-classifier can be trained on different class levels. A global metaclassifier approach learns one meta-classifier for all classes. A local metaclassifier approach learns one meta-classifier for each base class. Each local
meta-classifier classifies only meta instances with one particular base class.
The meta-classifier reliability approach has been applied to automatic text
classification ([Kaptein, 2005]) and spam-filtering [Delany, 2005]). As the latter
application has some similarities with the rest of our research, we discuss this
topic further in section 2.3.2.
Chapter 4 handles about our meta-classifier, the approach we chose to define
the reliability of a normalization. In chapter 5 we experiment with different
parameter settings of this approach.
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2.3
2.3.1

Related Work
Case Based Reasoning

Because Memory Based Learning is a relatively new technique for classifiers,
not much literature can be found on the topic and certainly not for our specific
problem. Therefore we searched a little bit broader, coming across the method
of Case Based Reasoning (CBR). This algorithm is very similar to MBL and
k-NN algorithm, except that the instance in CBR can consist of more symbolic
descriptions. (see [Mitchell, 1997] for a complete overview of the differences).
But because the main properties of the algorithms are the same, it was interesting to look at reliability measures for CBR systems.
In [Hüllermeier, 2004] an advanced method can be found to assign a ‘credible set of classes’ to an instance, instead of classifying it with only one class.
[Cheetham and Price, 2004] discuss a method for obtaining confidence through
general features, based on metadata. We experiment with this set of features in
chapter 5. [Delany et al., 2006] and [Delany, 2005] present an advanced CBR
system for automatic spam filtering.

2.3.2

Spam Filtering

A topic which has some interesting similarities with reliable normalization is
‘spam filtering’, also known as ‘spam recognition’. The task of spam filtering is to rule out unsolicited e-mails automatically from a user’s mail stream.
This boils down to classifying emails (instances) as either spam or non-spam.
This is similar to our task of classifying normalizations as either ‘Reliable’ or
‘Unreliable’: a binary classifier. Another similarity is that both spam filtering
and classifying normalizations use textual strings as their source data. Also, in
both cases it is more important that the negative cases (spam and unreliable
instances) are detected. In [Sakkis et al., 2003] the Total Cost Ratio (TCR) for
spam recognition is introduced. This method is meant to give a cost weight λ
to the spam class. In this way, the cost of misclassifying a nonspam message as
spam is λ times more costly than misclassifying a spam message as nonspam.
We did not find this notion of costly classification in literature about the subject
of reliable classification, but we think this cost-sensitive measure might give an
added value to solutions like ours. In chapter 4 we discuss several evaluation
measures for our meta-classifier.
It is interesting to see how various classifiers perform on this task. For an
overview of various Spam Filtering techniques, see [Zhang et al., 2004]. They
show by experimenting with various classifiers that in spam filtering the choice of
classifier plays a more important role than the choice of feature selection method.
Support Vector Machines, AdaBoost9 , and the Maximum Entropy Model10 give
the best results in the cost-sensitive spam filtering task, outperforming Naive
Bayes and Memory-based Learning classifiers by a wide margin. The three
best classifiers share similar characteristics: not sensitive to feature selection
9 AdaBoost, short for Adaptive Boosting, is a meta-algorithm, and can be used in conjunction with other learning algorithms to improve their performance
10 The goal of the ME principle is that, given a set of features, a set of functions measuring
the contribution of each feature to the model and a set of constraints, the algorithm has to find
the probability distribution that satisfies the constraints and minimizes the relative entropy
with respect to the probability distribution
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strategy, easily scalable to very high feature dimension, and good performances
across different datasets. In addition, they notice that the sensitivity to feature
selection method varies greatly from classifier to classifier. The experiment also
suggests that aggressive feature pruning should be avoided when building filters
to be used in scenarios where legitimate mails are assigned a much higher weight
than spam messages (such as λ = 999), so as to maintain a better-than-baseline
result (TCR999 > 1). The possible reason may be that the higher λ is, the more
features should be used to let the classifier produce a reliable prediction.
Another objective comparison can be found in [Eryigit and Tantug, 2005],
where SVM wins in most tests, but NB in the case where the cost for a misclassification is very high. We refer to [Drucker et al., 1999] (SVM), [Zhang and
Yao, 2003] (Maximum Entropy), [Carreras et al., 2002] (AdaBoost), [Delany
et al., 2006] (CBR) and [Sakkis et al., 2003] (MBL) for articles about specific
algorithms, claiming their solution is the best.

2.4

Summary

In this chapter we gave an overview of various relevant topics for our research:
Information Extraction (IE), Normalization and (Reliable) Classification. After
introducing the topic of Information Extraction and its history, we have shown
that 5 different types of IE exist: Named Entity Recognition, Coreference Resolution, Template Element Construction, Template Relation Construction and
Scenario Template Production. We discussed each IE type, their general performance scores and the general techniques which are used for each one, mainly
statistical and machine learning techniques like Hidden Markov Models. At
Textkernel, their IE solution is most similar to Named Entity Recognition, the
most basic IE task. In the next chapter we will cover their HMM implementation shortly. Also for Normalization in IE various methods exist. We discussed
the following approaches to normalization: rule-based normalization, normalization as classification and edit distance, token-based and semantic similarity
measures. Textkernel uses the normalization as classification approach, which
will get a detailed coverage in the next chapter. Because Automatic Classification is essential for our solution to reliable normalization we discussed several
classifiers in the next section. We also looked at the topic of Reliable Classification and gave an introduction to 4 different approaches: internal classifier
scores, statistical frameworks, version-space support vector machines and the
meta-classifier approach. We implemented a meta-classifier for our reliable normalization solution and in chapter 4 we discuss in detail how we built it. In
the last section of this chapter we gave attention to two related topics: Case
Based Reasoning and Spam Filtering. We saw that they both were relevant
for our research, especially the cost-based reliability measures in spam-filtering
classification.
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The Textkernel Domain
In this chapter we describe the domain in which we conducted our experiments.
First, we shortly pay attention to the Textkernel company, their clients in the
Human Resources market and the software solution Textkernel offers. Our main
interest is the resume database storage process and the subprocess of normalization where the reliability classifier is needed. The resume database process and
the two subtasks of information extraction and normalization are discussed in
the second section. The software solutions Textkernel offers for these tasks are
discussed in the third section, mainly focussing on the normalization solution.
In the fourth section we focus on the specific domain of job title normalizations
we chose. To conclude this chapter we present the most important tools we used
in the fifth section.

3.1

Textkernel and its Clients

Textkernel offers various text processing solutions and is specialized in information extraction from large volumes of textual data. 1 . Textkernel has a number
of clients in the field of Human Resources (HR) using their information extraction solutions. Human Resource businesses (like recruiting and employment
agencies) typically have to deal with large text and data collections and many
information flows. Consider resumees, vacancies and additional information
about the persons and companies involved. Many HR agencies make use of an
extensive database with advanced search, mapping and output functions. However, the data acquisition is often still done manually. With the more prominent
role of the internet and digital forms in the HR business, automatic techniques
can help to improve efficiency.
Textkernel’s main product is able to extract different information elements
from text and store them in the client’s database. While Textkernel is able to
handle different sorts of text, we focused on the information extraction from
resumees (Curriculum Vitaes).
1 http://www.textkernel.com/news.php?itemkey=3
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3.2

Resume Database Storage

In the case of resumees, Textkernel has to offer a solution to the following problem: a client wants to summarize a resume in his own database structure. This
problem can be divided into two successive subproblems. First, the relevant
information has to be extracted from the resume. Secondly, the extracted information has to be placed in some form in the database of the client.
The whole transformation of the information in a resume to the storage of
that information in a database is depicted in figure 3.1.

Figure 3.1: Resume Data Storage Flowchart
We refer to this figure in the following paragraphs, where we discuss how
Textkernel further defines the two earlier mentioned subproblems of information
extraction and normalization.

3.2.1

The Information Extraction Task

First the various relevant information elements in a resume have to be recognized and extracted. A resume contains elements of different types, for instance
‘name’, ‘gender’ or ‘job title’.
The output elements of the extraction process are seperate blocks of text, to
which we will further refer as ‘strings’, because a block of text can be seen as a
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string of characters. Each string is labeled with a single information type. We
will refer to the combination of an extracted string with its information type as
an ‘information element’.

Figure 3.2: Resume Example
In figure 3.2 one can see various information elements of different information
types in an example resume. We marked each string of a different type with a
different color, as is also done in the manual annotation task. (One can see that
the strings marked with orange, yellow and green denote information elements
of the types ‘name’, ‘gender’, and ‘job title’ respectively.)

3.2.2

The Normalization Task

Note that the multiple extracted information elements in figure 3.1 are symbolized by the multiple squares behind the first one, but that the rest of the
process focuses on one pair of a string and its information type.
From a person’s resume various information elements of different types have
to be extracted and stored in the database attributes of that person’s database
record. Each attribute in a record is used to store elements of another information type. That means that ‘name’, ‘gender’ and ‘job title’ each have their
own attribute in the database record. Because each database has a fixed set
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of attributes for a person, the type of elements that need to be extracted are
predefined. So dependent on the attributes in a database, some or all of the
information elements pictured in figure 3.2 need to be extracted.
To make it possible to match resumes with vacancies it is required that the
database uses standard names for the information element strings. Therefore
the database has for each attribute in a person’s record a fixed set of possible
values: the standard names. In practice various synonyms of these standard
names are used in resumes. Consider for example the job types of consultants
and advisers. In an example database these jobs are denoted with the standard
name ‘consultant’. The strings ‘adviser’ and ‘financial consultant’ that might
occur in a resume can be seen as synonyms of this standard name, as the same
job is meant by all of the strings. The term ‘synonym’ can be taken literally:
the linguistic definition is ..., In our example ‘adviser’ is a true synonym of
‘consultant’. But we use the term also in a broader definition to denote possible variations of the standard name, for example plural forms (‘consultants’),
spelling errors (‘consutant’), or more specific descriptions (‘consultant for an ict
company’).
For a client it is important that most, preferably all of the extracted strings
are linked to the standard names he uses in his database. Therefore a transformation of the extracted string to the standard name is needed. We call this
process ‘normalization’, as the strings are transformed to their ’normal’ form,
the standard name.
The normalization process in essence is a classification problem. The standard name represents a possible infinite set of synonyms which form a class
together inside the information type. For example the job titles ‘consultant’,
‘financial consultant’ and ‘adviser’ all belong to the same class denoted with the
standard name ‘consultant’, inside the information type ‘job title’. The normalization task is to store information elements of the same class by their standard
name in the database. It depends on the standard names in the database which
classes are defined. (Textkernel has the task to fill the classes with relevant
synonyms.)

3.3

Resume Database Storage Solution

Because we focus on the reliability of normalizations, the information extraction
solution is less important and therefore we will discuss it very shortly.

3.3.1

Information Extraction Solution

The information extraction solution at Textkernel for the most part is a black
box for us, because it does not fit in the scope of this thesis. The basic working of
Textkernel’s extraction engine is that the resume is compared to other manually
annotated resumees with a Hidden Markov Model (HMM) classification technique. We refer to section 2.1.2 in the previous chapter (2) for an introduction
to HMMs in IE. The annotated resumees form a training set which is needed for
the HMM classifier. In each resume in the training set the relevant parts of the
text are labeled with a corresponding information type. To extract information
elements from a resume which is not labeled, the resume is compared to all the
resumees in the training set.
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Based on distinguishing features of resembling annotated blocks of text in
the training set, the extraction software is able to recognize and extract the
various information elements in the new resume. One can think of features like
the ‘part of speech’2 -property of the words in the string, the place of the string
in the text and the possible headings the string might have.

3.3.2

Normalization Solution

Textkernel offers its own, unique software solution for the normalization problem
described in section 3.2.2. In the previous chapter (2) we listed the ‘normalization as classification’ method to resolve this problem (see section 2.1.4). Textkernel uses this solution and they chose a Memory Based Learning k-Nearest
Neighbor classifier (see section 2.2.1) for their application, because of the speed
and its property of handling large feature vectors. To transform the extracted
strings to a similar standard name, the classifier maps the strings to the best
class. The result of the classification is the standard name that belongs to this
class.
Textkernel has to create the classes of standard names with their possible
synonyms. These classes are stored in a taxonomy format, which we will call
the ‘Synonym Taxonomy’. (Textkernel calls this format a ‘codetable’.)
For each information type a synonym taxonomy has to be created before the
extracted strings can be normalized. Therefore this process is not depicted in
figure 3.1. However, the figure does show the process of looking up the right
Taxonomy for each extracted information type.
The Synonym Taxonomy Format
A synonym taxonomy has to list all the classes of an information type in the
database. The format is a two-level taxonomy, with the standard names on the
top level and a list of their synonyms on the second level. See figure 3.3 for an
UML diagram of a synonym taxonomy’s data structure.

Figure 3.3: Synonym Taxonomy UML
Textkernel uses the XML format to store the synonym taxonomies. An
example XML-document of a taxonomy for the information type ‘job title’ can
2 Each word can be labeled with a ‘Part of Speech’ tag, which denotes the grammatical
category the word belongs to.
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be seen in figure 3.4. This figure lists some classes and synonyms which are in
some way related to the example string ‘adviser’. Real synonym taxonomies of
the information type ‘job title’ contain much more classes.

Figure 3.4: Synonym Taxonomy XML Example
We see that toplevel ‘SynonymTaxonomy’ with the elements ‘TaxonomyInfo’
and ‘ClassList’ is actually a metalevel. The ‘ClassList’ node is the formal first
level of the taxonomy and consists of multiple ‘Class’ nodes. These nodes contain
the ‘ClassID’ node as the key, the ‘StandardName’ node and a ‘SynonymList’
with the ‘Synonym’ nodes at the formal second level. We will use this figure to
illustrate Textkernel’s normalization method in the next paragraph.
Classification Method
Textkernel uses the memory based learning k-Nearest Neighbor algorithm (ref
to H2) to classify the strings (instances) to their standard name (class). The
classifier needs features of every instance to compare the extracted strings with
the synonym strings and standard names in the taxonomy.
The features of the instances are the occurences of trigrams in the string.
A trigram is a substring of 3 characters, so the string ‘consultant’ for instance
consists of the trigrams ‘__c’, ‘_co’, ‘con’, ‘ons’, ‘nsu’, ‘sul’, ‘ult’, ‘lta’, ‘tan’,
‘ant’, ‘nt_’ and ‘t__’. Note that there is also taken care of the leading and
trailing characters of the string. For every instance a feature-vector is created,
consisting of index numbers of the features occurring in the string.
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To illustrate this, let’s take a look at an example normalization on the job
title synonym taxonomy from figure 3.4. The string that needs to be normalized
is for example ‘hr adviser’. To classify this string with the taxonomy we need
to extract the trigram features out of it. See table 3.1 where all trigrams of the
string ‘hr adviser’ are listed.
index
0
1
2
3
4
5
6
7
8
9
10
11

trigram
__h
_hr
hr_
r_a
_ad
adv
dvi
vis
ise
ser
er_
r__

Table 3.1: Trigram Index Example for ‘hr adviser’
To construct a feature-vector for a string, we make a comma-separated list
where the place in the list defines the index of the trigram and the value ‘0’
or ‘1’ means whether this trigram occurs in the string. Based on table 3.1 the
feature-vector for ‘hr adviser’ would be [1,1,1,1,1,1,1,1,1,1,1,1]: the case where
all features of the index are present. (In the actual normalization, the feature
index consists of more than 30.000 features , which all can occur in Dutch texts,
and the feature-vectors for each string are therefore much longer.) The feature
vector of ‘hr adviser’ is then compared to all the feature-vectors of the synonyms
and standard name strings in the taxonomy. We do not list them all here but
let’s take a look at the feature-vectors for some similar strings:
• ‘adviser’: [0,0,0,0,1,1,1,1,1,1,1,1]
• ‘hr functionary’: [1,1,1,0,0,0,0,0,0,0,0,0]
• ‘advocacy’: [0,0,0,0,1,1,0,0,0,0,0,0]
We see that of these three strings ‘adviser’ logically has the most features
in common. The feature-vectors of ‘hr adviser’ and ‘adviser’ are seperated by a
relatively small distance. For each synonym and standard name in the taxonomy
of figure 3.4 the distance of its feature-vector to the string is calculated. This
results in a ordered list of nearest neighbors. Depending on the k-value (default:
k=1), k nearest neighbors are picked and depending on the weighting (default:
most occurring class) of these, the best class and the corresponding standard
name is chosen. In our example the output standard name that is chosen by the
classifier with default settings will be ‘consultant’, because of the good match of
‘hr adviser’ and ‘adviser’. With other settings or a better taxonomy the result
could differ and may be better.
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Filling Synonym Taxonomies
We mentioned earlier that Textkernel manually has to fill the taxonomies with
appropriate synonyms. An important goal for Textkernel is to find the best and
easiest way to fill new and extend existing taxonomies. In the current process the
adding of synonyms is done manually by using similar taxonomies and adding
groups of synonyms to similar classes. This can still be a time-consuming task.
Originally Textkernel uses standard sets of synonyms that come from resumees
that are processed before by the extraction engine. For a new client these sets
are then distributed over the classes in the new taxonomy.
We have given some examples of synonyms in section 3.2.2. If a relevant
string is found that does not occur in any form in the taxonomy, it is useful to
add it as a synonym to the appropriate class. It is also useful to fill taxonomies
with synonyms which are slightly different in form, for instance often occurring
spelling errors like ‘lawyer’ and ‘lawer’. This results in stronger bindings between
certain trigrams and classes if those trigrams occur often in synonyms gathered
under the same class. In our example, words that start with ‘co’ and end with
‘ant’ will have a relatively strong relation with the ‘consultant’ class.
Research is still going on to find better, more generic and more consistent
methods to fill taxonomies. This is outside the scope of our thesis however.

3.4

Job Title Normalizations

To restrict the scope of this thesis, we chose to focus on the ‘job title’ information type, which was the category with the largest and most difficult synonym
taxonomies. See table 3.2 for an overview of the most common information
types and the average number of standard names (database values) they contain. Because it is one of the information types with the largest set of standard
names, the chance of errors in normalization are relatively high with job titles.
Therefore the reliability meta-classifier could be of much help here.
Information Type
Job title
Education
Computer Skills
Other Skills
Gender
Language

Avg # of Standard Names
400
500
20
10
3
30

Table 3.2: Most Common Information Types

3.4.1

Job Title Normalization Sorts

Usually in a resume, someone who is looking for a new job describes his past
job experiences which are relevant for the jobs he or she is interested in. It is
important for an HR agency to collect this information and use it to check if
a person fits in a profile for some job. It might also be useful information to
find jobs similar or related to his past experiences. Therefore it is important
that the extraction engine recognizes and extracts as many job titles as there
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are present in the resume. Therefore the data which needs to be normalized
contains much noise. (recall high, precision low)
The ‘job title’ subdomain has an interesting range of string forms. We have
seen some examples in figure 3.4, but a better overview of the different forms
is given in table 3.3. The examples are all strings that occur as synonyms in a
class with ‘adviseur’ as standard name. Note that all examples are real strings
we encountered in our experiments.
Synonym Sort
linguistic synonym
multiple combined functions
adjectives
specificity
noise / extraction errors

Example String
consultant
projectleider, technisch adviseur
zelfstandig adviseur
juridisch adviseur
medewerker productgroep / procesadviseur; heden(hoofd

Table 3.3: Job Title Synonym Sorts

3.4.2

Job Title Taxonomy

For our experiments we chose a job title synonym taxonomy that is used for
real by a client of Textkernel. We chose one that is a good representation of an
average job title synonym taxonomy. This taxonomy contains a wide range of
job titles and in total about 400 standard names of job titles.
An important class in the job title taxonomy is the ‘other’ class. In this
class strings are gathered that do not have an appropriate standard name in the
taxonomy. If these strings or similar forms are extracted, they are normalized to
the ‘other’ standard name instead of being normalized to a wrong but in some
way simalar other class. In our taxonomy the ‘other’ class contains about 100
synonyms of job titles that do not have a better appropriate class.

3.5

Textkernel Tools

In order to conduct our experiments, we worked with some tools and sofware
packages that Textkernel uses to process their data. We will discuss them shortly
in this section and we will answer for each tool the following questions:
• What is the function of the tool?
• What did we use it for?

3.5.1

TaxonomyEditor

TaxonomyEditor is a small tool developed by Textkernel. The main function
is to edit synonym taxonomies with a graphical user interface (GUI). The GUI
makes it possible to select, drag and drop multiple synonyms at the same time.
In this way synonyms can be moved from one class to another, both in the same
taxonomy or from one to another. TaxonomyEditor has also the useful ability
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of normalizing a string with the loaded taxonomy and visualizing the resulting
standard name by highlighting it.
We primarily used this tool for editing the taxonomy we used as a starting
point for our classification data. We also used it to test how strings were mapped
to our taxonomy and to search for various classes in the taxonmy.

3.5.2

Perl

Perl is a high-level dynamic programming language. At first it was mainly used
by linguistic programmers, because in Perl one could easily write scripts for
string processing and combine them with basic programming operations. Perl
borrows features from sed, awk and unix-shell scripting and the main feature
is the powerful regular expression engine, very useful in parsing and pattern
recognition. Over the last few years Perl has developed into a fully object oriented programming language. The CPAN library resource, an online repository
of user modules, is one of the greatest strengths of Perl.
We needed a programming language to organize and edit our data, and to
communicate with our software tools. Because Perl was the main programming
language used at Textkernel, it was required to use Perl for our programming.

3.5.3

Timbl

Timbl (Tilburg Memory-Based Learner) is a suite containing several memorybased learning algorithms [Daelemans et al., 2005]. Developed at the Tilburg
University, it is freely available at the website3 of the Induction of Linguistic
Knowledge (ILK) research group. The package contains a fast decision-tree
based implementation of the k-nearest neighbor algorithm. The user can set
a large number of parameters, like similarity metrics, feature weighting and
distance weighting. Timbl can be accessed through the commandline, via a
C++ API or the user is able to set up a server to process seperate classifications.
Stimbl is a stripped down version of Timbl, which can be used in a commercial product, unlike the normal version. Stimbl has the advantage to be
much faster in the interaction with other software. That is the main reason why
Textkernel uses stimbl in most of its memory based learning modules. When
referring to features of stimbl, one can assume those features are also present in
Timbl. This is not the case the other way around.
We chose to use Timbl (and stimbl) because we needed a machine learning
tool in order to build our meta-classifier and conduct experiments with our
data. It is the best free machine learning package around which implements the
memory based learning algorithm. It was also an advantage that Textkernel
relatively often makes use of (st/T)imbl in their software, so there was a lot of
experience around to assist us.

3.6

Summary

We started this chapter by introducing the Textkernel company, their software
solutions and their clients, specifically the Human Resources market. In the next
section we discussed the Resume Database Storage task at Textkernel, which
3 http://ilk.uvt.nl
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was the domain we used to find answers to our problem statement. We covered
the Information Extraction and Normalization components needed for this task
and the solutions Textkernel uses. Then we focused on the normalization task,
which is the most relevant for us. Textkernel uses a classifier with trigrams as
features to normalize the extracted information items. In synonym taxonomies
the job titles in the client’s database are stored together with their corresponding
synonyms. With the trigram classifier the most similar job title in the database
can be found. In the next chapter we show how we use information in this
normalization process to obtain features for our reliability meta-classifier. We
ended this chapter by listing some tools we used to obtain our data and build our
meta-classifier: the Perl programming language, TaxonomyEditor, a Textkernel
tool to build and edit synonym taxonomies and Timbl, a machine learning
package for our meta-classifier.
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The Meta-Classifier
In this chapter we describe how we built our meta-classifier, which classifies
normalizations as either ‘Reliable’ or ‘Unreliable’. Because a normalisation itself
is a classification process, the classification of a normalization is called a metaclassification, therefore we name our reliability classifier the ‘meta-classifier’.
We refer to chapter 3 and section 3.3.2 in particular for a clear exposition of
the normalization process at Textkernel. To understand how our meta-classifier
works with the normalization data we first explain this process in section 1.
We zoom in further on the meta-classifier and its working in section 2. We
conclude this chapter with section 3, where we discuss how we could evaluate
the performance of the meta-classifier.

4.1

Meta-Classifying Normalizations

The goal of the meta-classifier is to assign a reliability class to a finished normalization. We chose for a simple binary classification: a normalization is either
‘Reliable’ or ‘Unreliable’. A more advanced way could be to assign a reliability
score to a normalization, for instance a number between 0 and 100. The advantage of our binary classification is that it is easier to evaluate (see section
4.3).
When building our meta-classifier, we first had to make clear definitions
for what we consider as reliable and unreliable. We defined a normalization
as reliable when no better standard name can be chosen from the synonym
taxonomy. We label the opposite occasion, where there exists a better, more
appropriate standard name in the taxonomy, as unreliable. The exception to
this rule is when the extracted string is the result of an extraction error, so the
string is no job title.
Let’s give a few examples of some reliability classifications. In table 4.1
one can see some normalizations and the manual reliability classifications we
assigned to them.
Most of the reliability classifications are quite straightforward, but there
are some cases where a classification might be debatable. For instance, take
the fourth example from table 4.1: ‘filiaalhouder’. This string is normalized to
‘manager’, while it should have been normalized to the standard name ‘Filiaalhouder’. Following our definitions of ‘Reliable’ and ‘Unreliable’, this normal44
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String
service
manager
turbocharger repair
expor operator
administrateur
filiaalhouder
adviseur

Normalized
Standard Name
Manager

Correct
Standard Name
Manager

Reliability
Class
Reliable

Operator
Loonadministrateur
Manager
Personeelsfunctionaris

Operator
Administrateur
Filiaalhouder
Consultant

Reliable
Unreliable
Unreliable
Unreliable

Table 4.1: Reliability Classification Examples
ization must be classified as ‘Unreliable’, but that can be questioned when we
look at the synonyms in the classes. The reason why ‘filiaalhouder’ is normalized to ‘Manager’ is because that class contains the synonyms ‘filiaalmanager’,
‘filiaalleidster’ and ‘filiaalleider winkel’, while the ‘Filiaalhouder’ class contains
none. While in this case the mentioned synonyms of ‘Manager’ maybe could
better be placed under the ‘Filiaalhouder’ class. This example illustrates that
even with our clear definitions of ‘Reliable’ and ‘Unreliable’, classifications may
be debatable and it is important that the used synonym taxonomy is as good
as possible.

4.2

The Meta-Classifier Process

To meta-classify a normalization we need some data on which we can base
our classification decision. In figure 4.1 one can see the meta-classifier process
and how it uses various source data elements from the normalization process
depicted in a flowchart diagram. The ‘String’, the ‘Synonym Taxonomy’, some
‘Normalization Metadata’ and the output ‘Standard Name’ are all data elements
we use to extract features from. We will discuss the feature extraction process
shortly in section 4.2.2, while in chapter 5 we list and discuss in detail the
features we extracted for our experiments.
We chose the Memory Based Learning approach for our meta-classifier solution (see section 2.2.2) and specifically the Timbl suite (see section 3.5.3) to
conduct our experiments in.
Note that the ‘Information Type’ belonging to the ‘String’-element is left out
of the flowchart figure, as is done with the ‘Taxonomy lookup’ element. That is
because these elements are not used as source data for the meta-classification
process, but the actual normalization process is the same as depicted in figure
3.1.
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Figure 4.1: Meta-Classifier Flowchart

4.2.1

Normalization Metadata

The ‘Normalization Metadata’ element depicted in figure 4.1 deserves some more
explanation. We showed in section 3.3.2 how feature vector nearest neighbors
are used for the classification process of normalization. Each nearest neighbor
consists of a string, the matching trigram features, the standard name of its
class and a distance score. The following example shows the nearest neighbor
representation of the string ‘Consultant’:
NN Consultant 138165, 146415, 183586, 191734, 191808, 195508, 212333,
215151, 217088, 219957, 260336, 262116, CONSU -2.000000

The number of nearest neighbors depends on the value of k. The memory
based learning algorithm selects the nearest neighbors with the k nearest distances. Dependent on the class voting method for each standard name occurring
in this selection a score is calculated. An example of stimbl metadata output:
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input string ‘consultant / adviseur’
Welcome to the STIMBL server (v1.3.3).
CATEGORY { CONSU : CONSU 0.90 OVERI 0.11 } 5.000000
NN Consultant 138165, 146415, 183586, 191734, 191808, 195508, 212333,
215151, 217088, 219957, 260336, 262116, CONSU 5.000000
NN consultant 138165, 146415, 183586, 191734, 191808, 195508, 212333,
215151, 217088, 219957, 260336, 262116, CONSU 5.000000
NN consultantict 2660, 138165, 146415, 146752, 170229, 183586,
191734, 191745, 195508, 212333, 213034, 215151, 217088, 219957,
260336, 262116, CONSU 6.000000
NN consultantsaphr 2611, 3298, 138165, 138241, 146415, 167104,
183586, 191734, 191745, 195508, 196649, 208896, 211057, 212333,
213044, 215151, 219957, 260336, 262116, CONSU 6.000000
NN consultants 138165, 146415, 183586, 191734, 191796, 195508,
212333, 212992, 215151, 216320, 219957, 260336, 262116, CONSU
6.000000
NN adviseur 137527, 150954, 154995, 171238, 208896, 211318, 220352,
223860, 260197, 262114, OVERI 9.000000

In the third line the resulting classification can be found. All classes belonging to the nearest neighbors are listed with their scores. The standard name with
the highest score is chosen, in our example case the standard name belonging
to the class ‘CONSU’: ‘Consultant’.
Based on the nearest neighbors and the scores of the standard names we can
now identify the four metadata elements that are listed in table 4.2.
Metadata Element
Job title synonym
Job title standard name
Distance
Score

Type
string
string
numeric (−∞ to +∞)
numeric (0 to +∞)

Cardinality
1 per nearest neighbor
1 per nearest neighbor
1 per nearest neighbor
1 per standard name

Table 4.2: Metadata Elements
It must be pointed out that the chosen standard name is in fact also a metadata element, because the normalizer itself cannot use it for the normalization
classification.

4.2.2

Feature Extraction

We used Perl to write a script that could calculate and extract features from
the various source data elements: the ‘String’, the ‘Synonym Taxonomy’, the
‘Normalization Metadata’ and the ‘Standard Name’. Each of these elements
is analyzed, sometimes in combination with other elements. We experimented
with various features of different value-types: numeric, string or binary.
The output of our Perl script is a feature-vector that can be handled by the
Timbl meta-classifier. A standard format for classification data is the c4.5 format (ref to literature) and our classifier package Timbl is also familiar with it.
In the c4.5 format a feature-vector is represented by comma-separated featurevalues. When feature-vectors are stored in a training- or testset, the class where
each feature vector belongs to is added as the last value in the vector. See below
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for an example training set of several feature-vectors and their classes:
hoofdlogistiek,5,5,5,10,5,0,0,1,UNRELIABLE
vestigingsmanager,17,11,36,0,3,0,0,0,UNRELIABLE
huis-aan-huisverkoop,7,7,12,10,3,0,0,1,RELIABLE
afroepchauffeur,9,9,14,7,4,1,1,1,RELIABLE
pre-mervoua,4,0,-5,8,6,0,0,0,UNRELIABLE
accountmanagerhomeandsmallbusiness,14,14,34,16,1,0,1,1,RELIABLE
hoofdtechnischedienst/algemenezaken,10,10,42,18,3,0,0,1,UNRELIABLE
frontdeskagent,5,5,6,6,3,1,0,1,UNRELIABLE
incassojurist,6,6,8,7,1,1,1,0,RELIABLE

Normally a c4.5 training- or testset starts with a header in where some
meta-information about the features in the dataset is stored. A C4.5 header
that belongs to the example training set above is build up like this:
RELIABLE, UNRELIABLE.
string: ignore.
length_longest_match_all_nns: continuous.
length_longest_match_best_nns: continuous.
length_min_distance: continuous.
length_mismatch: continuous.
nr_of_codes: continuous.
whole_match_best_nn: 0, 1.
whole_match_codedesc: 0, 1.
best_match_is_word: 0, 1.

The first line lists the possible output classes, while the rest of the lines define
the features and their value type (general options: discrete or continuous). The
order of the features corresponds with the order of the feature values in the
feature vectors listed in the example training set above.

4.2.3

Preparing the Trainingset

To classify a new normalization as either ‘Reliable’ or ‘Unreliable’, the metaclassifier needs a trainingset with examples: normalizations that are already
classified (ref to H2).
It was important to choose a representative collection of examples, because
the meta-classifier had to deal with different sorts of normalizations and normalization errors. Some example normalizations can be found in table 3.3.
Every new normalization that needs to be classified has be relatively familiar
to the meta-classifier. To get this collection, we started with a set of roughly
100.000 job title strings that were extracted over a certain period for one Textkernel client. We assume that this Textkernel client processes normal resumes
and therefore extracts representative job title strings. Therefore we assume that
this set, because of its size, is a good representation of extracted job title-strings
found in resumes.
To get representative normalizations, the job title-strings had to be normalized with a representative job title synonym taxonomy. We build this taxonomy
ourselves for a new Textkernel client, enriching it with a default set of synonyms. We made sure that the synonyms were placed under the best available
code, which is sometimes a task where much precision is needed. For instance,
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when a synonym taxonomy contains 20 standard names of different ‘managers’,
one must be careful in not placing specific manager synonyms like ‘manager
marketing’ under the generic code ‘manager’ instead of its own code (i.e. ‘marketing manager’).
We built our trainingset by random selecting 1500 job title strings from the
set of 100.000 and made sure no double occurrences or very alike strings ended up
in the final trainingset. Then we normalized these strings with our representative
synonym taxonomy. We stored the output standard name together with the job
title string and the normalization metadata, the last one described in section
4.2.1.
Then we manually classified all these normalizations as ‘Reliable’ or ‘Unreliable’ by manually analyzing the stored elements and the used synonym taxonomy. In our manual classifications we tried to be as consistent as possible and
we had to deal with we the various problems mentioned in section 4.1. This was
the hardest in cases where multiple jobs were present in the string. In that case
we picked the job which had the most detailed description or the job which was
the most relevant.
The last step in the process of building the trainingset was to convert the
data to the c4.5 format, using the feature extraction described in the previous
section (4.2.2).

4.2.4

Meta-Classification

Before a new meta-classification can be made, the training set must be loaded
into Timbl. We used the server option of Timbl to start a server process, which
can receive commands to classify new normalizations. When the server process
is started, some initial parameters have to be provided: the location of the
training set, which features of the training set are used and some memory based
learning settings. Our main goal was to optimize these parameters, because
they are responsible for a good performance of the meta-classification. In the
next chapter we discuss the optimal features we found, and also several Memory
Based Learning parameters we tested with our data set.

4.3

Performance Evaluation

To answer our problem statement we tried to build the best meta-classifier
possible. But it is important to define what we mean by ‘best’. The performance
of the meta-classifier must be measured to compare different settings and to
judge if the classifier is good or not. We define the meta-classifier’s performance
which we want to optimize in general as the correctness of its classifications.
By correctness we mean the number of classifications which a human expert
can confirm to be correct. We further investigate how we can measure the
correctness and weighting of our 2 meta-classes (Reliable and Unreliable) in the
next subsection.

4.3.1

Evaluation Methods

There are several ways to measure and evaluate the performance of a classifier.
All of these measures start by counting the classifications and the pairs of pre49
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dicted and true classes. In a binary classifier four combinations are possible,
which are listed in the confusion matrix of table 4.3.
True Class
Unreliable
Reliable
Unreliable

UU
(true positive)

UR
(false positive)

Reliable

RU
(false negative)

RR
(true negative)

Predicted
Class

Table 4.3: Confusion Matrix of Predicted and True Classes
Table 4.3 is derived from figure 5.3 from [Daelemans et al., 2005] and a
similar table also can be found in [Manning and Schütze, 2000], section 8.1.
Note that we treat the ‘Unreliable’ classification as ‘positive’, because we see it
as the positive identification of an unreliable normalization.
Based on the classification counts in each quarter of the matrix one can calculate different measures for the performance of the meta-classifier. Of course
the performance is in all measures the best when the meta-classifier only classifies instances as ‘true positives’ and ‘true negatives’. The accuracy measure,
formalized in equation 4.1, only calculates the percentages the correct classifications:
Accuracy =

U U + RR
U U + RR + RU + U R

(4.1)

The error rate is the opposite of the accuracy (1 − Accuracy) and is defined
formally in equation 4.2.
ErrorRate =

RU + U R
U U + RR + RU + U R

(4.2)

One can see that in the error rate the false positives and false negatives are
just summed and therefore the accuracy and error rate measures give no information about these seperate scores. But it becomes more interesting when the
‘false positives’ and ‘false negatives’ are taken into account. In NLP applications and classification problems a more common way to measure performance
is by recall and precision (see [Manning and Schütze, 2000], section 8.1). These
measures apply to one class at a time. Precision is defined as a measure of the
proportion of predictions that the system got right. Recall is defined as the
proportion of the true classifications that the system recognized. We formalized
these measures for the ‘Unreliable’ class in equations 4.3 and 4.4.
Recall =

UU
U U + RU

P recision =
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UU
UU + UR

(4.3)

(4.4)
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To illustrate the differences between the measures, let’s take a set of 10
normalizations that need to be meta-classified. Of these 10 instances, 6 are
classified as ‘Reliable’ and 4 as ‘Unreliable’. Of the 6 instances classified as
‘Reliable’, 5 are true reliable normalizations and 1 is false. Of the 4 instances
classified as ‘Unreliable, 2 are true unreliable normalizations and 2 are false.
So RR = 5, RU = 1, U R = 2 and U U = 2. Now we can calculate recall and
precision of the ‘Unreliable’ class. Recall is in this case 2/(2 + 1) = 0.67 = 67%,
which means that two third of the unreliable normalizations were identified by
the classifier. Precision is here 2/(2 + 2) = 0.5 = 50%, which means that half
of the normalizations which are classified as ‘Unreliable’ are indeed unreliable.
The overall accuracy is (5 + 2)/(5 + 2 + 1 + 2) = 0.7 = 70%, which shows
that a classifier can seem relatively accurate, while precision and recall can
score lower. For a more extensive explanation of the advantages of recall and
precision opposed to accuracy and error rate, see [Manning and Schütze, 2000],
page 269.
Now we have seen that recall and precision give more information that accuracy, it is useful to combine them into one overall measure of performance. The
well known F-measure ([Manning and Schütze, 2000]) is the harmonic mean of
the two, formalized in equation 4.5.

F =

α P1

1
+ (1 − α) R1

(4.5)

By varying the value of α it is possible to give more weight to either recall or
precision. With α = 0.5, recall and precision are weighted evenly. With α = 2,
recall is weighted twice as much as precision and this is called the F2-Measure.
We chose to use this measure, because we found it important to identify as much
unreliable normalizations as possible. The precision of the results plays a role,
but is less important, because the normalizations classified as ‘Unreliable’ are
likely to be evaluated by a human expert.
We studied some literature about classifiers to find other useful evaluation
methods. We found some interesting ones in the field of Spam Recognition,
where instances are also classified binary: spam or not. Two papers worth
mentioning are [Drucker et al., 1999] and [Sakkis et al., 2003]. In [Drucker et al.,
1999] similar measures to recall and precision are mentioned: miss rate and false
alarm rate. With the help of table 4.3 they can be formalized as: missrate =
U R/(RR + U R) = 2/(5 + 2) = 29% and f alsealarmrate = RU/(U U + RU ) =
1/(2 + 1) = 33%. They claim these rates are better for binary classifiers, but
unfortunately give no reason why. It might be interesting to evaluate our metaclassifier with these measures, but to make things not unneccessarily difficult,
we chose to not use them in our experiments.
In [Sakkis et al., 2003] the Total Cost Ratio (TCR) for spam recognition is
introduced. This method is meant to give a cost weight λ to the spam class.
In this way, the cost of misclassifying a nonspam message as spam is λ times
more costly than misclassifying a spam message as nonspam. We chose not to
use the TCR for our meta-classifier, because we it was not yet clear how costly
a misclassified ‘Unreliable’ normalizations was. When Textkernel or a client
defines how much a misclassified ‘Unreliable’ class costs, it might be interesting
to use the TCR to improve the meta-classifier.
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4.3.2

Testing

In order to run our experiments, we needed to create test sets. First, we selected a random sample of the normalizations we classified for the trainingset,
described in section 4.2.3. Out of this sample we made 3 different test sets, each
the size of one tenth of the remaining training set. In this way we did most of
our experiments with a training set of 1500 instances and three test sets of 150
instances. We varied these sizes in an experiment described in the next chapter.
In optimizing our meta-classifier we needed to analyze our results many
times. By trial and error of adding features and changing parameters, we tried
to improve the F2-score. To not bias the meta-classifier by adding too specific
features for instances in the test set, we used another testing method. 10-fold
crossvalidation is a method to split the training set in 10 samples of the same size
and test the classifier by averaging the results of taking every sample one time
as a test set and the remaining 9 samples together as the training set. In this
way of testing we are not biased by optimizing on too specific normalizations,
because we eventually evaluate the meta-classifier with the unseen test sets.

4.3.3

Baseline Meta-Classifier

To be able to determine whether our meta-classifier is actually an improvement
over the status quo, its performance needs to be compared to a baseline. Of
course we want to achieve a performance with a f2-score of 100%, but even a
human expert would have trouble reaching that because of the earlier mentioned
hard cases.
Because in the current situation at Textkernel no meta-classifier is used, we
had to come up with our own baseline which could serve as a point of reference.
Which simple implementation could obtain a relatively good performance in
meta-classifying normalizations? We first tried to find a basic heuristic that is
available without our ‘machine trained’ solution. Added to that, we came up
with three simple MBL classifiers, to compare how well we could improve their
performance. In chapter 5 we discuss all of our baseline meta-classifiers and the
results they obtained.

4.4

Summary

In this chapter we gave a detailed overview of our meta-classifier. We explained
how we manually classified normalizations to create a training set for the MBL
algorithm. We also showed which data and metadata elements we could use and
how we could create features from those sources. Finally we paid attention to the
evaluation of the performance of our meta-classifier. We discussed why we chose
the F2-measure to measure the performance and how we created test sets and
base meta-classifiers. In the next chapter we present the various experiments
we conducted with our meta-classifier and test data.

52

Chapter 5

Experiments and Results
In this chapter we will discuss the various experiments we conducted to answer
our problem statement "Does the ‘Memory Based Learning’ meta-classifier approach provide a practical solution for reliable normalization in information
extraction?" and the additional questions we presented in the introduction. We
present the results mainly in tables and provide for each one an analysis of the
performance in comparison to what we expected. As explained in chapter 4 we
measure performance by the F2-Measure, so this score and the accompanying
Recall and Precision scores are compared to find the best. We conducted all of
our experiments with a trainingset of 1500 instances. In machine learning this
is generally a reasonable size. We used the cross-validation method (see section
4.3.2) to optimize our parameters and features and used a separate testset with
300 instances to calculate the final score for the experiment.
We start this chapter with a comparison of several baseline Meta-Classifiers.
Then we continue with our main research, in which we focused on the optimal
features and parameters. In the last three sections we present results of smaller
experiments: using specific job title features, optimizing our dataset and the
relevant comparison of our MBL classifier with other classifiers.

5.1

Baseline Meta-Classifiers

To answer our question “What is the added value of metadata features for the
meta-classifier performance?”, we had to compare the meta-classifier which uses
metadata to a baseline classifier using no metadata. Because there was no clear
starting point for us as no baseline classifier already existed for this problem,
we tried several simple implementations.
We used the closest distance in the metadata of an instance for a simple
heuristic. We also build three simple MBL meta-classifiers with the use of
different features: simple features, Cheetham-Price features and best CheethamPrice features. The results of our experiments with the different baseline metaclassifiers are presented in table 5.1 in section 5.1.5, but we first give a short
description of each one in the next paragraphs.
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5.1.1

Distance Heuristic

The distance score is the only indicator of reliability in the current situation,
because the lower it is, the more similar the job titles of the new instance and the
nearest neighbor are. And the more similar, the more likely the normalization
is reliable.
We came up with a simple rule for an automatic meta-classifier: when the
closest distance of a normalization falls in a certain range, the normalization is
classified as ‘Reliable’ and if not as ‘Unreliable’. In our trainingset, the distances
of the instances vary from -44 to 156. By trial and error, we found that the
best range for the ‘Unreliable’ class for this rule is when instances are classified
as ‘Reliable’ when its distance lies between -39 and -22. We expected that the
optimal range would be close to 0, and also that this range would be small.
Shown by the high recall and low precision in table 5.1 we see that the small
range for the ‘Reliable’ class resulted in the classification of most of the instances
as ‘Unreliable’.

5.1.2

Simple Features

Another relatively simple way of building a meta-classifier was to use the Memory Based Learning algorithm, but with relatively simple features. We came up
with the following:
1. Closest distance in nearest neighbor set
2. Length of job title string − closest distance
3. Number of different standard names in nearest neighbor set
Feature 1 is the closest distance which is discussed in the last paragraph.
In feature 2 the length of the job title string is taken into account, with the
closest distance subtracted. This results in a score where short strings are
considered as more reliable, but smoothed by the distance score. This feature
was already used at Textkernel in another similar classifier, so it was a logical
starting point for us. Feature 3 is based on the simple notion that the more
different standard names occur in the nearest neighbor set, the less reliable we
think a normalization is.

5.1.3

Cheetham & Price Features

As discussed in chapter 2, Cheetham and Price ([Cheetham and Price, 2004])
experimented with several general features which used metadata from nearest
neighbor-like classifications. We are interested in how these features perform on
our dataset and we used an MBL classifier and these features for our third base
meta-classifier.
The following features can be found on page 5 of [Cheetham and Price, 2004]:
1. Sum of similarities for retrieved cases with best solution
2. Similarity of the single most similar case with best solution
3. Number of cases retrieved with best solution
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4. Number of cases retrieved with second best solution
5. Percent of cases retrieved with best solution
6. Sum of similarities for second best solution
7. Sum of similarities for all other solutions (not best)
8. Average similarity of cases with best solution
9. Average similarity of cases with second best solution
10. Average similarity of cases not having best solution
11. Similarity of most similar case
12. A Boolean value that is one if the most similar case has the best solution
and zero otherwise
In our terminology, ‘case’ means the same as ‘nearest neighbor’, ‘solution’ is
our ‘chosen class’ and ‘similarity’ is the ‘distance’ of the nearest neighbor.

5.1.4

Best Cheetham & Price Features

By trial and error we tried if we could optimize the Cheetham and Price features
performance by simply leaving out some features. We obtained the best result
by leaving out features 9, 10, 11 and 12.

5.1.5

Results

Distance Heuristic
Simple Features
Cheetham & Price Features
Best Cheetham & Price Features

best k
11
1
5

Recall
99.5
65.6
59.5
66.5

Precision
40.3
76.6
62.1
67.5

F2-Score
66.8
68.9
60.3
67.1

Table 5.1: Comparing the Base Meta-Classifiers
One can see in table 5.1 that the simple features base meta-classifier obtains
the best f2-score, followed closely by our ‘distance rule’ classifier and the best
Cheetham and Price features.
It is interesting that in a relatively easy way we can build a meta-classifier
with an f2-score of 68.9. We will see in the rest of this chapter if we could
improve this f2-score.

5.2

Optimal Features and Parameters

The method to find the optimal features and parameters was a process of trial
and error. We mainly focused on the quest to find features that were good indicators of the reliability of a normalization. We tried many of them in different
combinations of parameter settings. The features listed next are the ones that
proved to be the best. We can identify three different sorts of features: features
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making use of substring matches (see chapter 4), features using metadata and
features using the synonym taxonomy. In the last paragraph of this section we
present the results of our experiments with these optimal features and various
parameter settings.
Before presenting the list of optimal features, we must clarify some reoccurring terms we use. By ‘match’ we mean: a subsequent string of characters
occurring in two strings, with a minimum length of 3, not crossing spaces or
other word boundaries. By ‘longest match’ we mean the longest match between
a string and a set of other strings. For instance, when ‘dataverwerkster’ is
the input string and ‘dataentry medewerkster’, ‘data analist’ and ‘werkster’ are
nearest neighbors, the longest match between the string and the set of nearest
neighbors is ‘werkster’. By ‘whole match’ we mean the possibility of the whole
occurrence of a string in a nearest neighbor or the other way around. In our last
example the nearest neighbor ‘werkster’ is a whole match in the input string.
We distinguish a special kind of nearest neighbors, which we call the ‘best
nearest neighbors’. These nearest neighbors belong to the class with the best
score, which standard name eventually is chosen. In some features we look for
matches in these best nearest neighbors, while in other features we compare
these matches with matches in all the nearest neighbors.
Finally, we must be clear how we treat spaces and special characters in
strings. We chose to treat the spaces in strings as normal characters: they only
match if they occur in both strings at the same place. By ‘special characters’
we mean characters like ‘-’, ‘:’, ‘(’, ‘)’, ‘/’ and ‘*’. We chose to remove these
characters as much as possible, as they contain little information about the job
title.

5.2.1

Match between String and Nearest Neighbors

For our features we focused on the use of the metadata elements, like nearest
neighbor strings, distances, classes and their scores. As already mentioned in
chapter 4 we considered looking at the match between the string and its nearest
neighbors. The normalization classifier only looks at matching trigrams between strings and synonyms. The order of the trigrams and in which part of the
string they occur is not taken into account. We think the additional information of place and length of matching substrings can help to identify unreliable
normalizations.
We implemented the following features based on information about these
matches:

Length of longest match in best nearest neighbors [NUMERIC]
This feature looks how well the string matches with the best nearest neighbors.
The longer the match is, the more reliable we think the normalization is.
In the already mentioned example of ‘dataentry medewerkster’ the longest
match with the best nearest neighbors was ‘werkster’, with length ‘8’.
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Length of longest match in best nearest neighbors times the number
of classes [NUMERIC]
This feature takes the previous feature 5.2.1 and multiplies it by the number
of unique classes in the nearest neighbor set. In this way large matches in a
set with a small number of unique codes are boosted up and considered more
reliable.
Difference of longest match in best nearest neighbors with longest
match in all nearest neighbors [NUMERIC]
This feature compares the length of the previous feature with the length of the
longest match in all the nearest neighbors. If the length of the match with the
best nearest neighbors is longer, we think that the normalization is more likely
to be reliable. If the length is the same, it is an indication of a less reliable
normalization.
Total length of mismatching part of string with all nearest neighbors
[NUMERIC]
This feature looks at the parts of the string which do not match at all with the
nearest neighbors. The longer the total length of these parts is, the less reliable
we think the normalization is.
In the example of ‘dataentry medewerkster’, the parts ‘entry’ and ‘mede’ do
not match at all with the 3 nearest neighbors we mentioned. So the total length
of mismathing parts then is ‘9’.
Whole string matches a best nearest neighbor [BINARY]
This feature looks if the whole string is present in a best nearest neighbor. If
this is the case, we know for sure that the normalization is reliable.
Total length of matching parts in string [NUMERIC]
This feature sums the total length of all the matches with the best nearest neighbors. We think that the larger this sum is, the more reliable the normalization
is.
In the example of ‘dataentry medewerkster’ the total sum would be the sum
of the matches ‘data’ and ‘werkster’: ‘12’.
Whole best nearest neighbor occurs at beginning of string [BINARY]
This feature is similar to feature 5.2.1, but the other way around. If a whole
best nearest neighbor is present in the string, we think that is a good indication
of a reliable normalization.
Number of nearest neighbors where the longest match occurs in [NUMERIC]
This feature counts the nearest neighbors where the longest match with the best
nearest neighbors occurs in. The larger this number is, the less reliable we think
the normalization is.
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Length of longest match of the string and the chosen standard name
[NUMERIC]
This feature looks at the longest match of the string with the resulting standard name of the normalization. The longer this match, the more reliable the
normalization is.
For example, if the resulting standard name of the normalization of ‘dataentry medewerkster’ is ‘data typiste’, the longest match is ‘data’ with length ‘4’.
Whole string matches with the chosen standard name [BINARY]
This feature looks if the whole string occurs in the resulting standard name of
the normalization. If this is the case, we think that it’s a good indication of a
reliable normalization.

5.2.2

Using Other Metadata

Number of classes belonging to nearest neighbors [NUMERIC]
This feature counts the number of unique classes (standard names) that belong
to the nearest neighbors. The more classes are present in the nearest neighbor
data, the less reliable the normalization is.
Number of nearest neighbors minus number of classes [NUMERIC]
This feature subtracts the total number of nearest neighbors with the number
of unique classes (standard names) that belong to the nearest neighbors. The
more nearest neighbors and the more classes that are present in the nearest
neighbor data, the less reliable the normalization is.
Difference between closest distance and average distance [NUMERIC]
This feature calculates the difference between the closest distance and the average distance of all nearest neighbors. The larger this number is, the more
reliable the normalization is.

5.2.3

Using the Synonym Taxonomy

The third category of features consists of features we derived from the synonyms
and standard names in the synonym taxonomy which is used in the normalization.
Number of times longest match occurs in synonym taxonomy [NUMERIC]
This features counts the number of times the longest match with the best nearest
neighbors occurs in the standard names and synonyms in the synonym taxonomy. The more often this match occurs in the taxonomy, the less reliable we
think the normalization is.
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The string occurs as a standard name in the taxonomy, but not the
chosen one [BINARY]
This feature looks if the string occurs in full as a standard name in the taxonomy, but not as the chosen one. If this is the case, we know for sure that the
normalization is not reliable.

5.2.4

Relevant Parameter Settings

To formulate an answer to the question “What parameter settings yield the best
results for our Memory Based Learning meta-classifier approach?” we investigated several MBL parameter settings.
Overlap Metric
The Overlap Metric is the default distance metric in memory based learning. In
equation 5.1 and 5.2 the metric is given, where ∆(X, Y ) is the distance between
instances X and Y , represented by n features, and δ is the distance per feature.
The distance between two instances is simply the sum of the differences between
their features.
∆(X, Y ) =

n
X

δ(xi , yi )

(5.1)

i=1

where

x −yi
) if numeric, else
 abs( maxii −min
i
δ(xi , yi ) =
0
if xi = yi

1
if xi =
6 yi

(5.2)

To cope with relative differences between strings, an additional edit distance
similarity measure is implemented in Timbl for the Overlap metric. The Levenshtein distance counts the number of insertions, deletions and substitutions
which are needed to transform one string into another.
We experimented with other distance metrics (Modified Value Distance and
Dot Product metrics) but none performed better than the Overlap distance
metric.
Information Gain
The basic Overlap metric compares two feature-vectors by counting the (mis)matching feature-values of both patterns. Each feature is treated as equally
important. To take into account the degrees of relevancy of different features,
there are several feature weighting metrics which improve the performance in
most cases.
A basic improvement on the Overlap metric is the addition of Information
Gain (IG) feature weighting. The distance metric in equation 5.2 simply counts
the number of (mis)matching feature-values in both patterns. In the absence
of information about feature relevance this is a reasonable choice. Otherwise
domain knowledge bias can be added to weight or select different features.
"Information Gain (IG) weighting looks at each feature in isolation, and
measures how much information it contributes to our knowledge of the correct
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class label." This idea is derived from the field of Information Theory, first
developed by Quinlan [Quinlan, 1993]. "The Information Gain of feature i is
measured by computing the difference in uncertainty (i.e. entropy) between
the situation without and with knowledge of the value of that feature." (see
equation 5.3)
X
wi = H(C) −
v ∈ Vi P (v) × H(C|v)
(5.3)
"Where C isPthe set of class labels, Vi is the set of values for feature i
and H(C) = − c ∈ CP (c)log2 P (c) is the entropy of the class labels. The
probabilities are estimated from relative frequencies in the training set."
"It is important to realize that the IG weight is really a probability-weighted
average of the informativity of the different values of the feature. On the one
hand, this pre-empts the consideration of values with low frequency but high
informativity. Such values disappear in the average. On the other hand, this
also makes the IG weight very robust to estimation problems. Each parameter
(weight) is estimated on the whole data set."
We expect that this basic improvement will result in a better performance
on our data set.
Gain Ratio
Information Gain, however, tends to overestimate the relevance of features with
large numbers of values. Quinlan ([Quinlan, 1993]) has introduced a normalized
version of IG, called Gain Ratio, which is IG divided by si(i) (split info), the
entropy of the feature-values (see equation 5.5).
P
H(C) − v ∈ Vi P (v) × H(C|v)
wi =
(5.4)
si(i)
X
si(i) = −
v ∈ Vi P (v)log2P (v)
(5.5)
The resulting Gain Ratio values can then be used as weights wf in the
weighted distance metric (see equation 5.6).
∆(X, Y ) =

n
X

wi δ(xi , yi )

(5.6)

i=1

The possibility of automatically determining the relevance of features implies that many different and possibly irrelevant features can be added to the
feature set. This is a very convenient methodology if domain knowledge does
not constrain the choice enough beforehand, or if one wishes to measure the
importance of various information sources experimentally.
Because we tested our meta-classifier mainly by trial and error, we expect
that this metric is very useful to us. We can add as many features as we want
and the meta-classifier automatically ignores the bad features.

5.2.5

Results

In the following table one can see the performance of the meta-classifier with
the features listed above. It must be noted that we also made use of features 1
to 8 from the Cheetham and Price article ([Cheetham and Price, 2004]), which
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proved to be the best. For the different parameters we show the influence
of varying k and the feature weighting method (InfoGain or GainRatio). We
experimented with many more parameters, including other distance metrics,
but these two are the most interesting and delivered the best result of them all.
DM
Overlap
Overlap
Overlap
Overlap

FW
InfoGain
InfoGain
GainRatio
GainRatio

k
5
55
5
55

Recall
73.6
90.1
78.5
88.4

Precision
78.8
79.0
77.2
76.4

F2-Score
75.2
86.1
78.1
84.0

Table 5.2: Results Optimal Features
Where DM stands for Distance Metric and FW for Feature Weighting.
We found that there was an optimum in the value of k around 55, a relatively
large value. The Recall score goes up in increasing k, while the precision almost
stays the same. With k higher than 55, the recall score goes down as the value
of k increases. We are not sure why our meta-classifier needs so many nearest
neighbor for an optimal classification. From [Daelemans et al., 2005] we learn
that “Sometimes, if k is small, and the data is very sparse, or the class labels
are noisy, the ‘local’ estimate is very unreliable. As it turns out in experimental
work, using a larger value of k can often lead to higher accuracy. The reason
for this is that in densely populated regions, with larger k the local estimates
become more reliable, because they are ‘smoother’.” This has some drawbacks
too, as in regions in the vector space where data points are sparse, the algorithm
takes to much nearest neighbors to find the appropriate class. We can deduce
from these notions and our results that in our training data the class labels must
be noisy, which means both classes are widely distributed over the vector space.
One can see that the InfoGain feature weighting method performs better
than the GainRatio method in combination with the high k. This is different
than we expected, as the GainRatio should improve the performance by giving
good features more weight. Probably some features are considered more important, while they aren’t. Also the high value of k could mean that the feature
distribution is less discriminating.

5.3

Specific Job Title Features

It is interesting if we could improve the performance by using some specific
knowledge about job titles. We came up with some features which are only
relevant for this type of normalizations.

5.3.1

Feature List

Longest matching substring with best nearest neighbors [STRING]
This feature is a string of the longest match between the job title string and
the best nearest neighbors. We think the string gives some information about
the reliability, because some job titles often go wrong, while others often are
reliable.
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Longest matching substring with all nearest neighbors [STRING]
This feature is a string of the longest match between the job title string and
the best nearest neighbors. We think the string gives some information about
the reliability, because some job titles often go wrong, while others often are
reliable.
Irrelevant Terms [NUMERIC]
When we analyzed the unreliable normalization, a recurring error was that the
normalizer identified matches between strings on irrelevant part of those strings.
We made ourselves a list of these irrelevant terms and this feature counts how
many of these terms occur in the job title string.
We identified the following reoccurring terms as irrelevant:
•
•
•
•
•
•
•
•
•
•

medewerk
junior
senior
beheer
hoofd
assistent
dienst
allround
enthousiast
kundig

Longest Match Ending [BINARY]
This feature looks if the longest match with the best nearest neighbors ends
with characters that occur often at the end of a job title. If so and if the longest
match doesn’t contain a (see previous feature), the feature-value is set to true.
We used the following character-pairs to identify if a match is likely to be a
job title.
•
•
•
•
•
•
•
•

er (engineer, manager)
ur (monteur, programmeur)
nt (consultant, consulent)
st (analist, specialist)
og (psycholoog, technoloog)
se (masseuse, adviseuse)
te (telefoniste, receptioniste)
us (technicus, historicus)

5.3.2

Results

In the following we show the performance of adding each feature separately to
the training set.
One can see that no feature improves the performance. Apparently these
features are not distinguishing enough to make a difference. That could also be
the result of the number of features we already use. It seems that the optimal
performance on our testset is reached.
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Feature
Optimal generic features
Longest match best nns
Longest match all nns
Irrelevant terms
Ending chars

Recall
90.1
89.3
88.6
90.1
88.2

Precision
79.0
78.9
78.9
79.0
77.6

F2-Score
86.1
85.5
85.1
86.1
84.4

Table 5.3: Results Specific Job Title Features

5.4

Optimizing the Dataset

In analyzing our dataset and we encountered a lot of different unreliable normalizations. Our main goal was to tackle most of them by creating smart features
that could recognize each kind of unreliability. While that proved to be very
difficult, we thought we could optimize the dataset on the other hand to see
what that could improve.

5.4.1

No extraction errors in Dataset

We noticed that many instances were in fact extraction errors, which had to be
meta-classified as ‘Unreliable’. But these instances could cause some noise in
the calculation of distances by the MBL meta-classifier. We manually deleted
all extraction errors in the original dataset, so we would end up with a cleaner
dataset. We defined an instance as an extraction error when no actual job
title could be derived from the string. Typical extraction errors are company
names, for instance ‘kpn’, other information types, for instance: ‘moldavische’,
irrelevant job title parts, like ‘algemeen’ and meta-information in the resume,
for instance ‘van-tot’.
Number of remaining instances in training set: 1870 (of 1968).

5.4.2

No OTHER class in Synonym Taxonomy

We already mentioned the existence of an ‘OTHER’ class in a synonym taxonomy. This class is meant to catch all the job titles that do not occur in the
client’s database. Therefore a reasonable amount of remaining job titles can
be found in this class and that means this class plays a relatively important
role. We see that in some cases this class ‘distracts’ the normalization. Our
idea is to completely remove this class, to see if that results in a cleaner dataset
and a better performance of the meta-classifier. The best way to optimize the
dataset for this experiment is to map every string again and to test this dataset
again. Because of time constraints we chose the much shorter way of automatically removing all instances which used the ‘OTHER’ class in some way in their
normalization.
Number of remaining instances in training set: 1620 (of 1968). We had to
test with a testset of 120 instances instead of 300.

5.4.3

Results

One can see that the ‘optimization’ of the training set quite failed. Instead of
improving the f2-score, it dropped significantly with both different approaches.
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Change in dataset
Optimal generic features
No extraction errors
No ‘other’ class

Recall
90.1
80.9
88.4

Precision
79.0
71.5
73.1

F2-Score
86.1
77.5
82.6

Table 5.4: Results Optimizing Dataset

5.5

Other Classifiers

We had to compare our MBL meta-classifier to other classifiers to give insight in
the relative performance of our MBL approach: “How does the Memory Based
Learning algorithm compare to other well known classifier techniques?”. Two
of the most common used classifiers for NLP problems are the Naive Bayes
algorithm and Support Vector Machines. We refer to chapter 2, sections 2.2.1
and 2.2.1 for an introduction to these classifier algorithms.

5.5.1

Results
Classifier
MBL
NB
SVM

Recall
90.1
74.1
90.7

Precision
79.0
67.2
66.2

F2-Score
86.1
71.6
80.7

Table 5.5: Results Other Classifiers
As one can see, the SVM algorithm comes quite close in respect to the Recall
score, but is way worse on the Precision score. The Naive Bayes classifier just
outperforms the best base meta-classifier. Based on this table we can say that
the MBL algorithm is indeed the best for this particular classifier problem.

5.6

Summary

In this chapter we have presented the experiments we conducted to answer
our problem statement: “Does the ’memory based learning’ meta-classifier approach provide a practical solution for reliable normalization in information
extraction?” and the several additional questions we needed to investigate. We
found that with simple baseline classifiers, we could obtain some relatively good
results, but by selecting optimal features and optimizing some MBL parameters the results significantly improved. We also found out that improving the
dataset and adding specific job title features didn’t help to improve the performance. Finally we compared our MBL meta-classifier to NB and SVM classifiers
based on the same optimal features and saw that both performed worse. In the
next chapter we will draw the main conclusions from our results and give our
recommendations for further research.
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Conclusions and Future Work
In this chapter we present and discuss the main conclusions we can draw from
the experiments which we discussed in the previous chapter. We also give some
recommendations in the form of possible improvements for our meta classifier
as well as other possibilities for future work in this research area.

6.1

Conclusions

In answering our problem statement “Does the ‘Memory Based Learning’ metaclassifier approach provide a practical solution for reliable normalization in information extraction?” we investigated two main conditions of reliable normalization: the classification speed and the classification performance. We found
that the meta-classifier approach is one of the fastest reliability measures for
reliable classification (see section 2.2.2). The MBL algorithm is also one of the
fastest classifiers around (see section 2.2.1), so the combination of these two
provides a relatively fast implementation of a reliable normalization classifier.
We evaluated the performance of our meta-classifier with the cost-sensitive F2measure, combining the precision and recall score, with the latter weighting
twice as much as the former. We showed that the meta-classifier with the best
parameter settings and the best features achieved an F2-score of 86.1% (see
5.2). In general, the top score for a classifier on this kind of problems is an
accuracy of 95%. Unless our use of another evaluation method, we can conclude
that our meta-classifier did not achieve the best result possible. But when compared to other methods and classifiers the performance of our approach can be
considered as promising. Together with the relatively fast performance we can
therefore conclude that our meta-classifier approach is a practical solution to
reliable normalization in information extraction.
The additional questions we investigated are discussed in following sections.

6.1.1

Parameter Settings

What parameter settings yield the best results for our Memory Based Learning
meta-classifier approach?
From our tweaking of the parameters of the meta-classifier, we found that the
Overlap distance metric, the InfoGain feature weighting and k set to 55 resulted
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in the best performance. The Overlap distance metric is the most traditional
setting to measure the distance, but optimizations for this like the Modified
Value Difference Metric didn’t work for our data. The weighting metric using
Information Gain performed better than the GainRatio optimization. The high
k value indicated that our data set was noisy. This could also explain why we
could not optimize the performance, because too many training instances were
taken into account in the meta-classification.

6.1.2

Metadata Features

What is the added value of metadata features for the meta-classifier performance?
With the best base-classifier scoring 68.9% on the F2-measure we can safely
say that our meta-classifier which scores 86.1% is a significant improvement to
naive simple solutions. In the end we came up with 15 metadata features, which
all proved to be relevant for the reliability indication of the normalization. We
expect that these features are generic enough to be used in other taxonomy
based k-NN meta-classifier solutions.

6.1.3

Other Classifiers

How does the Memory Based Learning algorithm compare to other well known
classifier techniques?
We tested both the Naive Bayes as the Support Vector Machines technique
on our data. It turned out that the F2-score set by our MBL meta-classifier
could not be reached by the other classifiers (5.5). The SVM algorithm however
obtained the same recall score: 90%, even while we spend little time to optimize
the parameters.

6.1.4

Specific Job Title Features

As additional research we investigated if we could improve the performance by
making use of domain-specific features, in our case of job titles. We came up
with 5 additional features, but none improved the F2-score. We think this may
be caused by the number of features we already used and because of the noise
in our data set.

6.1.5

Optimizing the Dataset

Because we noticed that our data distribution was noisy (see section 5.2.5 we
tried to optimize our dataset to improve the performance of the meta-classifier.
We modified our test and training data by removing the extraction errors and
we tried to obtain a more simple Synonym Taxonomy by removing the ’other’
class. Both optimizations failed to increase the F2-score.
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6.2
6.2.1

Future Work
Broader Domain

To further investigate whether the MBL meta-classifier is applicable to reliable
normalization, it is interesting to see how it performs in other domains. We
restricted ourselves to the field of job titles and got promising results with relatively generic features, but in other domains the results could differ. To start
with, another synonym taxonomy at Textkernel could be used. The most interesting taxonomies they use are ‘education’, ‘computer skills’ and ‘other skills’.
The next step would be to take the normalization technique with synonym taxonomies to a different field and also test the reliability component there. One
could think of typical information extraction documents like financial reports
or newspaper articles. We expect that the performance of our meta-classifier
slightly decreases on the other Textkernel data, because we may have optimized
the meta-classifier a little on the specific job title normalizations. We cannot
predict how our approach will perform on other information extraction domains,
mainly because we expect the performance is highly dependent on the data. It
also could be interesting to see how our solution performs on other language
(non-Dutch) documents and data.

6.2.2

Optimizing the Training Set

To improve the performance of the meta-classifier we already tried to optimize
our training set, unfortunately with no improvement in results (see section 5.4).
But there are other possibilities to alter the training set, which may lead to a
better f2-score. As it is relatively time-consuming to build a training set we
chose not to spend our time on all these options.
The most straightforward option is to use the meta-classifier with a larger
training set. We could see a small improvement from the size of 1000 instances
to 1500 instances, so we expect only slightly better results with for instance an
instance base of 2000. The drawback of an increase in size is the classification
time, which takes longer.
Another option to is to use normalizations from different synonym taxonomies. In our current implementation we only used normalizations of one
job title taxonomy. When using different taxonomies the training set would be
more representative of the field, but also less consistent. It would be interesting
to see how this affects the meta-classifier’s performance.
We think the most promising improvement on the training set would be to
label the normalizations with more than the two current classes ‘Reliable’ and
‘Unreliable’. The advantage of adding more classes is that the data separation
would be more refined. The ‘Unreliable’ class in the current situation covers all
the different normalization errors that are made by the extraction engine (see
table 2.2). By giving each of these categories their own class, the meta-classifier
could be trained better in separating these normalizations errors from the correct ones. Additional features might be necessary to make better distinctions
between classes. Of course the evaluation measure also has to change, as the
basic f2-score only works with a binary classifier.
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Chapter 6: Conclusions and Future Work

6.2.3

Optimizing the Classifier

As we primary investigated the performance of the Memory Based Learning
algorithm and the meta-classifier approach in general on reliable normalization,
we did not take the time to test other machine learning or statistical approaches
for the problem. In section 2.2.2 we discussed several alternative reliability
measures, which are all computationally more expensive than our meta-classifier
approach. However, it would still be interesting to see how these approaches
perform on the f2-measure in comparison to our meta-classifier.
Despite our efforts in finding the best set of features for our meta-classifier,
it still might be possible to add more and better features to improve the performance. It would be the most interesting to try more general features, like
probability distributions of the training set or statistical features like the posterior probability of the base class. Also the distribution in the synonym taxonomy
could serve for additional features, for instance to take into account the number
of synonyms per class.
An interesting approach we found in [Delany, 2005] is the Aggregated Confidence Measure (ACM). The idea of this method is to use several meta-classifiers
to predict the reliability of a classification. The final reliability (or confidence)
of a classification is then calculated by an aggregation of the different results.
This could be done in different ways, for instance by summing the result scores
and applying the reliability label when the sum is more than a certain threshold.
Another way of aggregating the results it to use a voting system and let each
meta-classifier vote for the reliability of an instance. The advantage of the ACM
approach is that it becomes easier to see which features are better indicators of
the reliability. Another advantage is that by adapting the threshold or voting
scheme the reliability level for a specific data set can easily be changed. The
drawback is still that it is computationally more expensive.
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