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TESTING WEAK ITEM INDEPENDENCE FOR THE CONSTANT LATENT

ODDS-RATIOS MODEL USING KENDALL’S W

Abstract

The Constant Latent Odds Ratios (CLORs) model is a newly developed
generalization of the Rasch model with powerful measurement properties. From the
assumptions of the CLORs model, the property of weak item independence follows.
Weak item independence states that the ordering of the item probabilities is the
same at every level of the total score, a property that only holds for a small
selection of IRT models. By testing for weak item independence, it becomes possible
to see whether applying a CLORs model instead of e.g. a Birnbaum model would be
appropriate. To this purpose, a test of weak item independence is proposed that
makes use of Kendall’s W as a measure of concordance. The sensitivity of this test
in differentiating between the CLORs model and the Birnbaum model is evaluated
through simulation study, and a parametric bootstrap procedure is used to apply
the test to empirical data.
Index terms: Weak item independence, Kendall’s W, Constant Latent Odds-Ratios
model, Rasch model, Birnbaum model.

Introduction

Within Item Response Theory (IRT), the Rasch model (1960) has received a lot of
attention, because of its simplicity and useful measurement properties. For example, the
Rasch model has the property of specific objectivity, meaning that subjects can be ordered
independent of items, and that items can be ordered independent of subjects. Furthermore,
the property of sufficiency of the total score holds within the Rasch model. That is, the total
score of the test contains all the available information from the data regarding the latent trait.

Recently, Hessen (2004; 2005) has developed the Constant Latent Odds-Ratios (CLORs)
model, a promising generalization of the Rasch model for tests consisting of dichotomous
items. This CLORs model is less restrictive than the Rasch model, but maintains the useful
measurement properties of the latter model. Unlike the Rasch model, the CLORs model does
not require that the probability of answering an item correctly to range from 0 to 1 over the
latent trait. It is therefore possible to allow for guessing or slipping on an item, as can be
observed in Figure 1.
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Figure 1.
The probabilities of success of five fictional items under a CLORs model.

Since the CLORs model is less restrictive than the Rasch model and can account for the
possibility of guessing and slipping on items, it holds the promise of improving measurement
in all areas where the Rasch model is or could be used, including but not being limited to the
field of intelligence testing, educational testing and personality theory. The benefit of the
CLORs model over other IRT models that are also less restrictive than the Rasch model, such
as the Birnbaum model (1968) or the Mokken models (1971), lies in the fact that unlike these
latter models, the CLORs model still maintains the useful measurement properties of the
Rasch model.

The need therefore arises to develop tests to assess the appropriateness of applying a
CLORs model to a set of data. Two observable consequences follow from the assumptions of
the CLORs model: manifest monotonicity across the levels of the total score and weak item
independence. Since these properties follow directly from the assumptions of the CLORs
model (Hessen, 2005), they can be used to test whether a CLORs model can reasonably be
applied. That is, if the data indicate that either one of these properties is violated, then one
can conclude that a CLORs model should not be applied.

The property of manifest monotonicity states that the probability of answering an item
correctly increases over some observed score, which usually is the total score or the rest score
(the total score without the item in question). Although there is only a small group of
parametric IRT models for which manifest monotonicity across the levels of the total score can
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be known to hold by definition (such as the CLORs model and the Rasch model), manifest
monotonicity across the rest score holds for most IRT models, both parametric (e.g. the
Birnbaum model) and nonparametric (e.g. the Mokken models) (Junker & Sijtsma, 2000).
However, since manifest monotonicity across the total score may in practice also hold quite
often for these models, testing for manifest monotonicity of the total score will not be a
powerful approach in distinguishing between the CLORs model and other IRT models. For
this reason, the current paper instead focusses on testing weak item independence, since
violations of this property occur much more often under many IRT models that differ from the
CLORs model.

While the property of manifest monotonicity states that the item probabilities should
increase with an observed score, the property of weak item independence (WII) states that the
items on a test have the same ordering based on their passing probabilities across the total
score. That is, if at a certain level of the total score one item has a higher probability of
success than another item, WII requires that the former item has a higher (or equal)
probability than the latter item at all levels of the total score. While the property of WII
follows from the assumptions of the CLORs model, it can easily be violated under other IRT
models, where the item probability functions are allowed to intersect. For example, under the
Birnbaum model, item orderings need not be the same over the latent trait, as displayed in
Figure 2, and hence violations of WII can occur. Thus, the property of WII can be used to
distinguish between CLORs models and other IRT models, and by testing whether WII is
violated, one can investigate whether it would be reasonable to apply a CLORs model to the
data.

Since WII states that the ordering of the item passing probabilities is the same at every
level of the total score, a logical approach in assessing whether WII holds is investigating to
what extent these orderings at different levels of the total score do indeed correspond with
each other. That is, if the observed item orderings are exactly the same at every level of the
total score, there is no indication that WII is violated. Likewise, if these item orderings do not
correspond completely, this can be taken as an indication that WII could be violated, and if
the lack of correspondence is unlikely to have occurred due to chance, WII should be rejected.
Thus, by obtaining a measure of the extent to which the item orderings correspond across the
levels of the total score, it is possible to test for WII. Kendall’s measure of concordance
(Kendall’s W) provides just such a measure (Kendall & Babington Smith, 1939), and hence
the test proposed in this paper makes use of Kendall’s W to evaluate whether the property of
WII holds.

The present paper focusses on the development and evaluation of a test for WII, since
this test will be useful in assessing the applicability of a CLORs model. The following section
deals with the properties of the CLORs model, and the property of WII in particular. Next,
Kendall’s measure of concordance W and the way it can be applied to test for WII is
discussed. The section after that deals with a simulation study, in which the performance of



4 J. Tijmstra

-5 -3 -1 1 3 5

latent trait

0.0

0.2

0.4

0.6

0.8

1.0
P

(X
i =

 1
)

Figure 2.
The probabilities of success of five fictional items under a Birnbaum model.

the proposed test for WII is evaluated. By varying conditions such as sample size, test length
and item difficulties, the performance of the test is investigated under a broad range of
situations. Subsequently, the test is applied to data on the prevalence of antisocial behavior in
adolescents, using a parametric bootstrap procedure. Thus, by using both simulated and
empirical data, the general performance as well as the practical applicability of the test for
WII is evaluated.

The CLORs model and weak item independence

The CLORs model is based on two assumptions: local independence and constant latent
odds-ratios between all item pairs (Hessen, 2005). Local independence states that the
probability of answering an item correct does not depend on the outcome on other items when
a subject’s value on the latent trait (θ) is taken into account. For a test with k items, let X
denote the vector of item score variables (X1, · · · , Xk), and let the vector x denote the item
score realizations (x1, · · · , xk), then local independence states that for the probability of
observing a specific response pattern,

P (X = x|θ) =
k∏

i=1

P (Xi = xi|θ). (1)

The assumption of constant latent odds-ratios between all item pairs can be explained by
considering the odds of passing item i given θ,
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Figure 3.
The proportion of correct answers on five fictional items at different levels of the total score.

Vi(θ) =
P (Xi = 1|θ)

1− P (Xi = 1|θ) . (2)

If these odds are compared with the odds of passing another item j given θ, then the
odds-ratio function

Vi(θ)
Vj(θ)

= ωij(θ) (3)

can be obtained. The assumption of constant latent odds-ratios for all item pairs requires that
for all possible item combinations, ωij is constant over θ. Since the CLORs model is a
generalization of the Rasch model, the property of constant latent odds-ratios also holds for
the Rasch model. The CLORs model in its most general form is not restricted in any other
way, and can thus be parametric or nonparametric. Hessen (2004) has shown that under the
two assumptions of the CLORs model, the properties of specific objectivity and sufficiency
still hold, and that the CLORs model therefore still has the useful measurement properties of
the Rasch model.

From the two assumptions of the CLORs model, the property of WII can be deduced
(Hessen, 2005). The property of WII requires that the ordering of items based on their
probability of success is the same at every level of the total score (Scheiblechner, 1995). Thus,
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for a test with k items, if the items 1 through k are placed in descending order based on their
overall probability of success, then WII corresponds to

P (X1 = 1|T = t) ≥ P (X2 = 1|T = t) ≥ · · · ≥ P (Xk = 1|T = t), for all t, (4)

where T =
∑k

i=1 Xi. This point may be illustrated by examining Figure 3, where item 1
through 5 increase in difficulty, and the item ordering is the same for t = 1, · · · , 4.

Since WII is an observable consequence of the CLORs model, observed violations of WII
in the data may indicate that applying a CLORs model would be inappropriate, provided that
these violations are unlikely to have occurred due to chance. Because WII is often violated
under other IRT models, such as the Birnbaum model or the three- and four-parameter
logistic model (Barton and Lord, 1981), the property of WII can be used effectively to
distinguish between these latter models and the CLORs model. This is why a test for WII is
proposed that makes use of Kendall’s measure of concordance, which will be discussed in the
next section.

Using Kendall’s W to test for weak item independence

Since WII states that the ordering of the items based on their probability of success is
the same at every level of the total score, a measure of the correspondence between these
orderings at different levels of the total score should give one insight as to whether WII holds.
To this purpose, Kendall’s measure of concordance (Kendall’s W) can be employed (Kendall &
Babington Smith, 1939). This nonparametric measure is related to the Spearman rank
correlation coefficient (Spearman, 1904), but unlike the latter, it can compare more than 2
orderings at once, and can therefore be used to evaluate the degree of correspondence or
‘concordance’ between the orderings of the items at different levels of the total score.

Kendall’s W can take on a value between 0 (no correspondence) to 1 (complete
correspondence), and is usually used to compare the ratings of different judges. Kendall’s W is
calculated on the basis of the rankings made by n judges on k items. In the context of testing
for WII, these ‘raters’ consist of the different levels of the total score. For example, if the
proportions displayed in Figure 3 are taken as the ratings, displayed in Table 1, then these
proportions can be ordered for each level of the total score T , as is done in Table 2. Note that
for t = 0 and t = k, all items have the same proportion of success, and the ordering at those
levels contains no information about WII. For this reason, only the total score levels
t = 1, · · · , k − 1 are considered. Thus, n = k items are compared for k − 1 levels of the total
score.

To illustrate the calculation of Kendall’s W in the context of WII, let SRi in Table 2 be
the sum of the rankings of item i. Let SR = (SR1, · · · , SRk), then if one considers the
deviations of SR from its average value, and if S represents the sum of squares of these
deviations, one can calculated W using
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Table 1.
The proportions of successes at different levels of the total score, corresponding to Figure 3.

Items
t 1 2 3 4 5
1 .407 .264 .170 .110 .049
2 .726 .502 .386 .224 .162
3 .860 .771 .636 .449 .284
4 .968 .883 .824 .713 .612

Table 2.
The order of the proportions of successes at different levels of the total score, corresponding to Figure 3.

Items
t 1 2 3 4 5
1 1 2 3 4 5
2 1 2 3 4 5
3 1 2 3 4 5
4 1 2 3 4 5

SRi 4 8 12 16 20

W =
12S

(k − 1)2(k3 − k)
. (5)

For the example, in Table 2 we find

W =
12 ∗ 160

16 ∗ (125− 5)
= 1. (6)

Since a value of 1 is obtained for W, this indicates that there is complete correspondence in
the ordering of the items over the total score. Therefore, there is no indication that WII is
violated.

Thus, a value of W can be calculated, and this value indicates whether WII should be
rejected. Although a value of W lower than 1 indicates a deviation from perfect concordance,
a test is needed to determine whether this deviation is significant. Since no such test is
available, a procedure is proposed to determine which value of W could be used as a critical
value, by investigating the distribution of W under a model where WII is known to hold.
With this critical value, it becomes possible to test for WII using Kendall’s W.

Two approaches are discussed in the following sections. First, the general performance of
the test for WII is assessed in a simulation study that investigates critical values of W over a
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broad range of CLORs models. Additionally, the rejection rate under the Birnbaum model is
investigated, to evaluate the sensitivity of the test in detecting violations of WII. Next, a
parametric bootstrap procedure is proposed that produces a critical value of W specifically
tailored to the data at hand, and this procedure is applied to empirical data on antisocial
behavior in adolescents.

Simulation study

To evaluate the performance of the proposed test for WII, data are simulated under a
broad range of parametric CLORs models. The CLORs model in a general parametric form
can be specified by

P (Xi = 1|θ) =
(1− exp(bia)γ)(δ + exp(aθ))
(1− δγ)(exp(bia) + exp(aθ))

, (7)

where the probability of answering item i correctly depends on the difficulty (bi) of the item, a
subject’s value on the latent trait (θ), and on the values of the model specific parameters, a, δ

and γ. The a parameter determines the slope of the item, and this slope is the same for every
item. The δ parameter determines the probability of successfully guessing on an item, while
the γ parameter determines the probability of failing an item due to slipping. An example of
one such parametric CLORs model can be found in Figure 1, where both γ and δ are set to
.05. If both γ and δ are set to 0, the item probabilities cover a range from 0 to 1 over the
latent trait, and Equation 7 reduces to the formula of the Rasch model. Thus, the Rasch
model is a special case of the parametric CLORs model.

By simulating data under a broad range of conditions, the performance of the test for
WII can be evaluated over a broad range of situations. For this reason, both the test length
(k = 5, 10, 15, 20) and the number of respondents (n = 100, 200, 500, 1000) are varied. While
the slope parameter a is fixed to 1, the range of the item difficulties is varied, covering a range
of either 1, 2 or 4 standard deviations of the latent trait, with the mean difficulty being equal
to the mean of the population under which the data are generated. The items increase in
difficulty, each time with an equal distance between them. Two types of CLORs models are
considered: the situation where both γ and δ are set to 0 (labeled ‘Rasch’), and the situation
where both γ and δ are set to .05 (labeled ‘CLORs’). Although these latter values were to
some extent chosen arbitrarily, they do result in reasonable guessing and slipping probabilities,
while the difference with the Rasch model is still evident, as can be seen in Figure 1.

For each specific situation 20.000 replications are performed, and for each replication
values on the latent trait are drawn from the standard normal distribution for every subject.
Using these values, the probability of success is calculated for every item, and these
probabilities are used to draw a score from the binomial distribution. This way, all n subjects
obtain a score on all k items, and the corresponding value of W can be calculated. For every
situation, the fifth percentile of the values of W that are obtained for the replications is
selected as a critical value for that specific situation. Note that since W has a discrete
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Table 3.
Observed critical value (α = .05) of Kendall’s W for weak item independence (fixed difficulties)

Range = 1
Rasch CLORs

k k
n 5 10 15 20 5 10 15 20

100 .2467 .1440 .1062 .0920 .2933 .1689 .1290 .1200
200 .4272 .2359 .1707 .1375 .4905 .2753 .2022 .1676
500 .6794 .4285 .3189 .2613 .7373 .4701 .3562 .2957
1000 .8250 .5916 .4688 .3917 .8500 .6268 .4957 .4254

Range = 2
Rasch CLORs

k k
n 5 10 15 20 5 10 15 20

100 .6026 .3666 .2826 .2422 .6494 .4132 .3294 .3062
200 .7625 .5198 .4119 .3502 .7943 .5545 .4519 .3973
500 .8875 .7118 .5958 .5272 .9125 .7296 .6146 .5506
1000 .9625 .8246 .7196 .6511 .9625 .8341 .7220 .6572

Range = 4
Rasch CLORs

k k
n 5 10 15 20 5 10 15 20

100 .7770 .6033 .5246 .5025 .7796 .6241 .5912 1.0000
200 .8654 .7120 .6227 .5751 .8604 .7071 .6415 1.0000
500 .9360 .9379 .9149 .8882 .9360 .9256 .8743 .8532
1000 .9625 .8933 .8207 .7711 .9625 .8714 .7885 .7444
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distribution, the probability of observing the critical value of W is not necessarily equal to 0,
and thus the probability of observing a value of W below the critical value is slightly lower
than .05. The larger the test, the more values of W are possible and the closer the actual level
of significance will be to .05.

In Table 3, the obtained critical values are displayed. As can be observed, the critical
value of W increases as n increases. The differences between the critical values obtained when
n = 100 and n = 1000 are quite large, indicating that sample size may have a strong influence
on the sensitivity of the test to detect violations of WII. The effect of test length on the critical
value of W also appears to be quite strong. When a test contains more items, the critical
value of W decreases rapidly. This should however come as no surprise, since with more items
on a test, the items will be more similar in difficulty and become harder to order. Thus, more
deviations from WII are expected due to chance, and the critical value of W drops as well. A
similar effect is observed when the range of the item difficulties is varied. The larger the range,
the larger the differences in difficulty between the items are, making them easier to order.

When the differences between the ‘Rasch’ and the ‘CLORs’ model are considered, the
CLORs model appears to result in higher critical values of W, although the differences are still
minor compared to the effect of sample size and test length. This effect can be explained quite
easily by the fact that the CLORs model allows for guessing and slipping. Under the CLORs
model, easier items have a higher guessing probability, and more difficult items have a higher
probability of slipping, as can be observed in Figure 1. This increases the differences in item
probabilities that is present when there is a difference in the item difficulty, in turn making it
easier to order items. Thus, if the γ and δ parameter increase, the critical value of W increases
as well.

Under the CLORs model, when the range is 4, k = 20 and n = 100 or n = 200, a critical
value of 1 is obtained, and this seems to contradict the trends described above. However, an
inspection of the data reveals that in those two situations, only a small part of the 21 possible
total score levels are observed. This makes deviations from perfect correspondence unlikely,
and in less than 95% of cases a deviation from WII is observed, resulting in a critical value of
1. With a larger n, more levels of the total score are observed, and the critical value drops
below 1.

The situations presented in Table 3 may be ‘optimal’ with regard to detecting violations
of WII, since there is a fixed interval between the item difficulties, making the items relatively
easy to order. For comparison, another situation is considered where the item difficulties are
not fixed, but instead are drawn from a normal distribution. To be able to compare the
outcomes with the previous situation, these normal distributions have variances equal to the
variances of the item difficulties used earlier, when k = 10. Thus, for a range of 1 the selected
variance is .113, the variance for a range of 2 is .453, and for a range of 4 the variance is 1.811.
Using these variances, the critical values displayed in Table 4 are obtained, with 20.000
replications. In line with expectations, drawing the difficulties instead of placing them on fixed
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Table 4.
Observed critical value (α = .05) of Kendall’s W for weak item independence (drawn difficulties)

Range = 1
Rasch CLORs

k k
n 5 10 15 20 5 10 15 20

100 .1319 .1158 .0969 .0910 .1494 .2364 .1155 .1202
200 .2019 .1749 .1442 .1250 .2318 .1996 .1663 .1523
500 .3633 .3023 .2546 .2214 .4082 .3403 .2838 .2519
1000 .5250 .4318 .3725 .3283 .5500 .4722 .4047 .3595

Range = 2
Rasch CLORs

k k
n 5 10 15 20 5 10 15 20

100 .3152 .2624 .2284 .2215 .3553 .3007 .2764 .3096
200 .4578 .3859 .3301 .2949 .5072 .4237 .3686 .3504
500 .6282 .5630 .4972 .4533 .6587 .5913 .5273 .4846
1000 .7373 .6860 .6233 .5775 .7690 .7068 .6393 .5947

Range = 4
Rasch CLORs

k k
n 5 10 15 20 5 10 15 20

100 .5584 .4980 .4614 .4938 .5877 .5300 .5314 1.0000
200 .6625 .6070 .5581 .5320 .6795 .6221 .5882 1.0000
500 .7875 .7348 .6870 .6533 .7789 .7304 .6882 .6651
1000 .8323 .8093 .7647 .7322 .8323 .7928 .7507 .7217
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intervals results in lower critical values of W, indicating that the distribution of the item
difficulties influences the obtained values of W as well.

While the results presented above give some indication about how much information is
needed before WII can be rejected, a clearer picture of the sensitivity of the test in detecting
violations of WII is needed. By applying the same conditions as those of the Rasch model in
Table 3 and Table 4, but having different slope coefficients for different items, one can
generate data under a Birnbaum model instead of a CLORs model. If the slope coefficients
show enough variation, then WII will be violated. For example, the Birnbaum model
displayed in Figure 2 shows that the item orderings are not the same over θ, and this will in
all likelihood result in a violation of WII.

For data simulated under these Birnbaum models, Kendall’s W can be calculated, and by
comparing this value with the critical value from Table 3 and Table 4 that corresponds to that
specific situation (but with equal slope parameters for all items), a decision can be made
whether WII should be rejected or not. By investigating the proportion of times WII is
rejected for these Birnbaum models, the sensitivity of the test in detecting violations of WII
can be investigated. The results of this procedure (for 20.000 replications) can be found in
Table 5.

The results in Table 5 display some interesting trends. The most obvious effect is that of
sample size: while when n = 100, the rejection rate of WII hardly exceeds the level of
significance α, the sensitivity increases markedly in all situations when n increases. This
increase does appear to depend on other factors as well: it is much stronger when the item
difficulties are fixed than when they are drawn from a normal distribution. Likewise, the test
length shows a strong interaction with the effect that sample size has on the rejection rate.
The larger the test, the more rapidly the rejection rate increases as the sample becomes larger.
While for small samples with n = 100, the sensitivity is lowest when k = 20, the reverse holds
when n = 1000: for large samples, the highest rejection rate is obtained when the test consists
of a large number of items. This may seem to contradict the earlier findings, where the critical
value of W decreased when the test length increased. However, with more items, there is also
more information available about possible violations of WII. That is, even though with more
items violations of WII due to chance are more likely, it also becomes easier to distinguish
between situations where these violations are due to chance and those where these violations
are the result of the underlying model, at least when the sample is large.

With regard to the effect of the item difficulty range, something unexpected happens.
Although increasing the range from 1 to 2 standard deviations of the latent trait distribution
does result in an increase in sensitivity, an increase from 2 to 4 standard deviations instead
results in a strong decrease of sensitivity, especially when the number of items is small.
Perhaps this is caused by the fact that for the specified slope parameters under the Birnbaum
model the violations of WII become less severe, since the items have very different difficulties,
reducing the difference between the Birnbaum model and the CLORs model against which it
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Table 5.
Rejection rates of WII for the Birnbaum model (α = .05, slope parameters of the items were fixed to
1, 1.5, .5, 1.25, .75 for item 1 through 5, item 6 through 10, etc.)

Range = 1
Fixed difficulties Drawn difficulties

k k
n 5 10 15 20 5 10 15 20

100 .0775 .0765 .0670 .0582 .0718 .0786 .0747 .0632
200 .1347 .1316 .1358 .1183 .0972 .1176 .1184 .1061
500 .4032 .4895 .5310 .5693 .1875 .2255 .2512 .2521
1000 .8663 .9428 .9761 .9853 .3281 .4533 .5137 .5371

Range = 2
Fixed difficulties Drawn difficulties

k k
n 5 10 15 20 5 10 15 20

100 .0980 .1064 .1172 .0825 .0832 .0842 .0833 .0646
200 .1568 .2072 .2682 .2524 .1037 .1336 .1419 .1106
500 .4958 .5688 .7072 .8263 .1846 .2543 .3002 .3170
1000 .9125 .9470 .9749 .9956 .2731 .4596 .5520 .6228

Range = 4
Fixed difficulties Drawn difficulties

k k
n 5 10 15 20 5 10 15 20

100 .0486 .1309 .1361 .0430 .0800 .1040 .0902 .0351
200 .0677 .1832 .2612 .1846 .0962 .1331 .1567 .1109
500 .3143 .3151 .5204 .6197 .1446 .2324 .3374 .3563
1000 .5303 .5423 .7675 .9165 .1890 .3560 .5331 .6528
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is tested. Another possibility is that the extreme differences in item difficulty reduce the
amount of information available, and hence make it harder to detect violations of WII.

The differences between having fixed distances between the item difficulties and drawing
the item difficulties from a normal distribution are also apparent here. If the item difficulties
are drawn instead of fixed, there are more deviations from perfect correspondence due to
chance, and since the resulting critical value of W will be lower, it also becomes harder to
judge whether a low obtained value of W is simply due to chance, or that WII is actually
violated. The differences in sensitivity between these two situations are enormous, which
shows that simply using the critical value of the situation in Table 3 or Table 4 that most
closely resembles the properties of the data is inadvisable, given the large differences in these
critical values that can occur when the situation is varied only slightly. For this reason, the
next section proposes a parametric bootstrap procedure that avoids that problem.

An empirical example using parametric bootstrapping

Since the previous section showed that different model and item parameters may result in
very different critical values of W, it is necessary to consider these parameters before testing
for WII. Ideally, one would like to test the value of W obtained for a set of data against a
distribution of W that corresponds as much as possible to the properties of the data. Using a
CLORs model, it is possible to apply a bootstrap procedure that generates precisely such a
distribution, and results in a critical value that is tailored to the data.

To obtain the appropriate critical value of W against which the observed value of W can
be tested, the general parametric CLORs model in Equation 7 can be fitted (using marginal
maximum likelihood estimation) to the data. Using the estimated values of the model
parameters (a, γ and δ) and the difficulty parameters (bi) of the items, and the estimated
values on the latent trait of the subjects, the item passing probabilities can be calculated for
every subject. These probabilities in turn can be used to simulate a large number of data sets,
resulting in a distribution of W specifically adapted to the data at hand.

This procedure is applied using data from the field of Pedagogy. Two scales, respectively
measuring nonaggressive (7 items) and aggressive antisocial behavior (5 items) in adolescents
(Dekovic, 2003) are tested for WII. Although both scales consist of polytomous items, a
dichotomization naturally presents itself, since each item measures the occurrence of specific
types of behavior during the past year. If the behavior has occurred, subjects receive a 1 on
that item, otherwise they receive a 0. The sample consists of 504 subjects, but due to missing
values, 8 subjects were excluded from the analysis of the nonaggressive scale, and 6 subjects
were excluded from the analysis of the aggressive scale.

A description of the items on the two scales and the corresponding item and model
parameter estimates can be found in Table 6 and Table 7. These show that positive answers
are obtained more often on the items of the nonaggressive scale than on items of the
aggressive scale. Also, for the former scale, the item difficulties showed more variation. It
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Table 6.
The proportions of positive answers and estimated parameters for the nonaggressive antisocial behavior
scale, under the CLORs model.

proportion CLORs parameters
item description positive a bi γ δ

1: disregarding parent’s prohibitions .69 1.59 -.58 .12 .01
2: missing a curfew .44 1.59 .20 .12 .01
3: skipping school .16 1.59 .99 .12 .01
4: cheating on a test .43 1.59 .23 .12 .01
5: fare dodging .26 1.59 .70 .12 .01
6: shoplifting .24 1.59 .77 .12 .01
7: stealing from someone .14 1.59 1.04 .12 .01

Table 7.
The proportions of positive answers and estimated parameters for the aggressive antisocial behavior
scale, under the CLORs model and the Birnbaum model

proportion CLORs parameters
item description positive a bi γ δ

1: fire setting .10 2.25 1.65 .00 .00
2: carrying a weapon .27 2.25 .76 .00 .00
3: threatening with a weapon .12 2.25 1.47 .00 .00
4: beating someone .14 2.25 1.38 .00 .00
5: street fighting .13 2.25 1.40 .00 .00

should also be noted that the distribution of the estimated values on the two latent traits were
positively skewed: most adolescents obtained a slightly negative value (between -1 and 0), but
there some that obtained a positive estimate in the far right-hand tail of the distribution
(higher than 1.5).

For illustrative purposes, the probability functions that correspond to the estimates of
the nonaggressive scale under the CLORs model can be found in Figure 4. There, it can be
observed that the probability of displaying the behavior specified by a ‘easy’ item, such as
cheating on a test, will always be higher than observing the behavior of an item that is more
‘difficult’, such as skipping school. Also, the more difficult items have quite a high probability
of ‘slipping’. That is, even very antisocial adolescents still do not always display the behavior
mentioned in those items (such as stealing from someone). This illustrates a benefit of the
CLORs model over the Rasch or Birnbaum model: those latter models would have to make
the unrealistic assumption that all adolescents with high values on the latent trait will display
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Figure 4.
The probability of success of the nonaggressive antisocial behavior items, under the fitted CLORs model.

practically every type of antisocial behavior.
For the nonviolent scale, Kendall’s W is .934, while the critical value of W obtained for

20.000 replications is .729. Therefore, WII is not rejected for that scale. The distribution of W
that is obtained this way is displayed in Figure 5, where both the critical and observed value
of W are included as well. The obtained value of W is .788 for the violent scale, which is
above the critical value of .519, and hence WII is not rejected for that scale either. Thus, with
regard to WII, it appears that a CLORs model can reasonably be applied to the two scales.

Discussion

WII is an observable consequence of the CLORs model, and thus WII must hold if a
CLORs model is to be applicable. This paper has discussed the property of WII and a test for
WII has been proposed. By using Kendall’s measure of concordance to evaluate the extent to
which the ordering of the item passing probabilities is similar over the different values of the
total score, one can determine whether there is a significant violation of WII. A general
overview of the critical values of W under different model conditions has been given, which
showed that the critical value of W varies to a large extent when the model and item
parameters are varied. For that reason, a parametric bootstrapping procedure has been
proposed that produces a critical value of W that is specifically tailored for the data that are
considered.
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Figure 5.
The distribution of the obtained values of W for the non-aggressive antisocial behavior scale under the
fitted CLORs model, as well as the observed (dotted line) and critical value of W (unbroken line).

In using the proposed bootstrapping procedure, one needs to fit a parametric CLORs
model to the data in order to obtain a distribution of the values of W to compare the actual
value of W with. However, it should be noted that in using this CLORs model, restrictions are
placed on the data that need not be warranted. That is, the property of WII does not
automatically imply that a CLORs model will be appropriate, it is only a necessary
consequence of the CLORs. Thus, there are situations possible where WII holds but the
application of a CLORs model will still be inappropriate. For example, WII may hold even
though manifest monotonicity is violated. On the other hand, refutations are definite: a
violation of WII necessarily implies that the assumptions of the CLORs model do not hold,
and that applying a CLORs model will be inappropriate.

The parametric bootstrap procedure has been used successfully to test the two scales
measuring antisocial behavior for WII, and in both cases WII was not rejected. However, the
sensitivity in detecting violations of WII may have been lacking somewhat for the aggressive
antisocial behavior scale, since some items had very similar difficulties and a relatively low
critical value of W was obtained. A similar picture emerged from the sensitivity analysis that
was discussed: even a large sample size (n = 1000) does not automatically result in a rejection
rate of at least .80 for data under the Birnbaum model. This has implications for the
application of the test for WII in practice, since in some situations items have to be similar in
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difficulties, e.g. in the context of admission testing or examinations. Although this does not
imply that applying a CLORs model in these contexts is inappropriate, it does mean that it
will be hard to determine whether the property of WII indeed holds.

On the other hand, when the item difficulties are nicely spread over a range that is not
too extreme (e.g. difficulties between -1 and 1), the sensitivity of the test can be quite high.
Additionally, the sensitivity was analyzed solely by investigating the rejection rate observed
under Birnbaum models, but since for the Birnbaum model WII is not violated by definition,
the sensitivity of the test may be underestimated. Thus, test sensitivity need not always be a
problem, and applying the test for WII in the context of e.g. intelligence testing, where the
item difficulties can cover a broad range, may be an attractive option. The proposed test can
therefore definitively serve its purpose in testing whether WII holds for a set of data and in
assessing whether a CLORs model can reasonably be applied. If after testing with enough test
sensitivity, WII is not rejected, and manifest monotonicity is not rejected either, then these
two observable consequences of the CLORs model appear to hold, and there is no determinate
reason to refrain from applying a CLORs model to the data.
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